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PREFACE

This preface is written primarily for mathematicians, but student readers might
find it interesting too. It describes differences between this book and other
Analysis1 texts and explains the reasons for those differences.

This book is not like other Analysis books. It is not a textbook con-
taining standard content. Rather, it is designed to be read before
arriving at university and/or before starting an Analysis course.

I really mean that it is designed to be read; not to be read like a novel, but
to be read at a fair speed. I think this is important in a book that aims to
help students make the transition to independent undergraduate study.
Students are often unaccustomed to learning mathematics by reading,
and research shows that many do not read effectively. This book encour-
ages thoughtful and determined reading without dropping students into
so dense a thicket of new definitions and arguments that they become
stuck and discouraged.
The book does not, however, fight shy of formality. It contains serious

discussions of the central concepts in Analysis, but these begin where the
student is likely to be. They examine the student’s existing understand-
ing, point out areas in which that understanding is likely to be limited,
refute common misconceptions, and explain how formal definitions and
theorems capture intuitive ideas in a mathematically sophisticated way.
The narrative thus unfolds in what I hope is a natural and engaging style,
while developing the rigour of thought appropriate for undergraduate
study.
Because of these aims, the book is structured differently from other

texts. Part 1 contains four chapters that are about not the content of

1 ‘Analysis’ should probably not have an upper-case ‘A’, but I think the multiple
everyday meanings of the word mean that it doesn’t stand out as a subject name
without it.
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Analysis but its structure—about what it means to have a coherent math-
ematical theory and what it takes to understand one. These chapters
introduce some notation, but there is no ‘preliminaries’ chapter. Instead,
I introduce notation and definitions where they are first needed, meaning
that they are spread across the text (though a short symbol list is provided
before the main text, on page xiii). This means that a person reading for
reviewmight need to make more than usual use of the index, but I believe
this is a price worth paying to give the new reader a smooth introduction
to the subject.
A final difference is that not all content is covered at the same depth.

The six main chapters in Part 2 contain extensive treatment of the cen-
tral definition(s), especially where these are logically challenging and
where students are known to struggle. They include detailed discussion
of selected theorems and proofs, some of which are used to highlight
strategies and skills that might be useful elsewhere in a course, and some
of which are used to draw out and explain counterintuitive results. Fi-
nally, they introduce further related theorems; these are not discussed
in detail, but readers are reminded of productive ways to think about
them and given a sense of how they fit together to form a coherent
theory.
Overall, this book focuses on how a student might make sense of Ana-

lysis as it is presented in lectures and in other books—on strategies for
understanding definitions, theorems and proofs, rather than for solving
problems or constructing proofs. I realize that by taking this approach
I risk offending mathematicians, because many value independent con-
struction of ideas and arguments above all else. But three things are clear
to me. First, many students scrape through an Analysis course by mem-
orizing large chunks of text with only minimal understanding. This is a
terrible situation for numerous reasons, among them that some of those
students will go on to be schoolteachers. No one wants to live in a world
where mathematics teachers think that advanced mathematics makes no
sense—we do not need teachers to reconstruct a subject like Analysis
from scratch, but we do want them to understand its main ideas, to
appreciate its ingenious arguments, and to inspire their own students
to go on to higher study. Second, many students who go on to great
things nevertheless suffer an initial period of intense struggle. There is an
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argument that this is good for them—that, for those who are capable of it,
struggling to work things out is better in the long term. I agree with this
argument in principle, but I think we should be realistic about its scope.
If the challenge is so great that the majority are unable to meaningfully
engage, I think we have the balance wrong. Finally, most mathematics
lectures are still just that: lectures. Few students follow every detail of a
lecture so, no matter the final goal of instruction, an important task for
a student is to make sense of written mathematics. Research shows that
the typical student is capable of this task to at least some degree, but is
ill-informed regarding how to go about it. This book tackles that prob-
lem head-on; it aims to deliver students who do not yet know very much
Analysis, but who are ready to learn.
A book like this would not be possible without work by numerous re-

searchers in mathematics education and psychology. In particular, the
self-explanation training in Chapter 3 was developed in collaboration
with Mark Hodds and Matthew Inglis (see Hodds, Alcock & Inglis, 2014)
on the basis of earlier research on academic reading by authors includ-
ing Ainsworth and Burcham (2007), Bielaczyc, Pirolli, and Brown (1995),
Chi, de Leeuw, Chiu and LaVancher (1994), and numerous others cited
in the bibliography. A pdf version of the training, along with a guide
for lecturers, is available free (under a Creative Commons licence) at
<http://setmath.lboro.ac.uk>.
Sincere personal go thanks to my friends Heather Cowling, Ant

Edwards, Sara Humphries, Matthew Inglis, Ian Jones, Chris Sang-
win and David Sirl, all of whom were kind enough to give feedback
on earlier versions of various chapters—Chris Sangwin also adapted
the Koch snowflake diagrams from <www.ru.j-npcs.org/usoft/WWW/
www_tug.org/applications/PSTricks/Fractals/index.html>. Thanks also
to the reviewers of the original proposal for their thorough reading
and helpful suggestions, and to Keith Mansfield, Clare Charles, Richard
Hutchinson, Viki Mortimer and their colleagues at Oxford University
Press, whose cheerful and diligent workmake the practical aspects of pro-
ducing a book such a pleasure. Finally, this book is dedicated to David
Fowler, who introduced me to Analysis and always gave tutorials with a
twinkle in his eye, to Bob Burn, whose bookNumbers and Functions: Steps
into Analysis has greatly influencedmy learning and teaching, and to Alan
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Robinson, my MSc dissertation supervisor, who told me (at different
times) that I should pull my socks up and that I could have a great fu-
ture writing textbooks. I did pull my socks up, his words stuck with me,
and it turns out that writing for undergraduate mathematics students is
something I very much enjoy.
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INTRODUCTION

This short introduction describes the aims and structure of this book, outlines
what it covers, and explains how it relates to typical undergraduate Analysis
courses.

Analysis is hard. It’s elegant, clever, and rewarding to learn, but
it’s hard. Lots of people will tell you this, including people who
are highly successful mathematicians. Ask your lecturers1 and

you will find that a good proportion of them think that Analysis is great
now but struggled with it at first. This book will not make it easy—that
would be impossible because the logical complexity of the fundamen-
tal definitions exceeds that encountered in everyday life and in earlier
mathematics, so all Analysis students face an upswing in the demands on
their logical reasoning. What this book will do is provide an extended,
in-depth explanation of these definitions and of related theorems and
proofs. Compared with typical Analysis texts, it gives substantially more
attention to the basics, explaining not only themathematical concepts but
also psychological issues associated with learning to think about them. It
highlights common errors, misconceptions and sources of confusion—
both those that are probably unavoidable due to the subject matter, and
those that arise when students over-generalize from their previous math-
ematical experience. It also explains why some aspects of the formal
theory of Analysis can seem odd from a student perspective, but do make
sense when you think about them in the right way.
Because of its depth, this book does not provide a lot of content;

you will certainly learn more in early Analysis courses than is covered

1 In the UK, where I work, everyone who teaches undergraduate students is referred
to as a lecturer. That’s not the case everywhere—Americans, for instance, call everyone
‘professor’—but it is the language I will stick to in this book.
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here. But skills developed by studying the basics in detail can be applied
throughout a course, and will provide a solid base from which to tackle
more advanced material.
With this in mind, Part 1 focuses explicitly on skills and strategies for

learning advanced pure mathematics. This treatment is more condensed
than that given inHow to Study for aMathematics Degree and its US coun-
terpart How to Study as a Mathematics Major, so a student who is new to
undergraduate mathematics—or, in a US-style education system, new to
upper-level mathematics courses—might want to start with one of those
books for broader and more general guidance. This book focuses spe-
cifically on Analysis; its illustrations are all drawn from that subject and
it contains both detailed information on the structures of mathematical
theories and research-based advice on how to study proofs. I recommend
that all readers begin with Part 1, even those who already have some ex-
perience of undergraduate mathematics—the advice it contains will be
referred to throughout.
Part 2 focuses on content, in six areas: sequences, series, continuity,

differentiability, integrability and the real numbers.Which areas aremost
relevant to you will depend upon the Analysis courses at your institution.
Some institutions start with sequences and series, then have one or more
courses on continuity, differentiability and integrability. Some, however,
start with those topics, perhaps in a course that reviews earlier ideas from
calculus (roughly, differentiation and integration) and relates them to
ideas from Analysis. Work on the real numbers might be included with
sequences and series, or might be dealt with elsewhere in a course on
foundations or number theory or abstract algebra. Each chapter of Part 2
begins with an overview of its content, so you can compare these with
your course specifications and work out which parts to read when.
You might, however, want to read the entire book before studying any

Analysis, perhaps in the summer before you begin your undergraduate
studies or your upper-level courses. To facilitate this, I have written as
though addressing someone who has not yet begun to study the material.
However, I hope that the book will also be useful to students who have
begun an Analysis course and are struggling to make sense of it, even if
they do not start reading until they are preparing for exams.
One important note before beginning: no one should expect to read

this entire book fast. Everyone will be able to read some of it fast, but
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the book as a whole is supposed to make you think hard, and any book
that does that will, at times, stop you in your tracks. My advice about this
would be to read strategically. Have a proper bash at every section but, if
you get bogged down somewhere, don’t worry about it—just put a sticky-
note in the book and move on to the next section, or perhaps to the next
chapter. Every chapter contains more and less challenging material, so
doing this should get you moving again, and you can always come back
to things later.
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PART 1
Studying Analysis

This part of the book discusses productive ways to think and study when
learning Analysis. Chapter 1 is very short—it demonstrates what a page
of Analysis notes looks like and gives initial comments on notation and
on the form of mathematics at this level. Chapter 2 discusses axioms,
definitions and theorems, demonstrating ways to relate abstract state-
ments to examples and diagrams. Chapter 3 discusses proofs—it explains
how mathematical theories are structured and provides research-based
guidance on how to read and understand logical arguments. Chapter 4
discusses what it feels like to study Analysis, how to keep up, how to avoid
wasting time, and how to make good use of resources such as lecture
notes, fellow students, and support from lecturers and tutors.





chapter 1

What is Analysis Like?

This chapter demonstrates what definitions, theorems and proofs in Analysis
look like. It introduces some notation and explains how symbols and words in
Analysis are used and should be read. It points out differences between this type
of mathematics and earlier mathematical procedures, and gives initial comments
on learning about mathematical theories in a lecture course.

Analysis is different from earlier mathematics, and students who
want to understand it therefore need to develop new knowledge
and skills. This chapter demonstrates this by showing, on the

next page, a typical section of Analysis lecture notes. I do not expect
you to understand these notes—the aim of the book is to teach the skills
you’ll need in order to do that, and Chapter 5 covers the relevant mater-
ial on sequence convergence. But I do want it to be clear that Analysis is
demanding. So turn the page, read what you can, then continue.
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Definition: (an) → a if and only if

∀ε > 0 ∃N ∈ N such that ∀n > N, |an – a| < ε.
Theorem: Suppose that (an) → a and (bn) → b. Then (anbn) → ab.

Proof: Let (an) → a and (bn) → b.
Let ε > 0 be arbitrary.
Then ∃N1 ∈ N such that ∀n > N1, |an – a| <

ε

2|b| + 1
.

Also (an) is bounded because every convergent sequence
is bounded.
So ∃M > 0 such that ∀n ∈ N, |an| ≤ M.
For thisM, ∃N2 ∈ N such that ∀n > N2, |bn – b| <

ε

2M
.

Let N = max{N1,N2}.
Then ∀n > N,

|anbn – ab| = |anbn – anb + anb – ab|

≤ |an(bn – b)| + |b(an – a)|
by the triangle inequality

= |an||bn – b| + |b||an – a|

<
Mε

2M
+

|b|ε
2|b| + 1

<
ε

2
+

ε

2
= ε.

Hence (anbn) → ab.
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Practically every page of your Analysis notes will look like this. On the
one hand, that’s exciting—you’ll be learning some sophisticatedmathem-
atics. On the other hand, as you can probably imagine, students who do
not know how to interpret suchmaterial cannotmake sense of Analysis at
all. To them, every page looks the same: full of symbols like ‘ε’, ‘N’, ‘∀’ and
‘∃’, and empty of meaning. By the end of this book, you will be equipped
to understand such material: to identify its key components, to recognize
how these fit together to form a coherent theory, and to appreciate the
intellectual achievements of the mathematicians who created that theory.
Right now, I just want to draw your attention to a few important features
of the text.
The first feature is that text like this contains a lot of symbols and

abbreviations. Here is a list stating what each one means:

(an) a general sequence (usually read as ‘a n’)
→ ‘tends to’ or ‘converges to’
∀ ‘for all’ or ‘for every’
ε epsilon (a Greek letter, used here as a variable)
∃ ‘there exists’
∈ ‘in’ or ‘(which) is an element of ’
N the natural numbers (the numbers 1, 2, 3, . . .)
max ‘(the) maximum (of)’
{N1,N2} the set containing the numbers N1 and N2

Such a list gives you immediate power in that you might not understand
the text, but at least now you can read it aloud. Try it: pick a few lines,
refer to the list where necessary, and read out what those lines say. You
should be able to do this with fairly natural inflections, even if it takes a
few attempts. That’s because mathematicians write in sentences, so the
page might look like a jumble of symbols and words, but it can be read
aloud like other text. It might be a while before you can read suchmaterial
fluently, but fluent reading should be your goal, because if all your energy
is taken up with remembering symbol meanings you have little chance
of understanding the content. So take opportunities to practise, even if it
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feels a bit slow and unnatural at first. Don’t let lecturers1 be the only ones
who can ‘speak’ mathematics—aim to own it yourself.
While on the subject of symbols, I would like to comment on their use

in this book. Symbols function as abbreviations: they allow us to express
mathematical ideas in a condensed form. For this reason, I like them.
However, not all lecturers share this view. Some worry that learning new
symbols takes up students’ mental resources and thereby interferes with
their understanding of new concepts. Such lecturers prefer to avoid the
symbols and write everything out in words. They are right, of course:
it does take a while to get used to new symbols. However, I think that
this would be true whenever the symbols were introduced, that there
really aren’t that many, and that the power they confer makes it worth
mastering them early. So I’m going to use them straightaway. I’d like to
tell you that I have evidence that this is the best approach, but in this case
I don’t—it’s just personal preference. You can find a full list of symbols
used in this book in the Symbols section on page xiii.
The second thing to notice about the page of notes is that it contains a

definition, a theorem and a proof. The definition states what it means for
a sequence to converge to a limit. This might be far from obvious at this
point, but don’t worry about that—I’ll discuss it in detail in Chapter 5.
The theorem is a general statement about what happens when we com-
bine two convergent sequences by multiplying together their respective
terms. You can probably see this, and you might be ready to agree that
the theorem seems reasonable. The proof is an argument2 showing that
the theorem is true. This argument uses the definition of convergence—
notice that some of the symbol strings used in the definition reappear
in the proof. The proof starts by assuming that the two sequences (an)
and (bn) satisfy the definition, and ends by concluding that the sequence
(anbn) satisfies the definition too. It takes some thought to see exactly
how the argument fits together, but this book will teach you to look

1 As noted in the Introduction, British people use the word ‘lecturer’ to refer to
anyone who teaches undergraduate students.

2 When mathematicians say ‘argument’, they don’t mean a verbal fight between two
people, theymean a single chain of logically valid reasoning. People use the word in this
way in everyday life when they say things like ‘That’s not a very convincing argument.’
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for structures on that level, and I will refer you back to this proof from
Section 5.10.
What the page of notes does not contain is a procedure to follow. It is

extremely important to recognize this. Students whose mathematical ex-
perience to date has consisted mostly of following procedures are often
slow to do so. They look for procedures everywhere; they are mystified
when they don’t find many, and they fail to meaningfully interpret what
is there. Analysis, like much undergraduate pure mathematics, can be
understood as a theory: a network of general results linked together by
valid logical arguments known as proofs (see Chapter 3—in particular
Section 3.2). The fact that a proof is valid for all objects that satisfy the
premises of the associated theorem (see Section 2.2) means that it could
be applied repeatedly to particular objects. However, Analysis does not
focus on repetitious calculations. Rather, its focus is the theory: it is the
theorems, proofs and ways of thinking about them that you are supposed
to understand.
The final thing to know is that developing this understanding is your

responsibility. You will, of course, have an Analysis lecturer, and maybe
an academic tutor or a graduate teaching assistant to offer further face-
to-face teaching. These people will do their best to support your learning,
but at least some of the time you will be part of a large class where oppor-
tunities for individual attention are limited, and you will leave numerous
lectures with only a partial understanding of the newmaterial. You there-
fore need to get good at working out for yourself what it all means. This
book is designed to help you do that, starting in the next chapter with
some information on the components of mathematical theories.
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chapter 2

Axioms, Definitions
and Theorems

This chapter is about the building blocks of mathematical theories: axioms,
definitions and theorems. It explains their typical logical structures and de-
scribes strategies for relating them to examples and diagrams. It illustrates these
strategies using Rolle’s Theorem and the definition of ‘bounded above’, and it
discusses the utility and limitations of diagrams in general. Finally, it discusses
counterexamples and the importance of recognizing the difference between a
theorem and its converse.

2.1 Components of mathematics

The main components of a mathematical theory like Analysis are
axioms, definitions, theorems and proofs. This chapter discusses
the first three of these. Proofs are discussed separately in Chap-

ter 3, but I recommend that you start here, even if you have already begun
an Analysis course and you think you are struggling primarily with the
proofs—at least some difficulties with proofs arise when people have not
fully understood the relevant axioms, definitions and theorems or have
not fully understood how a proof should relate to these.
Lots of the axioms, definitions and theorems in Analysis can be rep-

resented using diagrams, though people vary in the extent to which they
do this. I like diagrams because I find them helpful for understanding
abstract information. So I will use a lot of diagrams in this book, and in
this chapter I will explain how they can be used to represent both specific
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and generic examples. I will also offer some words of warning about the
limitations of diagrams and the importance of thinking beyond the ex-
amples that first come to mind. People who have readHow to Study for/as
a Mathematics Degree/Major will recognize some ideas in this chapter;
here the discussion is briefer but more specific to Analysis.

2.2 Axioms

An axiom is a statement that mathematicians agree to treat as true; ax-
ioms form a basis from which we develop a theory. In Analysis axioms
are used to capture intuitive notions about numbers, sequences, functions
and so on, so your earlier experience will usually lead you to recognize
them as true. They include things like these:

∀a, b ∈ R, a + b = b + a;
∃ 0 ∈ R s.t. ∀a ∈ R, a + 0 = a = 0 + a.

Don’t forget to practise reading aloud. Here is a list of the relevant
symbols and abbreviations:

∀ ‘for all’ or ‘for every’
∈ ‘in’ or ‘(which) is an element of ’
R the real numbers (often read as ‘the reals’ or simply as ‘R’)
∃ ‘there exists’
s.t. ‘such that’

Thus, for instance,
∀a, b ∈ R, a + b = b + a

is read as

‘For all a, b in the reals, a plus b is equal to b plus a.’

Axioms sometimes have names, so you might see bracketed informa-
tion before or after each one, like this:

∀a, b ∈ R, a + b = b + a [commutativity of addition];
∃ 0 ∈ R s.t. ∀a ∈ R, a + 0 = a = 0 + a [existence of an additive identity].

Can you infer the meanings of ‘commutativity’ and ‘additive identity’ by
looking at these axioms? Can you explain these concepts in your own
words without sacrificing accuracy?
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Axioms for the real numbers will be discussed in more detail in Chap-
ter 10, which also explains the philosophically interesting shift we make
when thinking about mathematical theories in these terms.

2.3 Definitions

A definition is a precise statement of the meaning of a mathematical
word. In Analysis you will encounter definitions of new concepts and
definitions of concepts that are already familiar. It is the second kind,
believe it or not, that will cause you more bother. This is for two reas-
ons. First, some of these definitions will be complicated compared with
your existing understanding. They are only as complicated as they need
to be and you will come to appreciate their precision, but they take some
effort to master and you might have to work through a stage of won-
dering why things aren’t simpler. Second, some of the defined concepts
will not quite match your intuitive understanding, so your intuition and
the formal theory will occasionally tell you different things, and you will
have to sort out the conflict and override your intuitive responses if
necessary.
Because of this, I will postpone discussion about definitions of familiar

concepts until Part 2. In this chapter I will introduce some definitions of
concepts that are likely to be unfamiliar—at least to readers who have not
yet studied much undergraduate mathematics—and use these to illus-
trate skills for interacting with definitions: relating definitions to multiple
examples, thinking in terms of diagrams, and being precise.
We will start with the definition below, which I provide in two forms,

the first using symbols and the second with (almost) everything written
out in words. This should help with your reading aloud, but I’ll stop doing
it soon so keep up the practice.

Definition: A function f : X → R is bounded above on X if and only if
∃M ∈ R s.t. ∀x ∈ X, f (x) ≤ M.

Definition (in words): A function f from the set X to the reals is
bounded above on X if and only if there existsM in the reals
such that for all x in X, f (x) is less than or equal toM.
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Definitions like this appear routinely in Analysis lectures. They have
a predictable structure, and there are two things to notice. First, each
definition defines a single concept—this one defines what it means for
a certain kind of function to be bounded above. In printed material the
concept being defined is commonly italicized as here or printed in bold;
in handwritten notes, you might see and use underlining instead. Second,
this term is said to apply if and only if something is true. It is probably eas-
ier to see why this is appropriate by considering a simpler definition like
this one (‘integer’ is the proper mathematical name for a whole number):

Definition: A number n is even if and only if there exists an integer k
such that n = 2k.

Splitting this up should enable you to see why both the ‘if ’ and the ‘only
if ’ are appropriate:

A number n is even if there exists an integer k such that n = 2k.
A number n is even only if there exists an integer k such that n = 2k.

That said, you might see definitions written with just the ‘if ’. I think this
is not ideal, but lots of mathematicians do it because they all know what
is intended.
Did you understand the definition of bounded above? We will take it

apart in detail in the following sections.

2.4 Relating a definition to an example

One way to understand new definitions is to relate them to examples.
That sounds simple, but it is important to understand that when math-
ematicians use the word example, they do not usually mean a worked
example that shows how to carry out a type of calculation. Rather, they
mean a specific object (a function, perhaps, or a number or a set or
a sequence) that satisfies a certain property or combination of proper-
ties. This can cause miscommunication between lecturers and students.
Students say ‘We want more examples,’ meaning that they want more
worked examples, and lecturers think, ‘What are you talking about? I’ve
given loads of examples,’ meaning examples of objects that satisfy the
properties under discussion. Because advanced mathematics is less about
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learning and applying procedures and more about understanding logical
relationships between concepts, worked examples are fewer and further
between. And examples of objects are more important—knowledge of a
few key examples can clarify logical relationships and help you to remem-
ber them. Because of this, your lecturers will almost certainly illustrate
definitions using examples. But I want you to develop confidence in gen-
erating your own so that you don’t have to rely on lecturers for this; in
this section and the next I’ll describe some ways to go about it.
To get us started, here again is the definition of bounded above (if

you understood this definition immediately, good, but you might like to
read the following explanation anyway as it includes advice on thinking
beyond your initial understanding).

Definition: A function f : X → R is bounded above on X if and only if
∃M ∈ R s.t. ∀x ∈ X, f (x) ≤ M.

This definition defines a property of a function f : X → R, meaning
that f takes elements of the set X as inputs and returns real numbers
as outputs. Many people, when asked to think about a function, think
about f (x) = x2, so we will start with that. Notice that this function is
defined for every real number, so its domain is X = R and it is a function
f : R → R. To establish whether or not this function is bounded above,
we ask whether or not the definition is satisfied. Substituting in all the
appropriate information, f : R → R given by f (x) = x2 is bounded above
on R if and only if ∃M ∈ R s.t. ∀x ∈ R, x2 ≤ M. Check to make sure you
can see this.
So, is the definition satisfied? Does there exist a real number M such

that for every real number x, x2 ≤ M? Even if you can answer imme-
diately, it is worth noting that it is often easier to start making sense of a
definition like this from the end rather than from the beginning. Here the
last part says ‘f (x) ≤ M’, which can be thought of in terms of checking
whether values on the vertical axis1 are less than or equal toM:

1 Youmight want to call this the y-axis. That’s fine, but I will tend to use the notation
f (x) instead of y because it generalizes better when working with multiple functions (as
we often do in Analysis) or with functions of more than one variable (as we do in
multivariable calculus).
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M

For the M shown, some numbers x in the domain R have f (x) ≤ M
and some don’t. So for this M it is not true that ∀x∈ R, f (x)≤M.
However, we are interested in whether or not there exists M such that
∀x ∈ R, f (x) ≤ M. Does there exist such a number? No. Even for a really
big M, there will still be domain values x for which f (x) > M. So this
function does not satisfy the definition, meaning that it is not bounded
above on the set X = R.

2.5 Relating a definition to more examples

To think about a function that is bounded above on a set, we can do
three things. The first is probably the most obvious: think about differ-
ent functions. Can you think of a function that is bounded above? Can
you think of lots of different ones, in fact? One that might come to mind
is f : R → R given by f (x) = sin x, which is bounded above by M = 1
because ∀x ∈ R, sin x ≤ 1. It is also bounded above by M = 2, notice,
because it is also true that ∀x ∈ R, sin x ≤ 2 (there is nothing in the def-
inition to say thatM has to be the ‘best’ bound). We might also consider
really simple functions like the constant function f : R → R given by
f (x) = 106 (meaning that f (x) = 106 ∀x ∈ R). This isn’t very interesting
but it is a perfectly good function, and it is certainly bounded above. Or
we might consider f : R → R given by f (x) = 3 – x2. This is bounded
above by 3, for instance. It happens not to be bounded below—could you
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write down a definition of bounded below and confirm this? And can you
think of a function that is not bounded above and not bounded below?
A second thing we might consider is changing the set X. This is less

likely to occur to new undergraduate students, because earlier mathem-
atics tends to involve functions from the reals to the reals. But there is
nothing to stop us restricting the domain to, say, the set X = [0, 10] (the
set containing the numbers 0, 10 and every number in between). The
function f : [0, 10] → R given by f (x) = x2 is bounded above on [0, 10]
byM = 100, because ∀x ∈ [0, 10], f (x) ≤ 100. What other numbers could
play the role ofM here?
Finally, we might stop thinking about specific functions, and instead

imagine a generic one. To get a general sense of what this definition says,
I might draw or imagine something like this:

x

f(x)

M

X

This diagram represents a function on a set X, because for every x ∈ X
(the thickened bar on the x-axis) there is a corresponding f (x). But it isn’t
supposed to represent a function for which I have a formula in mind,
which is appropriate because the definition applies to all functions, not
just to those that can be specified by nice formulas. I have also made an
effort to capture all aspects of the definition. The diagram shows a re-
stricted set X, for instance, rather than assuming that X = R. In fact, I
have drawn a function that is defined only on this set X. Students usu-
ally tend to sketch functions that are defined on the whole of R, but that
isn’t necessary. I have also shown a specific M on the vertical axis, and
extended a horizontal line across so that it’s clear that all the f (x) values
lie below this. Finally, I have made f (x) equal to M in a couple of places
to illustrate the fact that this is allowed.
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These things all relate to information that appears explicitly in the def-
inition. However, I could add more to the diagram, either to exhibit my
own understanding or to explain the definition to someone else. I could,
for instance, illustrate the fact that greater values of M are also upper
bounds by adding another one, perhaps with some commentary:

x

f(x)

X

M1

M2 M1 and M2
are both upper

bounds for f on X

Or I could emphasize the fact that the function is bounded above on
the set X by extending the graph upwards elsewhere; this would illus-
trate the idea that the definition says nothing about f (x) values for x /∈ X
(the symbol ‘ /∈’ means ‘not in’):

x

f(x)

M

X

Or I could think about a more complicated set X. You don’t have to do
this type of exploration, but I think that it provides a fuller sense of the
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meaning of the definition, which is important because your lecturer will
not have time to give an extensive explanation for every concept. Most
likely, he or she will introduce a definition and show how it applies (or
doesn’t) to just one or two examples, assuming that you will do thinking
like this for yourself.

2.6 Precision in using definitions

Later chapters will contain information about specific definitions and
guidance on how to recognize where these are used in proofs. Here I want
to emphasize the importance of precision when working with definitions.
To demonstrate what I mean, here is another definition:

Definition: M is an upper bound for the function f on the set X if and
only if ∀x ∈ X, f (x) ≤ M.

This definition and the previous one are about the same core ideas. But
the previous one defines what it means for a function to be bounded
above on a set—it is about the function. This one defines what it means
for a number to be a bound for a function on a set—it is about the num-
ber. This is a subtle distinction but it is one that mathematicians take care
over. Imagine that an exam or test asks what it means forM to be an up-
per bound for a function f on a set X. This requires the second definition,
and there are two ways in which a student might fail to answer well. The
first is to give an informal answer, saying something like ‘It means the
function is below M’. When I read this kind of thing I sigh, because the
student has clearly understood something about the concept but failed
to grasp the fact that mathematicians work with precise definitions.2 The
second is to give the first definition, defining what it means for a function
to be bounded rather than what it means forM to be a bound. This would
be better but it would still not merit full marks because it doesn’t answer
the question as asked.
To illustrate how things can go more badly wrong, consider this third

definition, which is also to do with boundedness:

2 For more on why, see Chapter 3 in How to Study for/as a Mathematics
Degree/Major.
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Definition: The set X is bounded above if and only if ∃M ∈ R s.t.
∀x ∈ X, x ≤ M.

Students often confuse this with the definition of a function f being
bounded on a set X. But look carefully: in this case there is no function.
This definition is not about a function being bounded above on a set, it is
about a set being bounded above; it is x-values that are related toM. Here
is an example of a set that is bounded above:

{x ∈ R | x2 < 3} (‘the set of all x in R such that x2 is less than 3’).

This set is bounded above by, for example,
√
3, or by 522.

Here is an appropriate generic diagram:

X

M2M1

Notice that this definition is just about sets of real numbers so there is no
need for a two-dimensional graph—everything of interest can be repre-
sented on a single number line. I hope this convinces you that attention to
detail is important if we are to distinguish related concepts. And note that
the need for precision makes it risky to memorize definitions by rote—
much better to understand them properly so you can reconstruct them
meaningfully.

2.7 Theorems

A theorem is a statement about a relationship between concepts. Usu-
ally this is a relationship that holds in general, where I use this phrase in
the mathematical sense: when mathematicians says ‘in general’, they of-
ten mean in all cases, not just in the majority of cases.3 In this section
and the next I will explain how to understand theorems by identifying
their premises and conclusions and by systematically seeking examples

3 As a student you should pay attention to differences between everyday and math-
ematical English so that you do not get confused or misinterpret what someone is
saying. If you do, I predict that you will find these differences strange for a couple of
months, then youwill stop noticing them, then youwill become someonewho naturally
uses words in a mathematical way.
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that demonstrate why each premise is needed. We will work with this
theorem, which is about functions (the notation is explained below):

Rolle’s Theorem:
Suppose that f : [a, b] → R is continuous on [a, b] and differentiable on
(a, b), and that f (a) = f (b). Then ∃ c ∈ (a, b) such that f ′(c) = 0.

All theorems have one or more premises—things that we assume—and
a conclusion—something that is definitely true if the premises are true. In
this case, the premises are flagged by the word ‘Suppose’. They are:

• that f is a function defined on an interval [a, b];
• that f is continuous on the interval [a, b];
• that f is differentiable on the interval (a, b);
• that f (a) = f (b).

That’s quite a few premises; each will be discussed in detail below.
The conclusion is flagged by the word ‘Then’; in this case it is that there

exists c ∈ (a, b) such that f ′(c) = 0. The notation f ′(c) = 0 means that
the derivative of f at c is zero,4 and the theorem tells us that there exists
a point c in (a, b) with this property (the open interval (a, b) is the set
containing all the numbers between a and b but not including a or b).
The theorem does not tell us exactly where c is—existence theorems like
this are quite common in advanced mathematics.
As with definitions, we can think about how theorems relate to ex-

amples. In this case, we can ask how the theorem applies (or doesn’t) to
specific functions. To satisfy the premises, a function needs to be defined
on a closed interval [a, b] (the notation [a, b] means the set containing a
and b and every number in between). So we need to decide on a function
and on values for a and b as well. For instance, if we take f (x) = x2 with
a = –3 and b = 3, then f (a) = f (b) and f is continuous and differentiable
everywhere, so all the premises are satisfied. Thus the conclusion holds:
there exists c in (a, b) such that f ′(c) = 0. In this case the derivative
happens to be 0 at c = 0, which is certainly between –3 and 3.
Again, you could think of more examples. But I would suggest that

when dealing with theorems like this one, you might as well think

4 Many students are more accustomed to the notation df /dx for derivatives, but the
f ′(x) notation is briefer and is more common in Analysis.
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straightaway about a generic diagram. In this case that is doubly beneficial
because it requires more careful thought about the premises. To draw a
generic diagram, the obvious thing might be to start by drawing a func-
tion, but in fact it’s often easier to start with the simpler premises. Here,
for instance, we can start with points a and b such that f (a) = f (b):

x

f(x)

a b

f(a) = f(b)

If you just draw what comes naturally in this case you’ll end up with
a diagram showing a function with the required properties—something
like that shown below. Labelling can help to indicate exactly how various
parts of the diagram relate to the theorem, so I’ve labelled an appropriate
point c and a little line indicating that the derivative at c is zero. Notice
that there are two possible values of c in this diagram, and that it would
be straightforward to draw a function that has more.

x

f(x)

a b

f(a) = f(b)

c

f́ (c) = 0

THEOREMS | 19



Does the diagram convince you that the theorem is true? Can you see
why, given the premises, there must always be a c where f ′(c) = 0? If
your immediate answer is ‘yes’, that’s good, although you might still have
something to learn about the technical meanings of continuity and dif-
ferentiability. If you hesitated because you’re not completely sure what
we mean by these concepts, that’s even better, and you will appreciate the
discussion in the next section.
One pernickety point before we move on, though: don’t get carried

away with your loops whenmaking sketches like this. The diagram below
does not show a function because there is not a uniquely defined value
for f (d), for instance (the graph fails the vertical line test, if you’ve heard
it put that way). I know that when students draw things like this it is
usually just carelessness—they usually intend to draw something appro-
priate. But, again, precision matters in advanced mathematics, so do pay
attention to this sort of thing.

x

f(x)

a bd
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2.8 Examining theorem premises

Rolle’s Theorem provides an opportunity to think about the concepts of
Analysis in a more serious way, and to learn to think about theorems in
depth by asking why all the premises are included. Here is the theorem
again:

Rolle’s Theorem:
Suppose that f : [a, b] → R is continuous on [a, b] and differentiable on
(a, b), and that f (a) = f (b). Then ∃ c ∈ (a, b) such that f ′(c) = 0.

One premise is that the function is continuous on the interval [a, b].
Most people naturally think about continuous functions, because most
functions they have worked with before are continuous (if not every-
where, then at least for most values of x). This book will urge you,
however, to avoid thinking only about continuous functions, because the
assumption of continuity is sometimes unwarranted—Chapters 7, 8 and
9 include functions that are discontinuous in a variety of interesting ways.
Also, we can often gain insight into why a premise is included by thinking
about what would go wrong if it were not. Considering Rolle’s Theorem,
it is quite easy to construct a function that has f (a) = f (b) but that is not
continuous on [a, b], and for which the conclusion does not hold. In this
diagram, for instance, there is no point c where f ′(c) = 0:

x

f(x)

a b

f(a) = f(b)

EXAMINING THEOREM PREMISES | 21



So we need the continuity premise—the theorem would not be true
without it. For conceptual insight this diagram is probably enough, but
functions like this can be expressed using formulas and it is good practice
to give specific examples where possible. Specifying a, b and f like this,
for instance, gives a graph like that above:

Let f : [1, 4] → R be defined by f (x) =
{
x + 1 if 1 ≤ x ≤ 2
x/2 if 2 < x ≤ 4 .

This is a piecewise-defined function—it is specified differently on different
parts of its domain. Notice that it is nevertheless a perfectly good function
from [1, 4] to R, because for every x in the interval [1, 4] there is a single
specified value of f (x) (sometimes students think this sort of thing is two
functions, which is wrong). What do you think is meant by the filled-in
dot and the non-filled-in dot in the diagram? Can you come upwith other
specific examples for which the continuity premise does not hold and the
conclusion, again, fails?
Another premise is that the function is differentiable on the interval

(a, b). Again, most people naturally think about differentiable functions,
because most functions they have worked with before are differenti-
able. In fact, many new Analysis students are not even aware that they
are thinking about differentiable functions, because they have done a
lot of differentiation but have not thought in a theoretical way about
what it means for a function to be differentiable. Differentiability will be
discussed formally in Chapter 8, but for an approximate informal under-
standing you might think of it as meaning that the graph of the function
has no ‘sharp corners’. With that in mind, what might go wrong for
Rolle’s Theorem if the continuity premise holds but the differentiability
premise does not? How might the conclusion fail?
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Here is a diagram showing one simple case:

x

f(x)

a b

f(a) = f(b)

d

Here f (a) = f (b) and the function is continuous. But it is not differenti-
able at x = d, and nowhere is there a point c with f ′(c) = 0. I will pause
here because, for some readers, it might not be obvious that these things
are true. Some students, for instance, are unsure about whether a function
like this is continuous at d. They see that ‘you can draw it without taking
your pen off the page’, but they hesitate because they are accustomed to
graphs of continuous functions being nice and curvy, not pointy. In fact,
this function is continuous, and there will be more about such issues in
Chapter 7.
Similarly, some students are unsure about the idea of a derivative at

the point d. Again, they are accustomed to thinking about derivatives for
functions with nice curvy graphs, and some wonder whether a function
like this does have a derivative at the ‘corner’. This gets to the essence of
differentiability, which is about whether or not we could draw a single
sensible tangent line at a point. In this case, we can’t (what would be its
gradient/slope?5), and this issue will be explored in detail in Chapter 8.
In the meantime I ask you to take my word for it, and again to note that
the differentiability premise is necessary; without it, the conclusionmight
not hold.

5 People in the UK use the word ‘gradient’; people in the US use the word ‘slope’ to
mean the same thing.
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One formula specifying a function like that in the diagram is

Let f : [1, 4] → R be defined by f (x) =
{
x + 1 if 1 ≤ x ≤ 2
4 – x/2 if 2 < x ≤ 4 .

A simpler example with similar properties would be the function
f (x) = |x|, on, say, the set [–5, 5]. In fact, f (x) = |x| is everyone’s favourite
example of a function that (at the point x = 0) is continuous but not dif-
ferentiable. You will probably see it introduced as an example of such, but
you should bear in mind that when mathematicians give a single, simple
example like that, they often intend you to see it as a representative of
a general class. They show you f (x) = |x| and perhaps a proof of some
claim about it, but they intend that you will generalize the thinking to
other functions with similar properties.

2.9 Diagrams and generality

Astute readers might have noticed that I’ve glossed over three subtleties
about diagrams. The first is that, although I’ve been talking about some
diagrams as generic, in a technical sense they are not. As soon as we com-
mit a graph to paper, we are looking at a specific function. However, I
think most readers will agree that some diagrams can be thought of as
generic in the sense that they are not supposed to call to mind a formula;
they don’t tempt us to get distracted by knowledge of specific functions
in the way that a graph of f (x) = x2 or g(x) = sin xmight.
The second subtlety is that a diagram might not represent a ‘whole’

function. It is often easy enough to sketch a function on an interval, but a
finite diagram cannot fully represent a function defined on the whole of
the reals. This probably doesn’t bother you, and inmost cases it shouldn’t:
you’ll be accustomed to imagining graphs that ‘carry on forever’ in a
predictable way. But do be aware that because any particular diagram is
finite (and specific), graphs in and of themselves don’t prove very much.
Theymight provide insights that are valuable for constructing proofs, but
mathematicians look for definition-based arguments as well.
The third subtlety is that people are often a bit careless about some

aspects of their drawings, so they can be misled by local properties of
graphs that represent what is going on near (0, 0). For instance, some
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people tend to sketch a graph of f : R → R given by f (x) = x2 so that it
appears to have a U-shape, like this:

x

x2

d

That’s misleading because it appears to have vertical asymptotes. What
would be the value of x2 for x = d, for instance? It looks like there isn’t
one, which obviously isn’t appropriate. Again, this is a bit pernickety, but
you want to draw your graphs so that mathematicians know that you are
aware of such issues.
Even when taking care to make the graph look parabolic rather than U-

shaped, though, we can be misled by other things. For instance, sketching
the graph of f along with that of g : R → R given by g(x) = x3 gives
something like this:

f(x) = x2

g(x) = x3
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In this diagram, the shapes of the graphs for x ≥ 0 look more or less
alike; it looks like the functions change in a similar way. But, of course,
they really don’t. We don’t have to zoom out much before they start to
look very different, as can be seen here:

300

200

100

0
0–5–10–15 5 10 15

f(x) = x2

g(x) = x3

If you tend to be a bit lazy about your sketching, this should make you
pause for thought. It should also make everyone think in a more nuanced
way about how functions behave for ‘big’ values.
Similarly, how about comparing the graphs of f and g with that of the

exponential function h : R → R given by h(x) = 2x? The function h
crosses the vertical axis in a different place but again, other than that, we
might be inclined to make them look quite similar:

f(x) = x2

h(x) = 2x

g(x) = x3
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Do you know what happens for bigger values of x, though? The exponen-
tial function gets biggermuch faster. Here is a zoomed-out view that gives
a completely different sense of the relative behaviours of these functions:

6000

4000

2000

0
–20 –15 –10 –5 0 5 10 15 20

f(x) = x2

g(x) = x3

h(x) = 2x

The issues this raises are central in Analysis, where one thing we study is
limiting properties: what happens to a function (or a sequence) as x (or
n) tends to infinity. Graphs can be useful for developing intuition about
this kind of thing, but you should also get out of the habit of treating
computer or calculator output as the ultimate arbiter of truth. In Analysis
we ask for more than that, developing understanding of the formal theory
so that we can actually prove results about our observations.

2.10 Theorems and converses

This final section extends my earlier comments about the structures of
theorems and points out some important differences between related con-
ditional statements. A conditional statement is an ‘if. . . then. . . ’ statement,
like this:

If f is a constant function then f ′(x) = 0 ∀x ∈ R.

This is a true statement. Here is its converse:

If f ′(x) = 0 ∀x ∈ R then f is a constant function.

This is also a true statement. It is not the same statement, though. Here is
a biconditional statement that captures both things together:

f is a constant function if and only if f ′(x) = 0 ∀x ∈ R.
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This is also a true statement, but it is a different statement again. You
might like to think about the phrase if and only if and to consider how
this biconditional statement captures both of the conditional statements.
There are two technical things to be aware of at this point. The first

is that we could use an alternative notation, writing the three statements
like this:

f is a constant function ⇒ f ′(x) = 0 ∀x ∈ R.
f ′(x) = 0 ∀x ∈ R ⇒ f is a constant function.
f is a constant function ⇔ f ′(x) = 0 ∀x ∈ R.

The symbol ‘⇒’ is read aloud as ‘implies (that)’ and the symbol ‘⇔’ is
read as ‘if and only if ’ or ‘is equivalent to’. These are specific, stand-
ard meanings—don’t use the arrows unless you intend exactly these
meanings.
The second technical thing is that the first conditional statement

should really be written like this:

For every function f : R → R, if f is a constant function then f ′(x) = 0
∀x ∈ R.

The new bit at the beginning just clarifies that we are talking about all
functions of a certain kind. Probably you assumed that in any case, and
most mathematicians would too, so extra phrases like this are often omit-
ted. But mathematicians interpret conditional statements as though they
were there.
Now, in everyday life we tend to be a bit sloppy in our use of con-

ditional statements. We do not always distinguish a statement from its
converse, and we often interpret a conditional statement as though it
were a biconditional.6 In fact, this is so common that there is extensive
literature in psychology devoted to people’s everyday interpretations of,
and reasoning with, conditional statements.
In mathematics, we are not sloppy. When mathematicians write a con-

ditional statement, theymean it exactly as written. This is very important,
for two reasons. First, proving a statement is different from proving its
converse.

6 For a detailed explanation see Section 4.6 of How to Study for/as a Mathematics
Degree/Major.
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To prove that

if f is a constant function then f ′(x) = 0 ∀x ∈ R,

we would assume that f is a constant function and deduce from this that
f ′(x) = 0 ∀x ∈ R. To prove that

if f ′(x) = 0 ∀x ∈ R then f is a constant function,

we would assume that f ′(x) = 0 ∀x ∈ R and deduce from this that f
is a constant function. This does not necessarily amount to doing the
same thing: a proof that works in one direction cannot necessarily be
reversed.7 In this case, one statement can be proved directly from the def-
inition of the derivative, but the other requires more serious theoretical
machinery—see Section 8.7 for details.
The second reason is more basic: sometimes a conditional statement

is true but its converse is not. For instance, here is another conditional
statement:

If f is differentiable at c then f is continuous at c.

This is true. Here is its converse:

If f is continuous at c then f is differentiable at c.

This is not true. We have already seen that the function f (x) = |x| is
continuous at 0 but not differentiable at 0, meaning that it constitutes a
counterexample to the conditional statement, demonstrating that it is not
universally true. This explains, incidentally, why people have favourite
examples of functions and other mathematical objects. Some examples
are particularly valuable for remembering key theorems and for avoiding
mixing up theorems and their converses. This is handy because Analysis
is awash with true theorems that have false converses. Here are a few to
be going on with—what is the converse in each case? And do you know
enough at present to see why the theorem is true but the converse is not?

7 For a straightforward algebraic example, see Section 8.3 of How to Study for/as a
Mathematics Degree/Major.
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Theorem: If (an) → ∞ then (1/an) → 0.

Theorem: If
∞∑
n=1

an converges then (an) → 0.

Theorem: If f is continuous on [a, b] then f is bounded on [a, b].

Theorem: If f and g are both differentiable at a then f + g is differenti-
able at a.

Theorem: If f is bounded and increasing on [a, b] then f is integrable
on [a, b].

Theorem: If x, y ∈ Q then xy ∈ Q.

Some of these theorems appear later in the book. Some don’t, but you
will likely see them in an Analysis course. There might be lots more in
your course as well. Whenever you see a conditional statement, I would
advise you to think about its converse and think about whether either or
both are true; doing so should help you to understand the structure of any
accompanying proof. I also have lots more advice about understanding
proofs, which you can find in the next chapter.
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chapter 3

Proofs

This chapter discusses the meaning of proof in mathematics and the place
of proofs in mathematical theories. It discusses ways in which theories and
proofs are structured, and ways in which they are taught. It also provides self-
explanation training, which has been shown in research studies to improve
students’ proof comprehension.

3.1 Proofs and mathematical theories

Undergraduate students often think that proofs are mysterious.
They’re really not. A specific proof might be difficult to under-
stand because of its logical complexity, or because a student

doesn’t have a good enough grip on the definitions of the relevant con-
cepts. But the idea is not difficult at all: a proof is just a convincing
argument that something is true. The apparent mysteries, I think, arise
because proofs in a subject like Analysis have to fit within a mathematical
theory so, in addition to being convincing, they have to be structured ac-
cording to the appropriate definitions and theorems. Part 2 of this book
is about specific definitions and theorems associated with key concepts in
Analysis, about how to identify where they are used in proofs, and about
how to use them to structure proofs of your own. In this chapter, I will
discuss general strategies for making sense of proofs presented in lectures
or textbooks—these strategies can (and should) be applied whenever you
encounter a proof in Analysis. First, though, I will briefly explain how
proofs fit into mathematical theories.
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One thing to get out of the way is that a theory is different from a the-
orem. A theorem, as discussed in Chapter 2, is a single statement about a
relationship between some mathematical concepts. A mathematical the-
ory is a network of interconnected axioms, definitions, theorems and
proofs. This networkmight be huge. My current Analysis course contains
16 axioms, 32 definitions and 60 theorems with accompanying proofs.
That’s not nearly as scary as it sounds, because many of them are very
simple. But this is only a small part of what might be considered the
‘whole’ theory of Analysis. As you might imagine, then, theories can be
very complex. But they have some features that make them simpler to
understand, and knowing what to look for should help you to appreciate
what proofs are for and how they work.

3.2 The structure of a mathematical theory

Mathematical theories are developed over time, and this development is
not linear. Mathematicians try to solve problems and to state and prove
theorems, and to do so they formulate axioms and definitions to cap-
ture the concepts they wish to use. But mathematicians also value theory
building—they want everything to fit into a coherent overall structure,
which means that axioms, definitions, theorems and proofs are adjusted
as groups of mathematicians come to agree on effective ways to capture
both individual concepts and important logical relationships.
As a student, you might also solve problems. But unless you take an

unusual Analysis course, you will not often be involved in formulating
definitions and theorems. Rather, your job will be to learn the established
theory of Analysis as it is understood by the contemporary mathematical
community. This means that you can think of mathematical definitions
and axioms1 as ‘basic’ in the sense that they form the bottom layer of the
theory’s building blocks.

axiom axiom definition definition definition definition

1 See Section 2.2 for a brief introduction to axioms, and Chapter 10 for a more
detailed discussion of axioms for the real numbers.
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With the bottom layer in place, new blocks at higher levels take the form
of theorems, where each theorem says something about a relationship
between concepts from the preceding levels. In the initial stages of an
Analysis course, theoremsmight be about just one concept. They will say,
for instance, that a property that applies to objects x and y also applies
to an object created by combining x and y; by adding them if they are
numbers or functions or sequences, for instance, or by taking their union
if they are sets. Here are some theorems like that:2

Theorem: If x, y ∈ Q then xy ∈ Q.

Theorem: Suppose that f : R → R and g : R → R are both
differentiable at a. Then f + g is differentiable at a with
( f + g)′(a) = f ′(a) + g′(a).

Theorem: If X,Y ⊆ R are both bounded above, then X∪Y is bounded
above.

Proving such a theorem would involve just one definition. The third
theorem, for instance, says that if two subsets X and Y of R are
both bounded above, then their union (the set of all elements in X
or in Y or in both) is also bounded above. To prove it, we would do
this:

Suppose that X and Y are both bounded above.

Say what this means in terms of the definition of bounded above.
Use algebraic manipulations and logical deductions to construct an ar-
gument showing that X ∪ Y also satisfies the definition of bounded
above.
Conclude that X ∪ Y is bounded above.

Because I introduced the definition of bounded above in Section 2.6,
I will show how the detail is filled in here. Guidance on reading and

2 There is a notation list in the Symbols section at the start of the book, on page xiii.
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understanding proofs is provided in Section 3.5; you might like to see
what sense you can make of this proof now, then come back to it after
that.

Theorem: If X,Y ⊆ R are both bounded above, then X∪Y is bounded
above.

Proof: Suppose that X and Y are both bounded above.
Then ∃M1 ∈ R s.t. ∀x ∈ X, x ≤ M1

and ∃M2 ∈ R s.t. ∀y ∈ Y , y ≤ M2.
Now considerM = max{M1,M2}.
Then ∀x ∈ X, x ≤ M1 ≤ M and ∀y ∈ Y , y ≤ M2 ≤ M.
So every element of X ∪ Y is less than or equal toM.
So X ∪ Y is bounded above.

We could think of a theorem like this as adding a new block to the theory
that sits above just one definition, or perhaps that uses one definition and
an axiom (maybe an axiom about addition or inequalities).

axiom axiom

theoremtheorem

definition definition definition definition

Later theorems will involve multiple concepts. They will say, for instance,
that an object with one property must also have another one, or that an
object with a combination of properties must also have another one. Here
are some theorems like that:

Theorem: Let (an) be a convergent sequence. Then (an) is bounded.
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Theorem: Suppose that f : [a, b] → R is continuous on [a, b] and dif-
ferentiable on (a, b), and that f (a) = f (b). Then ∃ c ∈ (a, b)
such that f ′(c) = 0.

Theorem: If f is bounded and increasing on [a, b] then f is integrable
on [a, b].

Proving such a theoremwould use all the relevant definitions. To prove
that every convergent sequence is bounded, for instance, we would do
this:

Assume that a sequence (an) is convergent.
Say what this means in terms of the definition of convergent.
Use algebraic manipulations and logical deductions to construct an
argument showing that (an) also satisfies the definition of bounded.
Conclude that (an) is bounded.

This time we don’t yet have the machinery to fill in the details, but I
will return to this theorem in Section 5.9. However, because of its struc-
ture, we could think of such a theorem as adding a new block to the
theory like this, where again the arrows indicate what was used in the
proof:

axiom axiom

theoremtheorem theorem

definition definition definition definition

Does this mean that all proofs use definitions directly? No, because once
we have proved a theorem, it stays proved. This means that we can use
the established theorems to prove new ones, so our theory will build up
and up like this:
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axiom axiom

theoremtheorem theorem

theorem

theorem theoremtheorem theorem

definition definition definition definition

3.3 How Analysis is taught

Although theories are structured as above, it would be a bit weird and
disjointed to teach all the definitions and axioms first, then to teach a
first ‘layer’ of theorems, and so on. If we did that, most students would
have forgotten the first definition by the time it was used. So lecturers
usually introduce a couple of key definitions first and then immedi-
ately state and prove some theorems that require only these. They then
introduce another definition and build up some more theorems using
this together with existing material, and so on. Thinking of theory de-
velopment in this way should help you to understand the structure of
Analysis.
There is, however, one more thing you need to know in order to make

sense of an Analysis course. You need to know how this theory fits with
earlier mathematics. Most new Analysis students already know a lot of
calculus: they know about functions and about how to differentiate and
integrate them, and they might also know some things about sequences
and series. Many anticipate that Analysis will start from what they know
and go upwards; that they will learn fancier and more complicated tech-
niques for integration and differentiation and for working with sequences
and series. In fact, that is not what happens at all. Analysis doesn’t build
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upwards from calculus—it sits underneath it. In Analysis, we explore
the theory that underlies calculus, picking apart our assumptions and
understanding why it all works. Other courses do build upwards: math-
ematics students will probably learn about solving differential equations,
and about integration and differentiation for functions of more than one
variable or for functions of complex variables. But Analysis, on the whole,
builds down from calculus, not up.
Analysis doesn’t necessarily start with what you know and build down

one layer at a time, however. That might make psychological sense, and it
might be more reflective of the historical development of the subject, but
it’s hard to turn it into a logical presentation. Because theories are built
on basic axioms and definitions—because proofs use those axioms and
definitions—it makes more logical sense to start at the bottom and build
back up towards the stuff you already know. So your lecturer might do
that and, if so, you’re likely to find the experience a bit weird. Analysis
will seem a long way from what you’ve just been studying, and some of
the early work will seem insultingly basic. But that’s the point: a theory
in advanced mathematics should start from basic things and build up a
coherent theory.
That said, starting at the very bottom does tend to make students

feel disoriented. So, when I teach Analysis, I tend to operate a sort of
hybrid in which we start with definitions and study those in detail, but
I don’t mention axioms at first. Rather, I just get on and use axioms that
I think students will take for granted (I’m right—I’ve never had anyone
complain that we haven’t specifically stated that ∀a, b ∈ R, a + b = b + a).
Then, once the class has had a crack at proving things on the basis of
definitions, we might take another step downward and examine the
more basic axiomatic assumptions. Students tend to be more ready for it
by then, because they’re able to appreciate the importance of systematic
reasoning within a network of results. Your lecturer, of course, might do
something different.

3.4 Studying proofs

The preceding sections should clarify the roles of definitions, theorems
and proofs within amathematical theory. On a page, however, definitions
and theorems are small—typically one line or two—and proofs are
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bigger—perhaps five lines, or ten or fifteen. As a result, proofs tend to
draw the eye and to seem more important, and students often talk about
proofs as though they have an independent existence. But a proof is al-
ways a proof of something, and the something will be stated as a theorem
(though it might be called a proposition or a lemma or a claim). Unsurpris-
ingly, then, if you don’t understand the theorem, you won’t understand
its accompanying proof; if you don’t know what the author of the proof
was trying to establish, how will you know when they’ve convinced you
that they’ve done it?
So, don’t think of a proof as an isolated entity, think of it as belonging

to a theorem, and make sure that you understand what the theorem says
first. This will often involve thinking at two levels, the first intuitive and
the second formal. For instance, if a theorem says that every convergent
sequence is bounded, you might find that you have an immediate intui-
tive sense of what this means. Nevertheless, it is advisable to pause and
think properly about what it means in relation to the formal definitions
of convergent and bounded: these are technical concepts, and the theorem
is about those technical concepts, not about your overlapping but prob-
ably slightly woolly intuitive understanding. See Sections 2.7 and 2.8 for
more on how you might do this.
Once you understand what the theorem says, you are in a position to

study the proof. But how should you do this? How will you know when
something is proved? For many undergraduate students, the obvious
answer is that you know something is proved when your lecturer or text-
book says it is. Obviously you have no reason to doubt a presented proof:
it’s entirely reasonable to believe something on the basis that someone
in authority tells you that it’s valid. It’s not very intellectually satisfy-
ing, though—much better to understand something in detail than just
to believe it. The good news from research in mathematics education
is that students generally seem to have enough knowledge and logical
reasoning skill to develop pretty good understanding of undergraduate
proofs; the bad news is that many of them don’t mobilize their knowledge
very well. They can, however, do better once they have had some simple
self-explanation training. Mathematics-specific self-explanation training
appears in the next section.
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3.5 Self-explanation in mathematics

At my university, we have used self-explanation training in several
research studies, with positive results. The training is available at
<http://setmath.lboro.ac.uk> and it is reproduced below as used in the
studies—I have added two footnotes to link to ideas from elsewhere in the
book, but other than that I haven’t changed anything except the format-
ting. Because of this, both the style and the content in this section are a
bit different—the style is less conversational and more instructional, and
the content is more general—it involves concepts from number theory as
well as Analysis.

SELF-EXPLANATION TRAINING

The self-explanation strategy has been found to enhance problem solving
and comprehension in learners across a wide variety of academic subjects.
It can help you to better understand mathematical proofs: in one recent
research study students who had worked through these materials before read-
ing a proof scored 30% higher than a control group on a subsequent proof
comprehension test.

HOW TO SELF-EXPLAIN

To improve your understanding of a proof, there is a series of techniques you
should apply.

After reading each line:

• Try to identify and elaborate the main ideas in the proof.
• Attempt to explain each line in terms of previous ideas. These may be ideas
from the information in the proof, ideas from previous theorems/proofs,
or ideas from your own prior knowledge of the topic area.

• Consider any questions that arise if new information contradicts your
current understanding.
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Before proceeding to the next line of the proof you should ask yourself the
following:

• Do I understand the ideas used in that line?
• Do I understand why those ideas have been used?
• How do those ideas link to other ideas in the proof, other theorems, or
prior knowledge that I may have?

• Does the self-explanation I have generated help to answer the questions
that I am asking?

Below you will find an example showing possible self-explanations generated by
students when trying to understand a proof (the labels ‘(L1)’ etc. in the proof
indicate line numbers). Please read the example carefully in order to understand
how to use this strategy in your own learning.

EXAMPLE SELF-EXPLANATIONS

Theorem: No odd integer can be expressed as the sum of three even
integers.

Proof: (L1) Assume, to the contrary, that there is an odd integer x,
such that x = a + b + c, where a, b, and c are even
integers.

(L2) Then a = 2k, b = 2l, and c = 2p, for some integers k, l, and p.

(L3) Thus x = a + b + c = 2k + 2l + 2p = 2(k + l + p).

(L4) It follows that x is even; a contradiction.

(L5) Thus no odd integer can be expressed as the sum of three
even integers.

After reading this proof, one reader made the following self-explanations:

• ‘This proof uses the technique of proof by contradiction.’3

• ‘Since a, b and c are even integers, we have to use the definition of an even
integer, which is used in L2.’

3 Proof by contradiction is discussed along with other types of proof in Chapter 6
of How to Study for/as a Mathematics Degree/Major.
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• ‘The proof then replaces a, b and c with their respective definitions in the
formula for x.’

• ‘The formula for x is then simplified and is shown to satisfy the definition
of an even integer also; a contradiction.’

• ‘Therefore, no odd integer can be expressed as the sum of three even
integers.’

SELF-EXPLANATIONS COMPARED WITH OTHER
COMMENTS

You must also be aware that the self-explanation strategy is not the same as
monitoring or paraphrasing. These two methods will not help your learning to
the same extent as self-explanation.

Paraphrasing

‘a, b and c have to be positive or negative, even whole numbers.’

There is no self-explanation in this statement. No additional information is
added or linked. The reader merely uses different words to describe what
is already represented in the text by the words ‘even integers’. You should
avoid using such paraphrasing during your own proof comprehension.4 Para-
phrasing will not improve your understanding of the text as much as self-
explanation will.

Monitoring

‘OK, I understand that 2(k + l + p) is an even integer.’

This statement simply shows the reader’s thought process. It is not the same
as self-explanation, because the student does not relate the sentence to add-
itional information in the text or to prior knowledge. Please concentrate on
self-explanation rather than monitoring.

4 I don’t intend this to contradict the advice in Chapter 1 about readingmathematics
aloud. You might need to read what is literally on the page first, but you should then
think beyond it to self-explanation.
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A possible self-explanation of the same sentence would be:

‘OK, 2(k+ l+p) is an even integer because the sum of 3 integers is an integer
and 2 times an integer is an even integer. ’

In this example the reader identifies and elaborates the main ideas in the text.
They use information that has already been presented to understand the logic
of the proof.

This is the approach you should take after reading every line of a proof in
order to improve your understanding of the material.

PRACTICE PROOF 1

Now read this short theorem and proof and self-explain each line, either in
your head or by making notes on a piece of paper, using the advice from the
preceding pages.

Theorem: There is no smallest positive real number.

Proof: Assume, to the contrary, that there exists a smallest positive real
number.

Therefore, by assumption, there exists a real number r such that
for every positive number s, 0 < r < s.

Consider m = r/2.

Clearly, 0 < m < r.

This is a contradiction because m is a positive real number that is
smaller than r.

Thus there is no smallest positive real number.

PRACTICE PROOF 2

Here’s another more complicated proof for practice. This time, a definition is
provided too. Remember: use the self-explanation training after every line you
read, either in your head or by writing on paper.
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Definition: An abundant number is a positive integer n whose divisors add up
to more than 2n.
For example, 12 is abundant because 1+2+3+4+6+12 > 24.

Theorem: The product of two distinct primes is not abundant.

Proof: Let n = p1p2, where p1 and p2 are distinct primes.

Assume that 2 ≤ p1 and 3 ≤ p2.

The divisors of n are 1, p1, p2 and p1p2.

Note that
p1 + 1
p1 – 1

is a decreasing function of p1.

So max
{
p1 + 1
p1 – 1

}
=

2 + 1
2 – 1

= 3.

Hence
p1 + 1
p1 – 1

≤ p2.

So p1 + 1 ≤ p1p2 – p2.

So p1 + 1 + p2 ≤ p1p2.

So 1 + p1 + p2 + p1p2 ≤ 2p1p2.

REMEMBER . . .

Using the self-explanation strategy had been shown to substantially improve
students’ comprehension of mathematical proofs. Try to use it every time you
read a proof in lectures, in your notes or in a book.

That’s the end of the self-explanation training.5 Some readers might like
to apply it now to the proof in Section 3.2.

5 Self-Explanation Training for Mathematics Students is licensed under the Cre-
ative Commons Attribution-ShareAlike 4.0 International License. To view a copy of
this license, visit <http://creativecommons.org/licenses/by-sa/4.0/> or send a letter to
Creative Commons, 444 Castro Street, Suite 900, Mountain View, California, 94041,
USA.

SELF-EXPLANATION IN MATHEMATICS | 43

<http://creativecommons.org/licenses/by-sa/4.0/>


3.6 Proofs and proving

This chapter is about studying proofs as they appear in lecture notes or
books. Lots of your activity as an undergraduate will involve understand-
ing proofs from such sources. But this does not mean that mathematics is
fixed and finished. On the contrary, it is a constantly evolving subject.
It happens that Analysis as the mathematical community now under-
stands it was developed (mostly) in the nineteenth century, so it is a
fair while since anyone disagreed about its finer details, and modern
textbooks all capture the central ideas in essentially the same ways. You
will therefore learn about Analysis as a network of results established
using standard proofs. But that does not mean that proofs are unique:
there might be numerous possible proofs for a single theorem, each us-
ing different but valid reasoning. And it does not mean that there is no
room for creativity in mathematics. Today, ideas at the current boundar-
ies of mathematics are constructed, compared and debated in thousands
of universities around the world. Certainly any student learning in an es-
tablished area still has plenty of opportunities to solve problems and to
develop knowledge independently.
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chapter 4

Learning Analysis

This chapter explains what it feels like to study Analysis. It offers advice on how
to keep up, how to avoid wasting time, and how to make good use of study
resources.

4.1 The Analysis experience

Here is what happens when I teach Analysis. In week 1, everyone
is in a good mood because they’re starting something new. In
weeks 2 and 3, there is a buildup of increasingly challenging ma-

terial. In week 4, the mood in the lecture theatre is dreadful. The whole
class has realized that this is difficult stuff and that it isn’t going to get any
easier. Everyone hates Analysis and, by extension, quite a few people hate
me. I am not fazed by this, though, because I have taught Analysis about
twenty times now and I know what will happen next. In week 5, everyone
will feel slightly better, even if no one can quite explain why. In week 7, a
small number of people will approachme and tell me shyly that, although
Analysis is challenging, they’re starting to think they might like it. By the
end of the course, these people will be telling anyone who will listen that
Analysis is brilliant, and lots of other students will admit that now that
they’re getting the hang of it, they can see why people think it’s a great
subject.
The question for a new student, then, is how to handle it when the

work gets difficult and you start to feel negative. Some students turn
the negativity inwards: they lose confidence, experience self-doubt about
their mathematical ability (‘Perhaps I’m not good enough for this?’),
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and sometimes become withdrawn. Others turn it outwards, expressing
frustration and anger about their lecturers (‘He’s a terrible teacher!’) and
sometimes, a bit nonsensically, about the mathematics itself (‘I don’t
know why they’re teaching us this rubbish—this isn’t maths!’). These
reactions both arise naturally when people feel a loss of control and con-
sequently get defensive. But neither is very productive. So what is the
alternative?
Well, most people do experience a bit of difficulty when first learning

Analysis. This is just a fact of life. So, in my view, the trick is simply to
expect this as a normal part of the learning experience, and ride it out.
If you are ready for a bit of a challenge, you’ll be better placed to handle
the emotions without hiding away or acting out—you can say to yourself
‘Well, okay, I was expecting this,’ and continue to study in a sensible way,
knowing that things will gradually come together. This chapter is about
practical approaches to doing that.

4.2 Keeping up

In Analysis, as in any undergraduate mathematics course, the big chal-
lenge is keeping up. If you’re taking a decent course, this will be difficult.
No one is trying to teach you stuff that you will find easy—what would
be the point of that? Also, you will be busy, with other courses and with
the rest of your life. So it is very unlikely that you will be on top of every-
thing all the time. You should try not to be distressed by this, because
distress doesn’t help—negative emotions just impede effective study. The
thing to do is to accept that you will not always have perfect knowledge
of everything, and work in an intelligent way that allows you to maintain
sufficient knowledge of the important things.
When I say sufficient knowledge, I mean enough knowledge to give

you a fighting chance of making sense of new material. By the time you
are a few weeks into a course, you are unlikely to understand everything
in every lecture—I certainly didn’t. But you want to have enough under
your belt that you can follow the big sweep of the theory development
and understand some of the details. When I say the important things, I
mean the central concepts that come up again and again. At any given
time, it is unlikely that you will be able to explain the nuances of every
proof, but you want to know the main definitions and theorems so that
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you can recognize when and how they are used in new work. With that
in mind, here is what I would prioritize.
First, you absolutely must know your definitions. In Analysis, it is

sometimes tempting to be lax about this, because many of the words used
(‘increasing’, ‘convergent’, ‘limit’ etc.) have everyday meanings, and be-
cause concepts in Analysis can often be represented using diagrams. Both
of these things will tempt you into thinking that intuitive understand-
ing is sufficient. It isn’t. Definitions are central to any theory in advanced
mathematics: as explained in Chapters 2 and 3, they are key to under-
standing what is really meant by the theorems and what is going on in
many of the proofs. If you think you understand the subject without
knowing your definitions properly, you are kidding yourself. Because of
this, I would start a definitions list on the first day of the course. Keep this
on a piece of paper at the front of your folder (even if you keep most of
your notes on an electronic device, I would still use paper for this). Every
time you encounter a new definition, add it to the list. Study the list regu-
larly, perhaps test yourself on it periodically, and be alert in lectures for
defined words—every time lecturers use one, they mean it in exactly the
sense captured by the definition.
Second, it is a good idea to be conversant with the main theorems.

These capture relationships between concepts, so knowing what they
say—even if you don’t fully understand the proofs—will give you an
overview of the course. Sections 2.7 and 2.8 give advice on thinking thor-
oughly about theorem meanings—a few minutes spent following this
advice is likely to fix a new theorem in your mind. Also, notes are some-
times provided in advance these days, either for a whole course or for
some block of it (if your course follows a textbook, you will have the
whole thing in advance). So you could get a sense of what theorems
are coming by reading ahead. Once the course gets going, I would con-
sider keeping a theorems list too. Indeed, I would go beyond list-making
and construct a concept map (sometimes called a mind map or a spider
diagram). Because of the way theory is built up, it often makes sense
to use a diagram to indicate which theorems (and definitions) are used
to prove which other theorems, as discussed in Section 3.2. You could
make a concept map that looks something like this, with the words in the
boxes replaced by names or abbreviations for the specific definitions and
theorems in your course:
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axiom axiom

theoremtheorem theorem

theorem

theorem theoremtheorem theorem

definition definition definition definition

Those are the things I would prioritize. If you find yourself getting be-
hind or otherwise short of time, do those before you do anything else.
Don’t try to go back to where you last understood everything and work
forwards from there—doing so will be ineffective, because the course will
move on faster than you do, and you will end up in lectures where you do
not understand anything. Analysis is hierarchical and thus unforgiving
of students who do not keep up with the main building blocks. Priori-
tizing as suggested here will usually give you sufficient knowledge of the
important things; it will allow you to identify key concepts and relation-
ships in new lectures, and will provide you with a framework for more
detailed study, as discussed below.

4.3 Avoiding time-wasting

Because keeping up is challenging, you do not want to waste any time.
So it is worth thinking about how much study time you’ve got and how
you’re going to use it.1 In the UK, where I work, lecture courses in sub-
jects like Analysis typically involve about three one-hour lectures per

1 Chapter 11 in How to Study for/as a Mathematics Degree/Major discusses large-
scale time management for mathematics students; this chapter discusses specific study
strategies for an Analysis course.
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week. In such a system, I think it reasonable to spend a further three to
four hours per week on independent study. If you do that for all your
subjects, you’ll probably end up with a standard 40-hour working week,
which is about right (if you are studying in a different system, you can
read the advice below and work out how to adjust it for your situation).
Now, three to four hours isn’t very much. You can tell yourself you’re

going to do more than that if you like, but most people don’t, so it’s prob-
ably more important to make the three to four hours count. During that
time, you will have two things to do: study your lecture notes (or your
textbook), and work on problems. I put the tasks in that order for a rea-
son. In order to work effectively on the problems, you will need to be
familiar with the material in your notes. If you are, you will find that
many problems make you think ‘Ah, we did something related to this on
Wednesday.’ If you aren’t, you will waste a lot of time having no idea how
to start and staring into space. So, notes first.
I suggest spending perhaps sixty to ninety minutes studying your re-

cent notes. This does not mean reading them without really thinking,
though. Read everything carefully, following the study suggestions for
definitions, theorems and proofs from Chapters 2 and 3, and updating
your definitions and theorems lists as you go along. Aim for good self-
explanations (see Section 3.5), but don’t obsess over anything. Sixty to
ninety minutes isn’t that long, and you want to be at least somewhat
familiar with everything. So, if you have spent a few minutes thinking
properly about something but you still don’t really get it, get out a piece
of paper, write ‘Questions about Analysis’ at the top, and make a note of
where this thing is and what exactly you don’t understand. Be precise—
sometimes nailing down the problem allows you to sort it out and, if it
doesn’t, you will have a specific note to come back to so you don’t lose
the thinking you have already done.
Once you’ve studied your notes, begin work on the problems. Depend-

ing on how you divide up your time, you’ll have between two and three
hours for this. That will not give you very much time for any given prob-
lem, so again you don’t want to waste any. Because of this, I suggest a first
pass in which you spend perhaps ten minutes on each problem. Some
problems you will be able to finish in this time, especially if they involve
routine warm-up exercises or direct applications of an idea that you’ve
just studied. (In such cases, see how much you can do without looking
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at your notes—this might take slightly longer but, if you can construct
or reconstruct something for yourself, you will remember it better in the
long run.) Other problems you will not be able to finish in ten minutes.
If you are making good progress, you might want to carry on for a bit
longer. If, on the other hand, you’re stuck, and if you’ve tried a few sens-
ible things to get unstuck, make a note on your ‘Questions about Analysis’
sheet and move on—those other problems are still waiting.
Now, I said ‘at a first pass’ because I think problem solving in Analysis

should be a multiple-pass task. You want to have a go, then have a break
for a day or two, then have another go. Magical things will sometimes
happen in the break—your brain will make new connections and you’ll
see new ways forward. So you probably want to break up your study into
at least a couple of blocks. Indeed, you should do that anyway, because
thoughtful study is intellectually effortful—if you decide to spend four
hours at a stretch studying Analysis, I guarantee that you will waste the
last two simply because you will run out of energy.

4.4 Getting your questions answered

Next, what to do with your ‘Questions about Analysis’ list? For a start,
keep an eye on it. Sometimes, working on problems will make you think
about an idea in a different way, and you’ll be able to cross off something
that you added when studying your notes. Sometimes, when you’ve had a
break for a couple of days, a quick re-read of your notes will make some-
thing click, and you’ll be able to finish a problem and cross that off too.
After that, here’s what I’d do.
First, get together with a friend or two and work systematically through

your respective lists. Everyone thinks a bit differently, so you will prob-
ably be able to fill some gaps for one another. Doing this will also force
you to speak about Analysis, helping you to become fluent in talking
about the concepts and explaining your arguments. Fluency is import-
ant, so don’t worry if you trip over your words at first. Just have another
go—youwill only getmore confident with practice. Sharing ideas will also
help you to become a good mathematical listener. Pay close attention to
what your friends are saying and, if you are not sure you understand, say
so, and try to specify what is confusing you. Doing this will help your
friends to articulate their thoughts more clearly. Again, this is a valuable

50 | LEARNING ANALYSIS



skill that will help all of you to speak more confidently to lecturers and
other tutors. Of course, as in individual work, don’t get obsessed—if you
can’t sort something out between you in a reasonable amount of time,
perhaps your effort would be better spent elsewhere.
Once you’ve shared your knowledge with friends, take your remain-

ing questions to an expert (you can always go to the expert first, of
course, but consider the above issues about developing communication
skills). Which expert you want will depend on your institution’s teach-
ing systems: perhaps your tutor, perhaps your course lecturer, perhaps a
mathematics support service. Whoever you see, take your list and your
problem sheets and all your relevant notes, and make sure that your list
has page or section or question numbers on it—you want to be able to
find everything with minimal fuss. If seeing someone involves arranging
a specific meeting, consider asking whether you and your friends can go
together—that shouldmake the process more efficient. And do not be shy
about asking questions, even if you have a long list. Trust me, a student
asking specific questions from a well-organized list is always impressive.
Taking this approach should mean that most of your questions are an-

swered most of the time. However, do be realistic. Following this advice
will still leave you with gaps. Sometimes there will not be time to sort
everything out. Sometimes there will be time to sort everything out, but
two weeks later you will realize that you’ve now forgotten why something
works and you need to think it through again. It should be possible to
minimize that problem by making decent notes—when you’ve overcome
confusion about something, recording how you changed your thinking
will facilitate quick review. Overall, if you get yourself organized at ap-
proximately the level suggested in this chapter, you will keep up with the
main ideas, you will understand at least some of each new lecture, and
you will develop a solid block of knowledge that you can build on when
you start preparing for exams.

4.5 Adjusting your strategy

In this chapter I have suggested a specific way to organize your studies. I
should say that I don’t really expect anyone to behave in precisely this
way. You will be subject to constraints about when you can study, to
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personal preferences about your work habits, and to the shifting require-
ments of other aspects of your academic work and your social life. So you
should reflect occasionally on how things are going, and be ready to ad-
just. If you need longer to study your notes, adjust your timings; if you
need time to study for a test in another subject, cut back to the essentials
in Analysis for a week; if one of your friends is great for social outings but
a bit rubbish at concentrating on Analysis, quietly make alternative or
extra arrangements for discussions with others. And of course, if you’re
really into a problem, stare into space and think about it for hours, if
you like. The advice here should be thought of as a useful place to start,
and as a way to develop a routine that will keep you going through the
challenging weeks.
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PART 2
Concepts in Analysis

This part of the book contains six main conceptual chapters providing
detailed introductions to advanced work on sequences, series, continuity,
differentiability, integrability and the real numbers. Each of these chap-
ters begins by discussing a typical newAnalysis student’s existing relevant
knowledge; it then reframes this knowledge in a more sophisticated way
by introducing key definitions, highlighting and resolving common mis-
conceptions and sources of confusion, relating new ideas to examples
and diagrams, and raising questions for the reader. Later parts of these
chapters discuss selected theorems and proofs, relating these to broader
mathematical principles and indicating how they fit into a typical Ana-
lysis course. The concluding chapter provides a short review of important
things to remember when studying Analysis.





chapter 5

Sequences

This chapter introduces sequence properties such as monotonicity, bounded-
ness and convergence, using diagrams and examples to explain these and
demonstrating how their definitions are used in various proofs. It discusses ques-
tions that arise for sequences that tend to infinity, and describes ways in which
this content would fit into a typical Analysis course.

5.1 What is a sequence?

Asequence is an infinite list of numbers, like this:

2, 4, 6, 8, 10, 12, . . .

or like one of these:

1, 13 ,
1
9 ,

1
27 ,

1
81 ,

1
243 , . . .

1, 0, 1, 0, 1, 0, 1, 0, . . .

Analysis involves the study of various sequence properties and the rela-
tionships between them. To think flexibly about those relationships, it
helps to be aware of some different ways of representing sequences and
some advantages and disadvantages of those representations. Even with
this simple list representation, there are a few things to notice.
First, the list has a comma between each pair of sequence terms and

another after the last term that is explicitly listed. This is just notational
convention, but it’s the kind of thing that looks professional if you get it
right.
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Second, the list ends with an ellipsis—a set of three dots. This is a
proper punctuation mark, and here it means ‘and so on forever’. It is
important to include the ellipsis—otherwise a mathematically educated
reader will assume that the list stops at the last stated term, which is in-
appropriate because in Analysis the word ‘sequence’ always refers to an
infinite sequence. This is not the case in everyday life, where the word
‘sequence’ might refer to a finite list. As with all definitions in under-
graduate mathematics, you are free to think that you prefer the everyday
interpretation, but you will have to adhere to the convention in your
studies.1
Third, the sequence is infinite ‘only in one direction’. For instance, this

is not a sequence:

. . . , –6, –4, –2, 0, 2, 4, 6, . . .

Another informal way to say this is that a sequence must have a first term.
It might seem odd to remark on this, but some situations tempt students
to allow sequences to be infinite ‘in both directions’. I will point one out
in Section 5.9.
Finally, the sequences above follow obvious patterns, but that is not a

necessary feature. An infinite list of randomly generated numbers would
be a perfectly good sequence. Of course, it would be difficult to work with,
so in practice you will mostly see sequences that follow some sort of pat-
tern. But general theorems about sequences apply to all sequences that
satisfy their premises,2 not just to those that are expressible using nice
formulas.

5.2 Representing sequences

The comment above notwithstanding, formulas often are useful for
representing sequences. The sequence 2, 4, 6, 8, 10, 12, . . ., for instance,
might be specified by writing this:

Let (an) be the sequence defined by an = 2n ∀n ∈ N.

1 See Chapter 2 of this book and, for an extended discussion, Chapter 3 of How to
Study for/as a Mathematics Degree/Major.

2 See Sections 2.7 and 2.8 for a discussion of theorem premises.
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Think about the link between such a specification and the fact that a se-
quence must have a first term. The set N of natural numbers is the set
{1, 2, 3, 4, . . .}, so this specification yields a1 = 2, a2 = 4, and so on; there
is no a0 or a–1. Note also that an denotes the nth term of the sequence
and (an) denotes the whole sequence. These are very different—an is a
single number and (an) is an infinite list of numbers—so make sure you
write the one you intend. An alternative notation for the whole sequence
is {an}∞n=1. I’m not keen on that one, partly because it is longer, and partly
because curly braces are also used to denote sets in which the order of the
listed terms does not matter. For sequences, the order does matter. So I
will stick with the round-bracket version for this book, but you should
adopt whichever your course or textbook uses.
To abbreviate further we can write a formula in the brackets, as in

sentences like these:

Consider the sequence (2n).

The sequence
(

1
3n–1

)
tends to zero as n tends to infinity.

The longer formulation is still useful for clarity, however, and we might
need it if different terms are specified differently. For instance, the
sequence 1, 0, 1, 0, 1, 0, . . . could be specified like this:

Let (xn) be the sequence defined by xn =
{
1 if n is odd
0 if n is even .

This is just one sequence, so don’t be tempted to think of it as ‘two se-
quences’ because of the way it is written. The formula gives a single value
for each of x1, x2, x3 and so on as usual.
Here are two more sequences, represented using both formulas and

lists. Which formula goes with which list?

1, 1, 2, 2, 3, 3, 4, 4, . . . 1, 3, 2, 4, 3, 5, 4, 6, . . .

bn =
{
(n + 1)/2 if n is odd
n/2 if n is even cn =

{
(n + 1)/2 if n is odd
(n + 4)/2 if n is even
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Formulas can be useful because they give abbreviated expressions for
whole sequences. But I’d advise against getting obsessed with them.
Translating between representations is an important skill, but students
sometimes spend a long time worrying about how to write a formula
when a list would get their point across perfectly well.
Sequences can also be represented graphically. One standard graph-

ical representation is a number line, and for some sequences, such as
1, 12 ,

1
4 ,

1
8 ,

1
16 , . . ., this works quite well:

1
1
2

1
4

1
8

1
16

Notice, though, that this diagram does not explicitly represent the or-
der of the terms, so to ‘read’ it we have to impose some extra knowledge
about which label refers to the first term, which to the second term,
and so on. This makes number lines pretty useless for a sequence like
1, 0, 1, 0, 1, 0, . . . , although we could add accompanying labels to explain
what is going on:

10

a2 = a4 = a6 = . . . a1 = a3 = a5 = . . .

An alternative is to use an extra dimension, graphing an against n:

n

an

1 32 4 65 7

1

n

an

1 2 3 4 65 7

1

8 8
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It is appropriate to use dots rather than curves for sequence graphs be-
cause each sequence is defined only for natural number values; there is
no a3/2, for instance. Notice also that this kind of graph uses an axis to ex-
plicitly represent the n values as well as the an values, so it gives a sense of
the long-term behaviour of the sequence. That’s handy because the long-
term behaviour is often what we’re interested in.What would graphs look
like for the sequences (bn) and (cn) defined as earlier?
Graphs are also useful for thinking about a mathematical link to the

concept of function: a sequence is technically a function from the natural
numbers to the reals. Indeed, it might be defined as such at the beginning
of an Analysis course. This probably sounds a bit unnatural compared
with thinking of a sequence as an infinite list, but you should be able
to see why it is reasonable by looking at the graph and by considering
that every element of N = {1, 2, 3, 4, 5, . . .} has a corresponding sequence
term: the number 1 maps to a1, the number 2 maps to a2, etc. The link
with functions would probably be clearer if instead of a1 we wrote a(1)
or f (1), but the subscript notation is standard for sequences. The link
is worth noting, though—it is always valuable to see relationships across
mathematical domains because theories developed for one concept might
also apply to another.

5.3 Sequence properties: monotonicity

The various representations listed above can be useful for thinking about
sequence properties. For instance, a sequence might be increasing, or de-
creasing, or bounded or convergent. What do you think these wordsmean?
How would you explain their meanings to someone else? How would
you formulate correspondingmathematical definitions using appropriate
notation? Look away from the book and try this now.
If you gave that a serious go, it should be obvious that although your

intuitive understanding might feel strong, it can be challenging to cap-
ture it in a coherent sentence. Awareness of this should put you in the
right frame of mind for serious study of the definitions formulated by
mathematicians.
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Here are the definitions for increasing and for decreasing.

Definition: A sequence (an) is increasing if and only if ∀n ∈ N,
an+1 ≥ an.

Definition: A sequence (an) is decreasing if and only if ∀n ∈ N,
an+1 ≤ an.

These sound straightforward, but it is surprisingly difficult to think about
how they combine. To see what I mean, consider these sequences. Would
you say that each one is increasing, decreasing, both, or neither?

1, 0, 1, 0, 1, 0, 1, 0, . . .

1, 4, 9, 16, 25, 36, 49, . . .

1, 12 ,
1
3 ,

1
4 ,

1
5 ,

1
6 ,

1
7 ,

1
8 , . . .

1, –1, 2, –2, 3, –3, . . .

3, 3, 3, 3, 3, 3, 3, 3, . . .

1, 3, 2, 4, 3, 5, 4, 6, . . .

6, 6, 7, 7, 8, 8, 9, 9, . . .

0, 1, 0, 2, 0, 3, 0, 4, . . .

10 1
2 , 10

3
4 , 10

7
8 , 10

15
16 , . . .

–2, –4, –6, –8, –10, . . .

Almost everyone gets some of these wrong. So have another look,
checking carefully against the definitions.
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Here are the answers.

1, 0, 1, 0, 1, 0, 1, 0, . . . neither

1, 4, 9, 16, 25, 36, 49, . . . increasing

1, 12 ,
1
3 ,

1
4 ,

1
5 ,

1
6 ,

1
7 ,

1
8 , . . . decreasing

1, –1, 2, –2, 3, –3, . . . neither

3, 3, 3, 3, 3, 3, 3, 3, . . . both

1, 3, 2, 4, 3, 5, 4, 6, . . . neither

6, 6, 7, 7, 8, 8, 9, 9, . . . increasing

0, 1, 0, 2, 0, 3, 0, 4, . . . neither

10 1
2 , 10

3
4 , 10

7
8 , 10

15
16 , . . . increasing

–2, –4, –6, –8, –10, . . . decreasing

Were you right? Even when told to be careful, many Analysis stu-
dents get at least one wrong. Most, for instance, want to classify
1, 0, 1, 0, 1, 0, 1, 0, . . . as both increasing and decreasing, and almost every-
one wants to classify 3, 3, 3, 3, 3, 3, 3, 3, . . . as neither increasing nor
decreasing. This is not surprising because these are perfectly natural
interpretations. But they are based on everyday intuition, not on the
mathematical definitions.
To understand the first case it helps to think about local versus glo-

bal properties. When people say that the sequence 1, 0, 1, 0, 1, 0, 1, 0, . . .
is both increasing and decreasing, they are usually thinking about local
properties. They see the sequence as starting at 1, then decreasing, then
increasing, then decreasing, then increasing, and so on. But they should
be thinking about a global property, because the definition of increasing
is a universal statement: it says that for every n ∈ N, an+1 ≥ an. That
certainly isn’t true for this sequence. Indeed it fails rather badly. There
are infinitely many values of n for which an+1 is not greater than or equal
to an. For instance, a2 < a1, and a4 < a3, and so on. So this sequence
does not satisfy the definition of increasing. Similarly, it does not sat-
isfy the definition of decreasing. So, mathematically speaking, it is neither
increasing nor decreasing.
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To understand the second case it is necessary to be careful about the
inequality. To satisfy the definition of increasing, each term must be
greater than or equal to its predecessor. If every term is equal to its
predecessor, that’s enough. This might seem weird, but the definition
is reasonable because it is simple and because it means that sequences
like 6, 6, 7, 7, 8, 8, 9, 9, . . . get classified as increasing. It also works well
within the theory of Analysis, because it lends itself to simple theorem
statements—many theorems that apply to increasing sequences in gen-
eral apply to constant sequences in particular. That said, mathematicians
also use these definitions:

Definition: A sequence (an) is strictly increasing if and only if ∀n ∈ N,
an+1 > an.

Definition: A sequence (an) is strictly decreasing if and only if ∀n ∈ N,
an+1 < an.

Think about how these apply to the listed sequences too.
The final thing to know about the properties increasing and decreasing

is that they are also associated with this definition:

Definition: A sequence (an) is monotonic3 if and only if it is increasing
or decreasing.

Students sometimes get confused about this because of the word ‘or’. In
everyday English, ‘or’ has two distinct meanings4 and we are adept at
using context and emphasis to work out which is intended. One meaning
is inclusive, and is used when we mean one thing or the other or both,
as in:

Students wishing to study Applied Statistics in year 3 should ensure
that they take Statistical Methods or Introduction to Mathematical
Statistics in year 2.

3 People sometimes use the wordmonotone instead ofmonotonic.
4 This is not the same in all languages—some have different words for inclusive and

exclusive or.

62 | SEQUENCES



The other meaning is exclusive, and is used when we mean one thing or
the other but not both, as in:

Your lunch voucher entitles you to an ice cream or a slice of cake.

To avoid ambiguity in mathematics, we choose one meaning and
stick to it, and the interpretation we use is the inclusive one. So this
definition means that a sequence is monotonic if it is increasing or de-
creasing or both and, from the list, these sequences are classified as
monotonic:

1, 4, 9, 16, 25, 36, 49, . . .

1, 12 ,
1
3 ,

1
4 ,

1
5 ,

1
6 ,

1
7 ,

1
8 , . . .

3, 3, 3, 3, 3, 3, 3, 3, . . .

6, 6, 7, 7, 8, 8, 9, 9, . . .

10 1
2 , 10

3
4 , 10

7
8 , 10

15
16 , . . .

–2, –4, –6, –8, –10, . . .

5.4 Sequence properties: boundedness
and convergence

The definition of bounded above for a sequence is analogous to the
definition of bounded above for a set, which was discussed in Section 2.6:

Definition: The set X is bounded above if and only if ∃M ∈ R such that
∀x ∈ X, x ≤ M.

Definition: The sequence (an) is bounded above if and only if ∃M ∈ R

such that ∀n ∈ N, an ≤ M.

The only difference is that ‘∀n ∈ N’ is used in the sequence case because
we always index the terms of a sequence using the natural numbers. I like
graphical representations for thinking about boundedness. Look at these
and make sure you can see how they relate to the definition:
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M

M

a1a2a3a4a5...a6

n

an

What do you think is the definition of bounded below and how would you
represent the idea graphically?
Mathematicians also use another related definition, which I will simply

present with accompanying diagrams.

Definition: The sequence (an) is bounded if and only if ∃M > 0 such
that ∀n ∈ N, |an| ≤ M.

M

n

−M

−M M

all terms in here

an

0

Is there anything in this definition to say that some of the terms either
have to be or cannot be equal to M or –M? And why does it make sense
to specify thatM > 0?
Because graphical representations are useful for thinking about se-

quence properties, they can also be useful for understanding related
theorems. I’d like to start considering theorems now, and I want to use
the property convergence. But I will not introduce the definition of con-
vergence yet—it is logically complex so I will devote separate sections to
it later. For the time being, here is an informal description of its meaning,
together with a diagram.

Informal description: A sequence (an) converges to a limit a if and
only if, by going far enough along the sequence, we canmake
an as close as we like to a.
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n

desired distance
desired distance

all terms beyond here
within desired distance

an

a

Note that if the desired distance were smaller, wemight have to go further
along the sequence. This description probably corresponds pretty well
to your intuitive idea of convergence, but it might differ in a couple of
respects. First, the everyday use of the word ‘converges’ tends to make
people think only about monotonic sequences, and to believe that the
terms must get closer and closer to the limit a in a rather simple way,
like this:

a
desired distance
desired distance

all terms beyond here
within desired distance

n

an

The informal description certainly applies to such sequences. But it also
applies to sequences like that in the first diagram, which is more generic5
in the sense that some terms are above the limit and some are below, and
that sometimes the terms go away from the limit for a bit before getting
closer again. In these respects, the informal description is faithful to the

5 See the discussions about diagrams in Sections 2.5 and 2.9.
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mathematical version of the concept, so you should adjust your thinking
in that direction now.
Even with this fairly small range of properties, we can consider an ar-

ray of possible theorems, some of which appear below. These would be
referred to as universal statements because they each make a claim about
every object that satisfies some properties. Which do you think are true
and which do you think are false?

• Every bounded sequence is convergent.
• Every convergent sequence is bounded.
• Every monotonic sequence is convergent.
• Every convergent sequence is monotonic.
• Every monotonic sequence is bounded.
• Every bounded sequence is monotonic.
• Every bounded monotonic sequence is convergent.

To prove that a universal statement is false—to refute the statement—a
mathematician would simply provide a counterexample. A counterexam-
ple to the first statement, for instance, would be a bounded sequence that
is not convergent. One counterexample will do: if there exists a single ex-
ample that does not satisfy a universal statement, that is enough to show
that the statement is false. For those statements that you think are false,
can you come up with specific counterexamples?
To prove that a universal statement is true, we have to prove that the

conclusion really does hold for every object that satisfies the premises.
Obviously this might involve more work than finding a single coun-
terexample. Proofs for statements like these build fairly directly on the
relevant definitions so we will consider some of them later in the chap-
ter. For now, for those that you think are true, can you give a convincing
intuitive argument that you are right?
We can formulate more theorems if we consider subsequences. A sub-

sequence is exactly what it sounds like it should be: from an original
sequence, we simply select some terms and leave out others. So, for
example, the sequence

(an) = 1, 12 ,
1
3 ,

1
4 ,

1
5 , . . .
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has subsequences including

(a2n ) = 1
2 ,

1
4 ,

1
8 ,

1
16 ,

1
32 , . . . and (a3n–1) = 1

2 ,
1
5 ,

1
8 ,

1
11 ,

1
14 , . . . .

Make sure you can see how the notation is used by substituting in n = 1,
n = 2 and so on.When constructing a subsequence, messing around with
the order of the terms is not allowed—otherwise the link to the original
sequence would be lost. And stopping is not allowed—a subsequence has
to be a sequence in its own right, so it must be infinite. Also, the subse-
quences listed above happen to follow algebraically expressible patterns
regarding which terms are selected and which are not, but that is not
necessary—we could create a subsequence by tossing a coin to decide
whether or not each term gets included.
Here are some more universal statements that might be theorems.

Which do you think are true and which do you think are false?

• Every convergent sequence has a monotonic subsequence.
• Every sequence has a monotonic subsequence.
• Every bounded sequence has a convergent subsequence.

If you found that easy to answer, then you haven’t thought hard enough.
If you’re not convinced of this, you might like to know that when I asked
a class of 200 Analysis students whether they thought the middle one
was true, about half said yes and half said no. And that wasn’t because
they were giving ill-thought-out answers—they had worked with the def-
initions and they’d been given time to discuss what they thought. So,
whatever you think, large numbers of smart and well-informed people
would disagree.
With that in mind, have another go, remembering that a sequence does

not have to follow a predictable pattern (though you might like to start
by considering sequences from the list in Section 5.3). If you think that a
statement is false, can you provide a specific counterexample? Or can you
at least describe what a counterexample would be like? If you think that a
statement is true, how would you convince someone else? If that person
believed that there must be a counterexample, how would you convince
them that they were wrong? Thinking about these things in detail will
help you to appreciate the arguments you’ll see later in this chapter and
in an Analysis course.
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5.5 Convergence: intuition first

This section and the next both address the definition of convergence. This
one formalizes the informal description from Section 5.4. The next starts
with the definition and explains how to understand it. One or other of
these approaches might suit you better, so you might want to read these
sections in reverse order. In particular, if you’ve already started an Ana-
lysis course and you’re not understanding the longer definitions very well,
you might find Section 5.6 useful because it incorporates general advice
on how to work with such statements.
If you haven’t yet started an Analysis course, you might be wondering

why I’m making such a big deal of this. There are two reasons. One is
that this definition is absolutely central in any Analysis course. The other
is that it is the most logically complex definition to appear in work on
sequences, so understanding it involves a bit of work.
Here, again, is the informal description:

Informal description: A sequence (an) converges to a limit a if and
only if, by going far enough along the sequence, we canmake
an as close as we like to a.

a
desired distance
desired distance

all terms beyond here
within desired distance

n

an

To convert this into a formal definition we need to get an algebraic handle
on the idea of ‘close’. Suppose we want to consider terms within distance
ε of the limit a (‘ε’ is the Greek letter epsilon). In other words, we want
terms between a – ε and a + ε, so we want a – ε < an < a + ε.
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a

n

all terms beyond here
within ε of a

a + ε

a − ε

an

The inequalities a– ε < an < a+ ε can be written in the more abbreviated
form |an – a| < ε, because

|an – a| < ε ⇔ –ε < an – a < ε

⇔ a – ε < an < a + ε.

In this context I always read |an –a| < ε as ‘the distance between an and a
is less than ε’. To keep track of the meaning, I advise you to do the same
(and do read ‘ε’ as ‘epsilon’ and not as ‘e’).
Now, the whole description says ‘. . . by going far enough along the se-

quence, we can make an as close as we like to a.’ Mathematicians capture
this notion of ‘far enough along’ by saying

∃N ∈ N such that ∀n > N, |an – a| < ε.

a + ε

a − ε

N n

an

a

Don’t forget to read the symbolic sentence out loud and think about how
each part relates to the diagram. I think about it like this:
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∃N ∈ N such that ∀n > N, |an – a| < ε.
there is a point such beyond that all the terms are

in the sequence that point within epsilon of a.

This is only for one value of ε, however. Imagining a small ε captures the
notion of making an close to a. But it doesn’t capture the idea of making
it as close as we like. We want to be able to make the terms within ε = 1

2
of a, and within ε = 1

4 of a, and so on, perhaps by going further along the
sequence for smaller values of ε:

a

a − 1
2

a + 1
2

N(1
2 ) N( 1

4 )

an

n

So in fact we want to say that for any ε > 0, it’s possible to go far enough
along the sequence to ensure that all the later terms are within distance ε

of a. This leads to the whole definition:

Definition: (an) converges to a if and only if

∀ε > 0 ∃N ∈ N such that ∀n > N, |an – a| < ε.

If you find it helpful to continue the informal wordy thinking, you could
think of it this way:

Definition: (an) converges to a if and only if

∀ε > 0 ∃N ∈ N such that ∀n > N, |an – a| < ε.
however small there is a point such beyond that all the terms are

epsilon is in the sequence that point within epsilon of a.
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Don’t be tempted to write down only a woolly, informal version, though.
Mathematicians might think intuitively but they produce final written
work using proper definitions.

5.6 Convergence: definition first

This section starts with the definition of convergence to a limit a. It ex-
plains how to understand this definition, in the process discussing ways to
tackle similar statements. My aim is that you learn to look at a definition
like this andwork out what it means by linking it to other representations,
so we’ll end up where we ended up in the previous section—we’ll just get
there via a different route. Throughout, you should aim to understand
why this is a reasonable definition of convergence.
Here is the definition:

Definition: (an) converges to a if and only if

∀ε > 0 ∃N ∈ N such that ∀n > N, |an – a| < ε.

The first thing to try is reading this aloud (‘ε’ is the Greek letter epsilon,
and if you’ve read Part 1 you’ll probably remember the rest—if not, look
at the symbol list in the Symbols section at the start of the book, on page
xiii). Reading aloud is unlikely to give you an immediate sense of under-
standing, though, because everyday sentences are never this complicated,
and neither are sentences in earlier mathematics. Specifically, this defin-
ition has three nested quantifiers—three of the quantifiers ‘∀’ and ‘∃’ piled
up in one sentence. To understand a quantified sentence with a nested
structure it is often easier to start at the end rather than the beginning, so
we’ll do that.
The last bit of the definition says ‘|an – a| < ε’. To see what this means

it helps to do some algebra. Remember that, for instance,

|x| < 2 ⇔ –2 < x < 2.

By analogy, here we have

|an – a| < ε ⇔ –ε < an – a < ε

⇔ a – ε < an < a + ε.
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So |an – a| < ε means that an is between a – ε and a + ε. Or, if you
prefer, that the distance between the term an and the limit a is less than ε.
Because this involves comparing an and a, we can represent appropriate
values on the vertical axis of a graph of an against n:

a

a + ε

a − ε

an

n

Working backwards through the definition, we next get ‘∀n>N,
|an – a|< ε’. In other words, for values of n bigger than N, the distance
inequality holds. Note that we don’t know anything about the terms be-
yond aN except that they are within ε of a. And we don’t know anything
at all about the terms before aN , so I won’t put any there for now.

a

a + ε

a − ε

N n

an

Taking another step back gives

∃N ∈ N such that ∀n > N, |an – a| < ε.

In a sense, that’s already represented on the diagram because N had to
exist for me to draw it. But we might now want to think about the terms
before aN . Bothering to say that there exists an N beyond which some-
thing holds would make a mathematician think that before N, it might
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not hold—in this case, that some earlier terms might be further away
from a. A generic diagram might therefore look something like this:

a

a + ε

a − ε

N n

an

What about the remaining bit?

∀ε > 0 ∃N ∈ N such that ∀n > N, |an – a| < ε.

This says that for all epsilon greater than 0, the stuff we’ve already looked
at is true. Now, it makes sense to specify that ε > 0 because ε is a dis-
tance. And certainly the ε on the diagram above is greater than 0. But the
diagram at the moment shows only one value of epsilon with its corres-
ponding N. To understand what this means for all epsilon greater than 0,
we could imagine allowing epsilon to vary, and consider that for smaller
values of ε, we might need bigger values of N:

nN2N

an

a + ε2
a − ε2

Overall, I like to capture the relationship between the informal and for-
mal ideas by thinking of the definition, the diagram, and this informal
interpretation:
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Definition: (an) converges to a if and only if

∀ε > 0 ∃N ∈ N such that ∀n > N, |an – a| < ε.
however small there is a point such beyond that all the terms are

epsilon is in the sequence that point within epsilon of a.

I hope you’re now convinced that the definition sensibly captures the no-
tion of convergence to a limit a. I also hope you found this explanation
helpful. If you did, I’m pleased. However, there is a problem with helpful
explanations: if you are reading or listening to one, it is easy to nod along
thinking ‘Yeah, yeah, yeah . . . yeah, I get that, okay. . . .’ But that experi-
ence can be ephemeral—feeling that you have a good understanding at
the time is not the same as being able to recall and apply that under-
standing later. If you want a more stringent test of whether or not you
understood this section, write the definition on a blank piece of paper,
put the book aside, and reconstruct the explanation for yourself.

5.7 Things to remember about convergence

The following sections demonstrate ways in which the definition of con-
vergence is used to establish results in Analysis. Before that, though, I
want to point out a few relationships between the definition and common
intuitive ideas.
First, the explanations in the previous two sections do not ‘prove’ the

definition. We don’t prove definitions because they are just conventions:
precise statements of meaning that everyone agrees to adopt. I’ve ex-
plained why the definition is reasonable by relating it to diagrams and
to informal expressions, but that’s not the same as proving it (see Sec-
tions 2.3 and 3.2 for information on definitions and on how they fit into
mathematical theories).
Second, the definition doesn’t say what happens ‘at infinity’. This is

good because, tempting though it is, talking about what happens ‘at infin-
ity’ doesn’t reallymake sense—there is no ‘a∞’ or ‘last term’ of a sequence,
because ∞ (infinity) is not a natural number.
Third, the definition requires no sense of motion or time. Many people

think of convergence in terms of travelling along the sequence and watch-
ing the terms get closer to the limit a. But when mathematicians work
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with sequences, they do not imagine writing down new terms in a process
that takes time. Instead, they treat the whole sequence as though it’s ‘al-
ready there’. Also, the image of moving along and watching as the terms
get closer to a is a bit simplistic, because the definition does not specify
that each term has to be closer to the limit than its predecessor. As noted
in Section 5.4, that might be the case, but it might not.
Fourth, many people think of n as controlling an and therefore control-

ling the distance between an and a. That’s fine, but whenworking with the
definition we do not say ‘for this N, this is the distance ε’. Instead we say
‘for this distance ε, this is the appropriate N’. Look back to make sure
you can see this, because it will be important for understanding how the
definition is applied.
Fifth, several different notations and phrases are used when talking

about convergence, and people tend to switch between them depending
on what sounds more natural in a particular sentence. Some common
ones are read aloud as shown here:

(an) → a ‘(an) converges to a’ or ‘(an) tends to a’
an → a as n → ∞ ‘an tends to a as n tends to infinity’
lim
n→∞ an = a ‘the limit as n tends to infinity of an is a’

In everyday English, these phrases might mean slightly different things.
In mathematics, they all mean exactly the same thing: that (an) satisfies
the definition of convergence.
Finally, I didn’t pull the symbol ‘ε’ out of nowhere—everyone uses it

in definitions associated with limits. The symbol ‘ε’ is like a small back-
to-front ‘3’, and is different from the set inclusion symbol ‘∈’, which is
more like a ‘c’ with an extra line. It is a good idea to make ‘ε’ and ‘∈’ dis-
tinguishable in your handwriting because they often appear in the same
sentence. You might also like to know that the resemblance between ‘ε’
and the more familiar symbol ‘3’ means that every now and then students
start the definition of convergence by writing ‘∀3 > 0’. This always makes
me chuckle, but it’s probably best to avoid it.

5.8 Proving that a sequence converges

After the definition of convergence is introduced, a lecturer will usually
prove that certain sequences converge. In many cases, you’ll be able to
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eyeball a sequence and identify its limit straightaway. So this is a situation
in which we prove a result less in order to establish its truth and more in
order to see how everything fits into a definition-based theory. Here we
will consider the sequence (an) given by an = 3 – 4

n ∀n ∈ N. Writing out
the first few terms gives(

3 – 4
n
)
= 3 – 4, 3 – 2, 3 – 4

3 , 3 – 1, 3 –
4
5 , 3 –

4
6 , 3 –

4
7 , 3 –

4
8 , . . . .

What does this converge to? As n tends to infinity, 4
n gets really small, so

an converges to 3.
To prove this we need to prove that the sequence satisfies the definition

of convergence to 3; substituting in the appropriate values of an and a,
this means we need to prove that

∀ε > 0 ∃N ∈ N such that ∀n > N,
∣∣(3 – 4

n
)
– 3
∣∣ < ε.

People take different approaches to this, and either you or your lec-
turer might prefer to think about it purely logically and algebraically. As
you know, however, I like diagrams, so I tend to start by sketching one.
Here is a diagram showing the sequence (an) and an arbitrary-looking
distance ε.

N

3
3 + ε

3 − ε

n

an

For a given value of ε, what value ofN will do the job? If you can’t answer
immediately, ask yourself, what if ε were 1?What if ε were 1

2 , etc.? Clearly
N is contingent upon ε: smaller values of ε require larger values of N. In
general we want 4

n < ε, which is equivalent to 4
ε

< n. So any natural
numberN > 4

ε
will do. To give a specific one, mathematicians sometimes

writeN =
⌈ 4

ε

⌉
, where �x� is called the ‘ceiling’ of x andmeans the smallest
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integer larger than x. Having established this, we can use the definition as
a guide to writing a proof. Here, again, is exactly what we need to prove:

∀ε > 0 ∃N ∈ N such that ∀n > N,
∣∣(3 – 4

n
)
– 3
∣∣ < ε.

We want to show that ∀ε > 0, something is true. So it makes sense to
take an arbitrary ε > 0 and prove that the rest of the statement holds for
this value, starting like this:

Claim:
(
3 – 4

n
)→ 3.

Proof: Let ε > 0 be arbitrary.

For this ε, we want to show that there exists N ∈ N such that something
is true. The easiest way to show that something exists is to specify what it
should be, which we can do based on the reasoning above:

Claim:
(
3 – 4

n
)→ 3.

Proof: Let ε > 0 be arbitrary.
Set N =

⌈ 4
ε

⌉
.

After that, we need to show that ∀n > N,
∣∣(3 – 4

n
)
– 3
∣∣ < ε. This

is straightforward, but make sure you can see why every equality and
inequality is valid.

Claim:
(
3 – 4

n
)→ 3.

Proof: Let ε > 0 be arbitrary.
Set N =

⌈ 4
ε

⌉
.

Then n > N ⇒ ∣∣(3 – 4
n
)
– 3
∣∣ = ∣∣ 4n ∣∣ = 4

n < ε.

The proof is technically complete at this point because it establishes
that the definition is satisfied. However, it is polite to write a conclusion.
It would be fine simply to write ‘Hence

(
3 – 4

n
) → 3,’ but you might

also like to add an extra line to summarize the argument, especially if you
think that will remind you how it all fits together:
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Claim:
(
3 – 4

n
) → 3.

Proof: Let ε > 0 be arbitrary.
Set N =

⌈ 4
ε

⌉
.

Then n > N ⇒ |an – 3| =
∣∣(3 – 4

n
)
– 3
∣∣ = ∣∣ 4n ∣∣ = 4

n < ε.
Hence we have shown that

∀ε > 0 ∃N ∈ N s.t. ∀n > N,
∣∣(3 – 4

n
)
– 3
∣∣ < ε.

So
(
3 – 4

n
)→ 3 as required.

When studying a proof like this it is a good idea to think beyond the
specifics, asking how it could be varied without damage to the main ar-
gument, or how it could be modified to deal with different cases. For
instance, we usedN =

⌈ 4
ε

⌉
, but did we need to?WouldN =

⌈ 4
ε

⌉
+100 do

instead? Can you explain your answer by relating it both to the algebra
and to a diagram? How would you modify this proof to deal with (an)
given by an = 3 + 5

n ? How would you modify it to deal with (an) given by
an = c + d

n , where c and d are constants? Would your modification work
for both positive and negative values of c and d? For c and d that are equal
to zero? For c and d that are not integers?
It’s a good idea to do this because an Analysis course will include

worked examples, but probably not many. A lecturer might, for instance,
prove that

( 1
n
)
converges to zero, then move straight on to another

theoretical discussion. That might seem odd if you’re accustomed to
mathematics in which you’re taught a procedure then asked to apply it
lots of times (you might want to read or re-read Part 1 if so). But you
should feel less need to see lots of examples or to do lots of practice if you
use questions like these to think about generalizations.

5.9 Convergence and other properties

The previous section showed that a specific sequence satisfies the defin-
ition of convergence. This section will focus on proving things about re-
lationships between convergence and other properties. Remember these
possible theorems from Section 5.4?

• Every bounded sequence is convergent.
• Every convergent sequence is bounded.
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What do you think? Is every bounded sequence convergent? No. Most
people are okay with this, because they can easily think of some sequences
that are bounded but not convergent. Here is one, for instance:

(xn) given by xn =
{
1 if n is odd
0 if n is even .

Can you give another one? Can you give fifteen more? I’m joking, of
course—but you should convince yourself that you easily could think of
fifteen more, with at least some interesting variation.
What about the other statement? Is every convergent sequence

bounded? Yes. But fewer people are okay with this, and here’s the reason.
Remember I said that at some point you’d be tempted to let a sequence be
infinite ‘in both directions’? This is where that temptation arises. People
are accustomed to thinking about functions from the reals to the reals ra-
ther than about sequences—functions from the naturals to the reals. So
they tend to either mentally or physically replace the dots appropriate to
a sequence graph with a curve, and conjure up an image like this:

This makes them think that a convergent sequence could be unbounded
‘to the left’. But a sequence is an infinite list of terms a1, a2, a3, . . . . The
number a1 is the first term—there is no ‘to the left’ of a1. This is why I
encourage students to sketch sequence graphs with dots only—it helps to
circumvent this temptation.
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So it is true that every convergent sequence is bounded, and this can
be stated as a theorem. Here it is, with a proof and an accompanying dia-
gram. Before you read this, youmight want to review the self-explanation
training in Section 3.5. As you read it, think in detail about the links
between the proof and the labels on the diagram.

Theorem: Every convergent sequence is bounded.
Proof: Suppose that (an) → a.

Then, by definition, ∃N ∈ N s.t. ∀n > N, |an – a| < 1,
i.e. ∀n > N, a–1 < an < a+1.

Note that N is finite.
LetM = max{|a1|, |a2|, . . . , |aN |, |a – 1|, |a + 1|}.
Then ∀n ∈ N, |an| < M.
So (an) is bounded.

a

N

a−1

a+1

finitely many terms here

all other terms within 1 of a

Where would M be on this diagram? Could you and would you draw or
label the diagram differently?
One thing to notice here is that where the proof in the previ-

ous section concluded that the definition of convergence was satisfied,
this proof starts by assuming that it is satisfied. That is appropriate
to the structures of the claim and the theorem—make sure you can
see how. Here, the assumption of convergence is used to deduce that
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∃N ∈ N such that ∀n > N, |an–a| < 1, which follows by simply replacing
ε in the definition with the specific number 1 (the definition holds for all
ε > 0, so it certainly holds for ε = 1).
A second thing to notice is that this true theorem has a false converse.6

You might think about the information like this:

convergent ⇒ bounded
bounded �⇒ convergent

I wouldn’t write this sort of thing anywhere official as it’s very informal,
but I find it quite useful in notes for myself.
Before we go on, here are the remaining statements from the original

list. Do you now have better insight for some of the others, too?

• Every monotonic sequence is convergent.
• Every convergent sequence is monotonic.
• Every monotonic sequence is bounded.
• Every bounded sequence is monotonic.
• Every bounded monotonic sequence is convergent.

5.10 Combining convergent sequences

In Section 3.2 I noted that once a definition is introduced, early theorems
often involve a claim that if two objects both satisfy that definition, then
so does some combination of them. In this section we’ll consider such a
case.
Suppose that (an) → a and (bn) → b. What can we conclude about

the sequence (an + bn)? This is not a trick question. We can conclude that
(an + bn) → a + b. This result (often called the sum rule) is obvious, so
again the point of studying a proof is to understand how it can be proved
within the formal theory. The proof invokes another theorem known as
the triangle inequality (I will just state this here, but you should think
about why it is reasonable and look out for a proof):

Theorem (the triangle inequality): ∀x, y ∈ R, |x + y| ≤ |x| + |y|.

6 See Section 2.10 for a discussion of the technical meaning of converse.
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The sum rule and a proof are given below. This proof is a classic, but
it is a bit more complicated than the one in the previous section. Read
it carefully, again applying the self-explanation training from Section 3.5.
If you come to something you don’t understand, try to articulate exactly
what is puzzling you. After the proof, I will list some things that students
commonly ask and provide answers.

Theorem (sum rule for convergent sequences):
Suppose that (an) → a and (bn) → b. Then (an+bn) → a+b.

Proof: Let (an) → a and (bn) → b.
Let ε > 0 be arbitrary.
Then ∃N1 ∈ N s.t. ∀n > N1, |an – a| < ε/2
and ∃N2 ∈ N s.t. ∀n > N2, |bn – b| < ε/2.
Let N = max{N1,N2}.
Then ∀n > N,
|(an + bn) – (a + b)| = |an – a + bn – b|

≤ |an – a| + |bn – b|
by the triangle inequality

< ε/2 + ε/2
= ε.

So ∀ε > 0 ∃N ∈ N s.t. ∀n > N, |(an + bn) – (a + b)| < ε.
So (an + bn) → a + b as required.

Did you understand everything in that proof? Do you have questions
in mind about anything you did not quite get? You don’t want to rely on
me unnecessarily, so, before you read on, imagine that you are explaining
this theorem and proof to another person. Where, if anywhere, do you
get stuck?
Here is a list of common student questions, together with answers.

• Why start by setting ε > 0 to be arbitrary?
Because the conclusion, in the penultimate line, says that something
is true for all ε > 0. Starting with an arbitrary ε > 0 means that the
whole proof holds for any ε > 0.
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• Why say |an – a| < ε/2 instead of |an – a| < ε?
The answer to this lies in looking ahead and checking the algebra.
Looking ahead, note that we want to end upwith |(an+bn)–(a+b)|<ε.
Checking the algebra, note that this is done by adding together |an–a|
and |bn – b|, so we want each of those to be less than ε/2.

• But why is is okay to say that ∃N1 ∈ N s.t. ∀n > N1, |an – a| < ε/2?
Because if ε is an arbitrary number greater than 0, then ε/2 is just an-
other number greater than 0. We are assuming that (an) → a, so by
definition there must exist N ∈ N such that ∀n > N, |an – a| is
less than this number ε/2. The proof uses N1 as the name for such a
number.

• Why are the N-values called N1 and N2?
Because they might be different; the N-value beyond which
|an – a| < ε/2 might not be the same as the N-value beyond which
|bn – b| < ε/2. Calling the numbers N1 and N2 is just a standard way
of indicating that they don’t have to be the same.

• Why take the maximum of N1 and N2?
If we take N = max{N1,N2}, then every n > N will satisfy both
n > N1 and n > N2. So for every n > N we will have both
|an – a| < ε/2 and |bn – b| < ε/2, which is what we want.

This list of questions and answers encompasses a lot of reasoning that
appears repeatedly in an Analysis course. You will see numerous proofs
that involve judicious choice of an ε-value or using the triangle inequality
to split up an expression. Because this book gives detail on only a few
theorems, that might not be visible here. But look out for such tricks—
students in my recent Analysis course told me that it got a lot easier once
they started to see this repetition.
Look out in particular for similar ideas appearing in other theorems

and proofs about combining sequences. For instance, the product rule
states that if (an) → a and (bn) → b then (anbn) → ab. Is this ringing
any bells? The theorem that I used as an illustration in Chapter 1 is exactly
this result. Its proof is more complicated again, and it involves two new
tricks: adding and subtracting the same thing to make it easier to split up
an expression, and adding 1 to the bottom of a fraction to ensure that we
are not dividing by zero. With those things in mind, you should now be
ready to turn back to Chapter 1 and have a go at reading it.
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5.11 Sequences that tend to infinity

As well as considerable study of sequences that converge to finite limits,
Analysis also involves study of sequences that tend to infinity. What do
you think it means for a sequence to tend to infinity? Here is the def-
inition, with some accompanying informal words and a diagram. Read
everything properly and think about how you would explain this idea to
someone else, perhaps using Sections 5.5 and 5.6 for inspiration.

Definition:7 (an) tends to infinity if and only if

∀C > 0 ∃N ∈ N such that ∀n > N, an > C
however big there is a point such beyond that all the terms are

C is in the sequence that point greater than C.

all terms beyond here
greater than C

C

imagine bigger
values of C

N

an

n

As with convergence, several different phrases are used in sentences
about this concept:
(an) → ∞ ‘(an) tends to infinity’
an → ∞ as n → ∞ ‘an tends to infinity as n tends to infinity’
lim
n→∞ an = ∞ ‘the limit as n tends to infinity of an is infinity’

7 There is some variation in how people write this definition. It’s perfectly fine, for
instance, to start with ‘∀C ∈ R’, but some people (including me) use ‘∀C > 0’ because
it makes some of the proofs algebraically tidier. You might want to think about why it
doesn’t matter which we use.
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In this case, the last one is less common. Some people think we shouldn’t
use it at all because ∞ is not a number so it makes no sense to say that
something is equal to it. However, it is often notationally convenient
to write about limits this way. Just be alert to the problem in case your
lecturer is a stickler about this sort of thing.
It is worth pausing here to clarify the relationship between the idea of

tending to infinity and a couple of different representations. Here, for
instance, are two sequences that both tend to infinity:

(2n) = 2, 4, 8, 16, 32, . . . (3n – 1) = 2, 5, 8, 11, 14, . . .

No one has trouble believing this—obviously both sequences get as big
as you like. You might want to think about how to prove it, though. For
an arbitrary value of C, what would N have to be to ensure that ∀n > N,
an > C? How would you construct a proof?
Here is a sequence that doesn’t tend to infinity:( 1

n
)
= 1, 12 ,

1
3 ,

1
4 ,

1
5 , . . .

No one has trouble believing this either, at least when looking at the
sequence in list form—obviously it tends to zero. However, people do oc-
casionally get confused when looking at graphs like the one below. They
look at the terms and imagine extending the graph infinitely to the right,
and consequently find themselves thinking that

( 1
n
)
tends to infinity.

n

an

1 2 3 4 65 7

1

8

That must be nonsense, because if it weren’t then all sequences would
tend to infinity (they all extend infinitely to the right). To avoid falling
into this trap, think about what is represented on which axis. We are talk-
ing about whether or not an tends to infinity, and an is represented on the
vertical axis.
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Combining sequences that tend to infinity opens up some interesting
questions. For instance, these sequences both tend to infinity:

(n2) = 1, 4, 9, 16, 25, . . . (2n) = 2, 4, 8, 16, 32, . . .

What about this one? (
n2

2n

)
=
1
2
,
4
4
,
9
8
,
16
16

,
25
32

, . . .

In this sequence, the numerator tends to infinity, but so does the denom-
inator. Does one of them ‘win’, dominating the other and forcing the
sequence to tend to zero or infinity? Or do they, perhaps, ‘balance out’
so that the sequence converges to 1, or maybe 2? Listing just the first few
termsmakes any of these outcomes seem plausible, but if you’ve read Sec-
tion 2.9 and you are alert to links across mathematical ideas, you might
immediately recognize what must happen. If not, look at that section and
also try writing out a few more terms.
In some similar cases we can get better insight by thinking about the

structures of the numerator and the denominator. For instance, consider
the sequence

(
6n

n!

)
=
6
1
,
36
2
,
216
6

,
1296
24

,
7776
120

, . . . .

The numerator in this case involves some pretty big numbers, but in fact
the sequence tends to zero. It’s possible to see why by thinking about large
values of n while keeping the structures visible:

6 × 6 × . . . × 6
1 × 2 × . . . × n

.

If n is, say, 1000, then most of the multiplied numbers on the bottom
are much bigger than their corresponding sixes on the top. That’s a use-
ful way to think about it intuitively; in an Analysis course you will likely
learn about the ratio test, which provides a way to prove things like this
formally. Here is a statement of the ratio test:

86 | SEQUENCES



Theorem (ratio test):
Suppose that (an) is a sequence such that (an+1/an) → l. Then:

1. If –1 < l < 1 then (an) → 0.
2. If l > 1 and an > 0 ∀n ∈ N then (an) → ∞.
3. If l > 1 and an < 0 ∀n ∈ N then (an) → –∞.
4. If l < –1 then the sequence neither converges nor tends to ±∞.
5. If l = 1 we get no information.

Why is this called the ratio test? Can you work out how to apply it to
prove that both of the sequences(

n2

2n

)
and

(
6n

n!

)
tend to zero (hint: what is the ratio an+1/an in each case)? Why does the
ratio test apply so tidily to sequences like these? Can you come up with
sequences that yield other limits of ratios and therefore lead to other
conclusions? And why is each part of the theorem true? I won’t prove
the ratio test here (though see Section 6.6 for an analogous result about
series). But a typical proof relies on several other theorems and thus
constitutes a nice example of theory building—look out for it in your
course.
As a final idea in this section, consider this theorem:

Theorem: If (an) → ∞ then
(

1
an

)
→ 0.

This will also likely be proved in your course. Is its converse true?
This is another question that split my class of 200 down the middle:

about half said yes and half said no, even after some discussion and an
opportunity to rethink their answers. So think about whether you might
have missed something, then read on.
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Again the converse is not true. For some sequences that tend to zero,
the reciprocal does tend to infinity. For example:(

1
n

)
→ 0 and

(
1
1
n

)
= (n) → ∞.

But this is not the case for all such sequences. For example:(
–1
n

)
→ 0 but

(
1
–1
n

)
= (–n) → –∞.

There are worse cases too:(
(–1)n

n

)
→ 0 but

(
1

(–1)n
n

)
= ((–1)nn) = –1, 2, –3, 4, –5, 6, . . . ,

which does not tend to a limit of any kind.
If you got that wrong, don’t worry about it. It’s very common for people

to think only about positive numbers, and to forget that different things
might happen with negative ones (though you should learn from this and
become more alert to similar problems). Indeed, if you have a reasonably
creative Analysis lecturer then you will encounter numerous opportun-
ities to be wrong—Analysis contains many theorems with plausible but
false converses, and thesemake for great true/false questions to get people
thinking in lectures and problems classes. In general, opportunities to be
wrong are to be embraced. What I say to my classes is that I don’t care
who is right or wrong, I just care that everyone is thinking and is willing
to change their minds if presented with a good reason to do so.

5.12 Looking ahead

The preceding sections are just a taster of thematerial you will study in an
Analysis course that covers sequences.We haven’t, for instance, looked at
all the possible theorems in Section 5.4, and a typical course will involve
proofs of all the true ones. It will also involve considerable work with
‘standard’ sequences like (xn) and (x 1

n ) and (nα). Do these have limits as
n tends to infinity? Does the answer differ for different values of x and α?
And what happens for a sequence like

(
(3n + 7n) 1

n

)
?
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Then there are more general theorems that can be proved more or less
directly from the definition of convergence. It is common, for instance,
to prove that the limit of a sequence must be unique—that a sequence
cannot tend to more than one limit. As with some other results in this
chapter, this is completely obvious, so what you’re supposed to learn is
how to prove it within the formal theory. Similarly, you will probably see
a proof of this theorem:

Theorem (sandwich rule):
Suppose that (an) → a and (cn) → a and that ∀n ∈ N, an ≤ bn ≤ cn.
Then (bn) → a.

If you have understood the definition of convergence and you’re will-
ing to draw a few diagrams and/or do some algebra, you will probably be
able to prove this now. And can you invent a comparison test along the
same lines for sequences that tend to infinity? Such rules and tests, when
combined with knowledge about a few standard sequences, can be used
to establish the limiting behaviours of a great many more.
Many courses also involve study of Cauchy8 sequences, the definition

for which appears here:

Definition: (an) is a Cauchy sequence if and only if

∀ε > 0 ∃N ∈ N such that ∀n,m > N, |an – am| < ε.

Where the definition of convergence is about terms getting close to a
limit, the definition of a Cauchy sequence is about terms getting close to
each other. Do you think that Cauchy sequences have to be convergent,
and vice versa?
Finally, most courses on sequences go on to work on series. This is not

a coincidence: sequence convergence is key to the theory of series, as I
will explain in the next chapter.

8 This is a French name, so the pronunciation is more like ‘coe-shee’ than ‘cow-
chee’.
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chapter 6

Series

This chapter starts with geometric series, examining conditions under which a
formula can be used to calculate an infinite sum. It discusses notation, graphical
representations and definitions for partial sums and series convergence, applying
these to the harmonic series. It introduces tests for series convergence, describ-
ing some relationships between these, before demonstrating that infinite series
can have some very peculiar behaviours. It concludes with a section on power
series, followed by two sections on Taylor series and their relationships with
functions.

6.1 What is a series?

Aseries is an infinite sum, like this:

1 + 1
3 +

1
9 +

1
27 +

1
81 + . . . .

As usual, the ellipsis at the end means ‘and so on (forever)’. This series
is a geometric series with common ratio 1

3 , and you might know that it

therefore adds up to
1

1 – 1
3

= 3
2 .

It’s worth checking that this seems reasonable, even if you know the
standard formula—people sometimes get good at working with formulas
but forget to think about what they mean. In this case we could think
about a number line:

210

1 1
27

1
9

1
3

Eyeballing this should convince you that the sum 3
2 seems about right.
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Youmight also know how the formula for the sum of a geometric series
is derived, having seen an argument like the one below (in which I’ve
rewritten 1 + 1

3 +
1
9 +

1
27 +

1
81 + . . . as 1 + 1

3 +
1
32 +

1
33 +

1
34 + . . . to make it

easier to see what’s going on).

Claim: 1 + 1
3 +

1
32 +

1
33 +

1
34 + . . . = 3

2 .

Proof: Let S = 1 + 1
3 +

1
32 +

1
33 +

1
34 + . . . .

Then 1
3S = 1

3 +
1
32 +

1
33 +

1
34 + . . . .

So S – 1
3S = 1,

i.e.
(
1 – 1

3

)
S = 1.

So S =
1

1 – 1
3
= 3

2 .

I think this is a lovely little proof. It finds the sum in an indirect way
by giving it a name, S, then doing some multiplication that makes elegant
use of the fact that the series has infinitely many terms, then making S the
subject of a formula. It is also straightforward to generalize. If a geometric
series has first term a and common ratio r, then an argument of the same
form can be used to prove a more general theorem.

Theorem: a + ar + ar2 + ar3 + ar4 + . . . =
a

1 – r
.

Proof: Let S = a + ar + ar2 + ar3 + ar4 + . . . .

Then rS = ar + ar2 + ar3 + ar4 + . . . .

So S – rS = a,

i.e. (1 – r)S = a.

So S =
a

1 – r
.

As with much mathematics, the great thing is that this always works.

Or does it?
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What if the first term is 1 and the common ratio is 3? Then the formula
gives

1 + 3 + 9 + 27 + 81 + . . . =
1

1 – 3
=

1
–2

= –
1
2
.

This, clearly, is nonsense. The infinite sum 1 + 3 + 9 + 27 + 81 + . . . and
the number – 1

2 are very far from equal. The series does not even add up
to a finite number, never mind a negative one.
And how about a common ratio of –1? The formula in this case gives

1 – 1 + 1 – 1 + 1 – . . . =
1

1 – (–1)
=
1
2
.

But in fact this series does not add up to anything—the sum keeps al-
ternating between 1 and 0. To say that this is somehow equal to 1

2 is
meaningless.
So the formula does not always work. Far from it.
A student new to advanced mathematics might not be alert to such

problems because earlier mathematics often involves only problems or
exercises for which a standard method applies. You probably ‘knew’ that
the formula should only be applied if |r| < 1, because those are the only
ratios for which you’ve been asked to use it. It doesn’t take much thought
to establish that it doesn’t apply for all possible ratios. But this raises an
interesting question and a point worth noting.
The interesting question is, what went wrong with the proof? It looked

like it ought to work for every ratio, but it doesn’t. There must be some
hidden assumption in the reasoning, one that is not always valid. Did you
get a sense of what that assumption might be? The problem occurs where
we perform the subtraction S–rS. Notice that if ar+ar2+ar3+ar4+. . . = C
then S – rS = a +C –C. This looks like it should be equal to a, and indeed
it is if C happens to be a finite number. But if C is infinite, then we end up
with ‘a +∞ –∞’, which is not a meaningful expression because ‘∞ –∞’
is not meaningful. Think, for instance, about subtracting the number of
square numbers from the number of natural numbers (wewould want the
answer to be +∞), then about subtracting the number of integers from
the number of natural numbers (we would want the answer to be –∞).
Subtraction is not well defined in this case. Knowledge about finite objects
does not necessarily generalize to infinite ones, and much of this chapter
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is about cases in which the mathematics of infinite series differs from that
of finite sums.
The point worth noting is that advanced mathematics is less about

performing calculations to find answers and more about pinning down
the conditions under which a result or formula is valid. In the case of
geometric series we might ask,

For what values of a and r is it true that a+ ar + ar2 + ar3 + . . . =
a

1 – r
?

This type of question pervades the mathematics of series, and a typical
Analysis course involves establishing tests that address the corresponding
general question that can be asked about any series:

Does this add up to a finite number?

Section 6.4 will answer the question about geometric series, and later sec-
tions will introduce some of the available tests. First, however, we will set
up some technical machinery to make the study of series easier.

6.2 Series notation

Series are not conceptually difficult, but they come wrapped in a lot of
notation that makes them look complicated. This makes some students
avoid questions about them on exams, when in fact those questions are
often the easiest. You don’t want to avoid easy exam questions, so it’s
worth getting to grips with the notation.
Many readers will already know that series can be represented using

‘sigma notation’, so called because it involves the upper-case Greek letter
sigma, written ‘�’. We write things like this:

∞∑
n=1

1
3n–1

‘the sum from n equals one to infinity of one over three
to the power n-minus-one’

To expand this notation, we take the values of n one at a time and add the
corresponding terms together. So this is just another way of representing
our original series.

∞∑
n=1

1
3n–1

=
1

31–1
+

1
32–1

+
1

33–1
+ . . . = 1 +

1
3
+

1
32

+ . . .
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Sigma notationmight seem cumbersome at first, but it has some big ad-
vantages. First, formulating a general expression for the terms of a series
forces us to think about their structure. This might not buy us much for a
simple geometric series, but it’s handy for dealing with more complicated
series like this:

1
2
+ 1 +

9
8
+ 1 +

25
32

+
18
32

+
49
128

+ . . . =
∞∑
n=1

n2

2n
.

Second, we can vary the limits to express a series that ‘starts’ at a different
place or to express a finite sum:

∞∑
n=5

n2

2n
=

52

25
+
62

26
+
72

27
+ . . . ;

5∑
n=1

n2

2n
=

12

21
+
22

22
+
32

23
+
42

24
+
52

25
.

A finite sum is not a series, of course, and there isn’t much mileage in
writing a finite sum in this way if it has only two or three terms. But it
saves a bit of effort when expressing a sum with, say, ten related terms:

1
1!

+
1
2!

+
1
3!

+
1
4!

+
1
5!

+
1
6!

+
1
7!

+
1
8!

+
1
9!

+
1
10!

=
10∑
n=1

1
n!
.

There is also good reason to do it if we want to consider numerous related
sums, like this:

Let sn =
n∑
i=1

1
i
. Then

s1 =
1∑
i=1

1
i
=
1
1

s2 =
2∑
i=1

1
i
=
1
1
+
1
2

s3 =
3∑
i=1

1
i
=
1
1
+
1
2
+
1
3
, etc., and in general

sn =
n∑
i=1

1
i
=
1
1
+
1
2
+
1
3
+ . . . +

1
n
.

94 | SERIES



Notice that there are two variables in use here. One, i, is an indexing
variable: in each term, we replace this with whatever number we’re up to.
The other, n, is a sort of stopping variable. Earlier in this section I used
n as the indexing variable. That’s fine as it is just a name—we can use
whatever letter or symbol we like. But, in work with series, we sometimes
care about both of these variables and it is useful to be able to distinguish
them, so when I need both I will use i for indexing and n for stopping. I
will also adopt the standard convention that, because we are mostly inter-
ested in infinite series, the notation

∑
an (with no specified limits) means

the infinite series a1 + a2 + a3 + . . . .
In any case, sigma notation is very compact. For an expert, this is an

advantage. But compact notation hides away much of the meaning, so
students sometimes find themselves staring at an expression involving
sigma notation as though it’s just a meaningless jumble of symbols. I have
a maxim for dealing with this situation:

If in doubt, write it out.

I realize this sounds a bit naff,1 but the message is serious. If you are faced
with a series (or a finite sum) written in sigma notation, writing out the
first few terms will often give a better sense of what you’re dealing with.

6.3 Partial sums and convergence

Recall that the general question asked about any series is:

Does this add up to a finite number?

We have seen an example that does, an example that doesn’t because it
has an infinite total, and an example that doesn’t because it doesn’t have
a meaningful total at all:

∞∑
n=1

1
3n–1

∞∑
n=1

3n
∞∑
n=1

(–1)n–1

1 This is a British-English word meaning, according to my computer’s dictionary,
‘lacking taste or style’. I lived in America for a bit but never did find an adequate
American equivalent.
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We have also seen examples for which the answer is less obvious. What
about this series from the previous section, for instance?

∞∑
n=1

n2

2n
=
12

21
+
22

22
+
32

23
+
42

24
+
52

25
+ . . .

This has only positive terms, so its total must be either infinite or a fi-
nite positive number. Which do you think it is? Section 6.6 will provide
the answer, but before that I want to make sure that you understand
the potential complexity of the general question. To do so it is useful
to introduce some notation, the notion of partial sums, and a graphical
representation.
To talk about series in general I will use the notation

∞∑
n=1

an = a1 + a2 + a3 + a4 + . . . .

At this point it is worth explicitly contrasting series with sequences.
In everyday English, people tend to use these words interchangeably. In
mathematics, however, a sequence is an infinite list

(an) = a1, a2, a3, a4, a5, a6, . . . ,
whereas a series is a infinite sum∑

an = a1 + a2 + a3 + a4 + a5 + a6 + . . . .

Obviously these are very different so it is important to use the language
correctly. It is particularly important here because mathematicians relate
each series to its sequence of partial sums.

Definition: The nth partial sum of the series
∞∑
i=1

ai is sn =
n∑
i=1

ai.

This gives

s1 =
1∑
i=1

ai = a1

s2 =
2∑
i=1

ai = a1 + a2

s3 =
3∑
i=1

ai = a1 + a2 + a3, etc., and in general
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sn =
n∑
i=1

ai = a1 + a2 + a3 + . . . + an.

Why do you think these are called partial sums? This is not a trick
question—I just want you to think about it so that you’re not tempted
to memorize the definition meaninglessly. And can you see why it is im-
portant to keep the language straight? The partial sums form a sequence
(sn), so each series has an associated sequence and it is important to know
which notation is used for which.
The relationship becomes clearer, in my view, when looking at a graph

showing sn against n. The diagram below shows the graph for the given
series, along with the first few partial sums. The graph uses dots rather
than a curve because, as with sequences, the value sn only exists when n is
a natural number.

n

− 1
2 + 1

3 − 1
4 = 7

12

− 1
2 + 1

3 = 5
6

2− 1 = 1
2

s1 = 1

1

1

2 3 4 5 6 7

∞

n=1

(−1)n+1

n

sn

s2 = 1

s3 = 1

s4 = 1

Notice that an is not plotted explicitly on this graph, though we can ‘see’
it as the vertical difference between sn–1 and sn. Notice also that the series
has a finite sum if and only if the sequence (sn) converges to a limit—look
at the graph and think about why. This leads to the following definition.

Definition:
∞∑
i=1

ai converges if and only if (sn) converges, where sn =
n∑
i=1

ai.

The language gets a bit weird here, because we are really interested in
whether or not the series adds up to a finite number. But, because the
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series is infinite, we approach this question via the sequence of partial
sums. This leads us to describe the behaviour of the series in terms of
convergence. You need to know the formal definition in terms of partial
sums, obviously, but here is a summary of the conceptual information:

• We say that a series converges if it adds up to a finite number;
• We say that it diverges if it doesn’t.

6.4 Geometric series again

Working with partial sums converts a question about series into a ques-
tion about sequences. This allows us to give a precise answer to the earlier
question about geometric series:

For what values of a and r is it true that a+ ar + ar2 + ar3 + . . . =
a

1 – r
?

Using partial sums means that we can apply the familiar argument to
the partial sum sn, which is finite so that we don’t run into problems
with infinite or undefined sums. Then we can ask what happens to sn
as n tends to infinity, in effect turning the question about an infinite sum
into a question about finite sums and a limit. Here is a whole argument,
presented as a theorem and proof.

Theorem: a + ar + ar2 + ar3 + ar4 + . . . =
a

1 – r
if and only if |r| < 1.

Proof: Let sn = a + ar + ar2 + . . . + arn–1.

Then rsn = ar + ar2 + . . . + arn–1 + arn.

So sn – rsn = a – arn,

i.e. (1 – r)sn = a – arn.

So sn =
a(1 – rn)
1 – r

.

Now, (rn) converges if and only if |r| < 1.

So (sn) converges if and only if |r| < 1.

In such cases, (rn) → 0 so (sn) → a
1 – r

.
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With this established, I think it is fun to look at visual representations
for certain sums. For instance, imagine that the area of the whole square
in the next diagram is 1. What is the area of the biggest black square? And
the next biggest one? How does the picture illustrate the sum?

1
4 + 1

42
1
43

1
44+ + + . . . = 1

3

Another image that you might have seen is the Koch snowflake, which
is constructed iteratively by taking an equilateral triangle and adding on
three triangles to construct a six-pointed star, then smaller triangles and
so on. If the area of the original triangle is 1, what is the area of the star?
And what is the area at the next iteration?What geometric series does this
construction correspond to, and what is its sum (the area of the limiting
shape)? And, for something a bit weirder, what is the perimeter of that
shape?

6.5 A surprising example

The proof for the geometric series formula used the fact that the
sequence (rn) tends to zero only if |r| < 1. For a general series∑

an = a1 + a2 + a3 + . . . to converge, it should be pretty clear that
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an will have to tend to zero as n tends to infinity. This is captured in the
following theorem.

Theorem: If
∑

an converges then (an) → 0.

This theorem is sometimes referred to as the null sequence test, because
its contrapositive2 acts as a test for non-convergence:

(Contrapositive) If (an) �→ 0 then
∑

an does not converge.

What about the converse of the theorem?

(Converse) If (an) → 0 then
∑

an converges.

Many people just assume that this is true, even if they are alert to the
fact that a conditional statement and its converse are different (see Sec-
tion 2.10). It is intuitively natural to think that if the terms tend to zero
then the seriesmust have a finite total. But in fact this is not true, as shown
by the counterexample below. This really caught my attention when I first
saw it—partly because the result surprised me and partly because I found
the associated argument so elegant and convincing.
Consider the harmonic series

∞∑
i=1

1
n
= 1 +

1
2
+
1
3
+
1
4
+
1
5
+
1
6
+ . . . ,

for which the first few partial sums and a graph are shown here:

n

sn

1

2

s1 = 1
s2 = 1+   = 3

2
1
2

s3 = 1+   +   =3
2

11
6

1
2

25
12

s4 = 1+   +   +     =1
3

1
4

1
2

2 The contrapositive of the conditional statement ‘if A then B’ is ‘if not B then not A.’
If a conditional statement is true then its contrapositive is always true—see a transition-
to-proof textbook or Section 4.6 of How to Study for/as a Mathematics Degree/Major.
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Looking at this information for the first time, most people conclude that
the series has a finite sum that is somewhere in the region of 3 to 5, or
maybe 10 at the outside. But that is wrong. The sum is infinitely large,
which we can demonstrate as follows.
The first term of the series, 1, is greater than 1

2 . The second is equal to
1
2 . The third term is not greater than or equal to 1

2 on its own, but taking
the next two terms gives something that is: 1

3 + 1
4 > 2

4 = 1
2 . Similarly,

taking the next four terms, 1
5 + 1

6 + 1
7 + 1

8 > 4
8 = 1

2 . And we can add
another half by taking the next eight terms, then the next sixteen, then
the next thirty-two, and so on. Because we can keep adding more halves,
the whole sum is infinite.
Sometimes people represent the argument like this:

1 + 1
2 +

1
3 +

1
4︸ ︷︷ ︸

> 1
2

+ 1
5 +

1
6 +

1
7 +

1
8︸ ︷︷ ︸

> 1
2

+ 1
9 +

1
10 +

1
11 +

1
12 +

1
13 +

1
14 +

1
15 +

1
16︸ ︷︷ ︸

> 1
2

+ . . .

To formalize it, a lecturer or textbook might use a claim like

∀n ∈ N, s2n > n+1
2 .

Can you see why this is true? Again, the maxim ‘if in doubt, write it out’
applies. I would write out the inequality for a few values of n like this:

s21 = s2 > 1+1
2 = 2 × 1

2 because s2 = 1 + 1
2

s22 = s4 > 2+1
2 = 3 × 1

2 because s4 = 1 + 1
2 +

1
3 +

1
4︸ ︷︷ ︸

> 1
2

s23 = s8 > 3+1
2 = 4 × 1

2 because s8 = 1 + 1
2 +

1
3 +

1
4︸ ︷︷ ︸

> 1
2

+ 1
5 +

1
6 +

1
7 +

1
8︸ ︷︷ ︸

> 1
2

This convinces me that the claim is valid. With that established, we can
observe that because the sequence

( n+1
2

)
tends to infinity, the sequence

(sn) must also tend to infinity. There are some details to sort out, because
(s2n ) is only a subsequence of (sn), but this is the gist of the argument and
you will probably see the details in your Analysis course.
The divergence of the harmonic series should serve as a reminder that

intuition based on graphs or finite cases should be generalized to infin-
ite cases only with great caution (you might now like to imagine what a
graph of sn against nwould look like for the first million terms). It should
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also help you to appreciate that infinity is really big. The terms of the
harmonic series are small and they keep on getting smaller, but there are
somany of them that they add up to something infinite anyway. Finally, it
highlights the fact that apparently similar series might have dramatically
different behaviours:(

1
2n

)
→ 0 and

∞∑
n=1

1
2n

converges,

but (
1
n

)
→ 0 and

∞∑
n=1

1
n
diverges.

This should make you wonder what happens for other series. For
instance, (

1
n2

)
→ 0; what do you think happens to

∞∑
n=1

1
n2

?

On the one hand this series is a bit ‘like’
∑

1/n, so maybe it diverges. On
the other hand, its terms get smaller a lot faster, so maybe it converges. I
will leave this as a cliffhanger for your course.

6.6 Tests for convergence

Any course in Analysis will establish convergence or divergence for
‘standard’ series like those considered so far in this chapter. It will also
introduce and prove numerous tests for convergence that can be applied
to more complicated-looking series. I will not include a lot of proofs here,
but I will include several tests so that I can draw your attention to some
relationships between them. Here is one, for instance:

Theorem (shift rule for series):
Suppose N∈N. Then

∑
an converges if and only if

∑
aN+n converges.

Can you see why this is called the shift rule? IfN = 10, say, it just means
that a1+a2+a3+ . . . converges if and only if a11+a12+a13+ . . . converges.

102 | SERIES



It doesn’t mean that they converge to the same number—obviously chop-
ping ten terms off the beginning will make the series add up to something
different, but it cannot make a convergent series divergent (or vice versa).
Think about why.
Here is another test:

Theorem (comparison test for series):
Suppose that 0 ≤ an ≤ bn ∀n ∈ N. Then

1. If
∑

bn converges then
∑

an converges;
2. If

∑
an diverges then

∑
bn diverges.

This is intuitively natural, somuch so that I invoked it twice in Section 6.4
and you probably didn’t notice. Where did I do that, exactly? In fact there
are a few related comparison tests, including this one:

Theorem (limit comparison test):

Suppose that an, bn > 0 ∀n ∈ N and
(
an
bn

)
→ l �= 0.

Then
∑

an converges if and only if
∑

bn converges.

The limit comparison test is useful for establishing results about
complicated-looking series by noticing that they are in some sense ‘like’
simpler ones. For instance, let

an =
n2 + 6
3n3 – 4n

.

Then
∑

an diverges, because
∑

bn =
∑

1/n diverges and

an
bn

=
n3 + 6n
3n3 – 4n

=
1 + 6

n2

3 – 4
n2

→ 1
3
as n → ∞.

Make sure you can see how this relates to the statement of the test.
Where the limit comparison test uses ratios of corresponding terms of

two different series, the ratio test uses ratios of adjacent terms of the same
series:
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Theorem (ratio test for series):
Suppose that an > 0 ∀n ∈ N and that (an+1/an) → l as n → ∞. Then:

1. If l < 1 then
∑

an converges.
2. If l > 1 (including l = ∞) then

∑
an diverges.

We’ll do two things here: apply this test to a specific series and examine
a proof. We will apply it to the series below, which was introduced in
Section 6.3. What do you think? Does this series converge or diverge?

∞∑
n=1

n2

2n
=
12

21
+
22

22
+
32

23
+
42

24
+
52

25
+ . . .

To find out using the ratio test, we need to consider an+1/an. The form
of the series terms means that things cancel when we do this:

an+1
an

=
(n + 1)2

2n+1
· 2

n

n2
=
1
2

(
n + 1
n

)2

=
1
2

(
1 +

1
n

)2

.

Now as n → ∞,
(
1 + 1

n
)2 → 1 so 1

2

(
1 + 1

n
)2 → 1

2 . This is a limit l < 1
so the ratio test tells us that the series converges. That’s all there is to
applying the ratio test. But people sometimes find it confusing, I think
because it gives information about the series via the limit of the sequence
of ratios of its terms, which is obviously a complicated chain of reasoning.
Check that you can see what Imean, then try applying the ratio test to find
out about the convergence or otherwise of the series

∞∑
n=1

2n

n!
=
21

1!
+
22

2!
+
23

3!
+
24

4!
+
25

5!
+ . . . .

Why does the cancelling work even better in this case? And why is it
important to remember that we use an+1/an, not an/an+1?
To understand why the ratio test works, we need a proof. I will state

the test again, together with a proof for part 1. I like this proof because it
is a nice example of theory building: it uses the definition of convergence
for the sequence (an+1/an) (see Sections 5.5 and 5.6), the result about con-
vergence for geometric series (Section 6.4) and the comparison test and
the shift rule (this section). It also cleverly constructs a number less than
1 by using the fact that l < 1. This diagram will help you to see how:

104 | SERIES



0 1l

εε

1
2 (1 +l)

ε = 1
2 (1− l)

With that in mind, have a go at reading the proof (don’t forget the self-
explanation training from Section 3.5).

Theorem ratio test for series:
Suppose that an > 0 ∀n ∈ N and that (an+1/an) → l as n → ∞. Then:

1. If l < 1 then
∑

an converges.
2. If l > 1 (including l = ∞) then

∑
an diverges.

Proof of part 1: Suppose an > 0 ∀n ∈ N and (an+1/an) → l < 1.
Then, using ε = 1

2 (1 – l) in the definition of (an+1/an) → l,
∃N ∈ N s.t. ∀n > N,∣∣∣∣an+1an

– l
∣∣∣∣ < 1

2 (1 – l) ⇒ an+1
an

< l + 1
2 (1 – l) = 1

2 (1 + l) < 1.

This means that ∀n > N, an+1 < 1
2 (1 + l)an.

In particular,

aN+2 < 1
2 (1 + l)aN+1

and

aN+3 < 1
2 (1 + l)aN+2 <

( 1
2 (1 + l)

)2 aN+1

and, by induction,

aN+n ≤ ( 12 (1 + l)
)n–1 aN+1 ∀n ∈ N.

Now
∑( 1

2 (1 + l)
)n–1 aN+1 converges because it is a geometric series

with common ratio less than 1.
So
∑

aN+n converges by the comparison test for series.
So
∑

an converges by the shift rule for series.
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As usual, I’d advise imagining that you are explaining the proof to
someone else. Where, if anywhere, do you get stuck? Make a couple of
notes on that and you’ll be ready to listen for a lecturer’s explanation in
your course. If you didn’t get stuck, can you adapt the argument to prove
part 2? Either way, be ready for lots of practice in applying these tests and
more.

6.7 Alternating series

Many of the series we’ve dealt with have only positive terms, but we did
look at one with both positive and negative terms:

n

sn

1 s2 = 1− 1
2

s4 = 1− + − =1
2

1
3

1
4

7
12

s3 = 1− + =1
2

1
3

5
6

= 1
2

s1 = 1

1 2 3 4 5 6 7

∞

n=1

(−1)n+1

n

This series converges, as should be obvious from the graph. In fact,
it converges to ln 2. Does this seem reasonable? To answer, we need
an approximate value for ln 2, and this is a situation in which under-
graduates reach for their calculators then look a bit embarrassed because
they know they should be able to work this out. Here’s how I’d do it:
x = ln 2 ⇔ ex = 2, and e is about 2.7, meaning that x must be a bit less
than 1. So that seems okay.
I won’t prove that this series converges to ln 2 as that takes a bit of ma-

chinery. But it is pretty easy to prove that it does converge, by observing
three things:

• The odd terms of (sn) form a decreasing subsequence
(s2n–1) = s1, s3, s5, . . . that is bounded below and therefore must
converge;3

3 One of the possible theorems from Section 5.4 was ‘Every bounded monotonic
sequence is convergent’. This is true, and is discussed further in Section 10.5.
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• The even terms of (sn) form an increasing subsequence (s2n) =
s2, s4, s6, . . . that is bounded above and therefore must converge;

• The terms of both subsequences get arbitrarily close to each other
because (1/n) → 0.

The proof below formalizes these observations. Reading it will be good
practice in thinking about partial sums. If in doubt about how the alge-
bra works, write out s2n+1, perhaps for a specific value of n, and think
about that (e.g. n = 3 gives s7 = 1 – 1

2 +
1
3 –

1
4 +

1
5 –

1
6 +

1
7 ).

Claim:
∑ (–1)n+1

n
converges.

Proof: Let sn =
n∑
i=1

(–1)i+1

i
as usual.

Then ∀n ∈ N,

s2n+1 – s2n–1 = –
1
2n

+
1

2n + 1
< 0 so (s2n–1) is decreasing, and

s2n+2 – s2n =
1

2n + 1
–

1
2n + 2

> 0 so (s2n) is increasing.

So ∀n ∈ N, s2 ≤ s2n < s2n–1 ≤ s1.
So (s2n–1) and (s2n) are both monotonic and bounded, so they
converge.
Finally, suppose that lim

n→∞ s2n–1 = s.

Then lim
n→∞ s2n = lim

n→∞

(
s2n–1 –

1
2n

)
= s – 0 = s.

So (sn) → s and the series is convergent.

Series like this are known as alternating series, for the obvious rea-
son that they alternate between positive and negative terms. Where have
we seen a divergent alternating series? Convergent alternating series can
be split into two kinds with different behaviours. For some convergent
alternating series, the series composed of the absolute values of the terms
converges too. For example, both∑

(–1)n
( 3
4

)n and
∑( 3

4

)n converge.
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For other convergent alternating series, the series composed of the
absolute values of the terms diverges. For example,∑ (–1)n

n
converges but

∑ 1
n
diverges.

This motivates these two definitions:

Definition:
∑

an is absolutely convergent if and only if
∑

|an| is
convergent.

Definition:
∑

an is conditionally convergent if and only if
∑

an is
convergent but

∑
|an| is not.

Conditionally convergent series turn out to have a very peculiar property,
as described in the next section.

6.8 A really surprising example

Consider the series
∑

an = 1 – 1 + 1
2 –

1
2 +

1
3 –

1
3 +

1
4 –

1
4 +

1
5 –

1
5 . . . .

n

sn

1

This converges to zero (because the sequence of partial sums (sn) tends to
zero).
Now consider the series

∑
bn = 1 + 1

2 – 1 +
1
3 +

1
4 –

1
2 +

1
5 +

1
6 –

1
3 + . . . .

n

sn

1
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This has the same terms as
∑

an, just in a different order. Make sure you
believe that none are missed out. Then notice that if we group the terms
in threes, we can rewrite

∑
bn in a simpler way:

∑
bn =

(
1 + 1

2 – 1
)
+
( 1
3 +

1
4 –

1
2

)
+
( 1
5 +

1
6 –

1
3

)
+ . . .

=
(
1 – 1

2

)
+
( 1
3 –

1
4

)
+
( 1
5 –

1
6

)
+ . . .

The result is the alternating series from the Section 6.7, which adds up to
ln 2. So, by adding up the terms in a different order,we get a different sum.
This is not a trick. It is genuinely possible to add up the terms of this

series in different orders and get different totals. If you weren’t convinced
before that infinite sums behave differently from finite sums, you should
be now.
I think this is the weirdest, most counterintuitive result in early Ana-

lysis, and this makes series my favourite topic to teach. I get a kick out of
it because I like surprises and I especially like understanding how such a
counterintuitive result could arise. Some students don’t like it so much,
because counterintuitive results make them doubt their understanding
and become a bit nervous. I will try to explain it in such a way that you
can avoid the nerves and share my fascination.
First, don’t panic. It is still true that 3+5 = 5+3, and indeed order does

not matter for any finite sum—adding up a million numbers in any order
will give the same total. The peculiar behaviour happens only with infin-
ite series. Indeed, it happens only with conditionally convergent series.
Your Analysis lecturer will probably formulate a full algebraic argument
explaining why, but it’s possible to get the gist of it by understanding an
important feature of conditionally convergent series.
In a conditionally convergent series, the terms tend to zero. They must

do, because a conditionally convergent series is convergent so it satisfies
the null sequence test from Section 6.4. Also, the positive terms alone
add up to +∞, and the negative terms alone add up to –∞. You can
check this for the series in this section, and you will probably prove it in
your course. But this means that conditionally convergent series are truly
amazing. Suppose that c is an arbitrary real number. Then, because the
positive terms of a conditionally convergent series add up to +∞, we can
add them up, keeping them in order, until we get above c. Then, because
the negative terms add up to –∞we can add negative ones, again keeping
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them in order, until we get below c again. Then we can add positive ones
to get above c again, and so on. Keeping the terms in order means we will
definitely include them all, so the resulting rearrangement of the series
contains the same terms as the original. And the fact that the terms tend
to zero means that this process produces a series that converges to c. This
means that we can rearrange a conditionally convergent series to make it
add up to any number we want. Brilliant.

6.9 Power series and functions

The remaining sections in this chapter introduce power series, which pop
up all over mathematics. In some courses you will learn to manipulate
power series and apply them to practical problems; in others, including
Analysis, you’ll learn more about the theory. Here I want to make sure
that you understand what power series are, how they can be studied using
techniques we’ve already seen, and how they relate to functions.

Definition: A power series centred at a is a series of the form
∞∑
n=0

cn(x – a)n = c0 + c1(x – a) + c2(x – a)2 + c3(x – a)3 + . . . .

In particular, a power series centred at 0 is a series of the form
∞∑
n=0

cnxn = c0 + c1x + c2x2 + c3x3 + . . . .

Notice that each term is of the form cnxn or cn(x – a)n, where cn is a
coefficient; the powers of x or (x–a) give power series their name. Notice
also that for power series we usually start at n = 0 because this allows us
to have a constant term, which is desirable because a power series is like
an infinite polynomial.

One simple power series is
∞∑
n=0

xn = 1 + x + x2 + x3 + . . . .

This is just the geometric series with first term 1 and common ratio x.
If you’ve studied some calculus, it’s likely that you’re also familiar with
these power series (what are the coefficients cn in each case?):
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1 + x +
x2

2!
+
x3

3!
+ . . . 1 –

x2

2!
+
x4

4!
–
x6

6!
+ . . .

The first of these is the Maclaurin series of the function f : R → R given
by f (x) = ex; the second is theMaclaurin series of the function g : R → R

given by g(x) = cos x. But do you really know what it means to say that a
series is the Maclaurin series of a function? Many students don’t, so we’ll
sort that out, beginning by clarifying some issues about convergence for
such series.

Consider again the series
∞∑
n=0

xn

n!
= 1 + x +

x2

2!
+
x3

3!
+ . . . .

This converges for every real number x (you could check using the ratio
test), whichmeans that for every x it adds up to a finite number. For x = 2
it adds up to one number, for x = –5 it adds up to another, and so on.
This means that we can treat the series as a function of x, defining

f : R → R by f (x) =
∞∑
n=0

xn

n!
.

Because the series is an infinite polynomial in x, this should seem quite
natural.

Now consider again the series
∞∑
n=0

xn = 1 + x + x2 + x3 + . . . .

This too can be thought of as an infinite polynomial in x, but it does not
converge for all values of x. Specifically, it adds up to a finite number only
for x ∈ (–1, 1). So we can treat it as a function of x only for these values,
defining

f : (–1, 1) → R by f (x) =
∞∑
n=0

xn.

The domain is different because the function is defined only for
x ∈ (–1, 1).
That should clarify what it means to treat a power series as a function,

but it doesn’t explain how such a function might relate to a familiar one
like g : R → R given by g(x) = cos x. We can explain that by thinking
about partial sums.
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For the series 1 –
x2

2!
+

x4

4!
–
x6

6!
+ . . . , the first few (distinct) partial

sums are

1, 1 –
x2

2!
, 1 –

x2

2!
+
x4

4!
, 1 –

x2

2!
+
x4

4!
–
x6

6!
.

Each of these can also be thought of as a function of x. So we can plot a
few on the same graph as g. Which graph is which?

–6

6

–4

–2

–2π 2ππ–π
0

0

2

4

Notice that partial sums with more terms provide better approximations
to the function: they ‘match’ better for more of the curve. If you have
access to a graphing calculator or a computer algebra system you might
like to plot some graphs for higher powers of n. There are some instruc-
tions on one way do this at the end of the chapter, and you might want
to flick forward now and look at the graphs in Section 8.8, where we will
return to this topic in the context of work on Taylor’s theorem.
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6.10 Radius of convergence

We have established that some power series converge for every x ∈ R,
and some don’t. A question addressed in Analysis is, how can we tell
for which x a power series converges? To get some intuition for this it
will help to consider an illustrative example, addressed via this extended
version of the ratio test:

Theorem (ratio test for series):
Suppose that |an+1/an| → l as n → ∞. Then:

1. If l < 1 then
∑

an converges.
2. If l > 1 (including l = ∞) then

∑
an diverges.

Applying this to the power series
∞∑
n=0

(x – 3)n

2n
, we get

∣∣∣∣an+1an

∣∣∣∣ =
∣∣∣∣ (x – 3)n+1

2(n + 1)
· 2n
(x – 3)n

∣∣∣∣ = ∣∣∣(x – 3)( n
n + 1

)∣∣∣ ,
which tends to |x – 3| as n → ∞ (why?). So, by the ratio test, the series
converges if |x – 3| < 1 and diverges if |x – 3| > 1, meaning that it
converges if 2 < x < 4 and diverges if x < 2 or x > 4.
The same kind of thing happens for other power series—probably your

course will involve numerous examples. Formulating the result in general
gives this theorem:

Theorem:

For a power series
∞∑
n=0

cn(x – a)n, exactly one of these is true:

1. The power series converges ∀x ∈ R.
2. The power series converges only if x = a.
3. ∃R > 0 such that the power series converges if |x – a| < R and

diverges if |x – a| > R.

The number R is called the radius of convergence of the power series.
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Smart students ask two questions at this point. The first is, what
if |x – a| = R? It turns out that the ratio test does not give decisive
information in that case. To get insight into why, think about what
happens to the power series we just looked at if x = 2 and if x = 4.
The second question is, why is this called the radius of convergence,

when it doesn’t involve any circles? The answer to this is very pleasing:
it does involve circles, they are just hidden. Everything in this section
also works if we take x to be a complex number. In the complex plane,
|x – a| < R defines a circle of radius R centred at a—when working with
the real numbers, we are just looking at the real-line bit of it:

a

Im

Re

6.11 Taylor series

Many readers will be familiar with the Maclaurin series from Section 6.9,
and many will know that we can find the Taylor series for a general
function f about a point a using this formula (where the notation f (n)(a)
means the nth derivative of f at a, and is to be distinguished from f n(a),
which means f (a) raised to the power n):

f (x) = f (a) + f ′(a)(x – a) +
f ′′(a)
2!

(x – a)2 + . . . +
f (n)(a)
n!

(x – a)n + . . .

To derive the formula, suppose that we can express f as a power series,
i.e. by writing

f (x) =
∞∑
x=0

cn(x – a)n = c0 + c1(x – a) + c2(x – a)2 + c3(x – a)3 + . . . .
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We need to find the coefficients, and one can be identified immediately:
setting x = a gives f (a) = c0, so we have found c0.
We can find the other coefficients with some judicious differentiation

and substitution. Differentiating both sides gives

f ′(x) = c1 + 2c2(x – a) + 3c3(x – a)2 + 4c4(x – a)3 + . . .

and setting x = a gives f ′(a) = c1, so we have found c1.
Differentiating again gives

f ′′(x) = 2c2 + 3.2c3(x – a) + 4.3c4(x – a)2 + 5.4c5(x – a)3 + . . .

and setting x = a again gives f ′′(a) = 2c2, so c2 = 1
2 f

′′(a).
Get the idea? It’s worth doing one more:

f (3)(x) = 3.2c3 + 4.3.2c4(x – a) + 5.4.3c5(x – a)2 + 6.5.4c6(x – a)3 + . . .

and setting x = a gives f (3)(a) = 3.2c3, so c3 =
f (3)(a)
3.2

.

I didn’t multiply out the numbers because the structure is easier to see
if we don’t. Try a couple more steps and you will see that this leads to

cn =
f (n)(a)

n.(n – 1). . . . .3.2
=
f (n)(a)
n!

,

meaning that the whole series must be the Taylor series

f (x) = f (a) + f ′(a)(x – a) +
f ′′(a)
2!

(x – a)2 + . . . +
f (n)(a)
n!

(x – a)n + . . . .

Now, that’s a nice derivation, and readers who have done a lot of cal-
culus might have seen it before. But in Analysis we do more than just
differentiation and algebra—we think about the conditions under which
an argument is valid. This derivation shows that if a function is equal to
a power series about the point a, then that power series must be the Tay-
lor series. But this doesn’t tell us under what conditions the ‘if’ applies.
We’ve looked at a couple of cases (you might know some more) in which
the full Taylor series is exactly equal to the function for all values of x.
But we’ve also looked at a function for which that isn’t the case. If you
go through the above process of differentiation and substitution for the
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function given by f (x) = 1/(1 – x) about the point a = 0, you will end
up with

1
1 – x

= 1 + x + x2 + x3 + . . . .

But we know that this equality holds only for x ∈ (–1, 1). The function
f (x) = 1/(1 – x) is defined unproblematically for lots of other values
of x too, but it is not equal to this power series for those values. There
also exist functions that are not equal to their Taylor series anywhere
except at x = a. These are beyond the scope of this book, but these il-
lustrations should be enough to make you aware that there is a lot to
learn here.

6.12 Looking ahead

As in the previous chapter, the preceding sections are just a taster of the
material youwill study in Analysis. A course that covers series will involve
fully formal work on the convergence or otherwise of ‘standard’ series
like

∑
xn and

∑ 1
nα

,

and proofs of many of the results referred to in this chapter, such as the
comparison tests and results on absolute and conditional convergence.
You might also study the integral test, which provides a link between
series and areas under graphs. It is stated here with an accompanying
diagram showing the specific case f (x) = 1/x—inspecting this and think-
ing about why it is true (what are the areas of the boxes?) will provide
some early experience with ideas that are used to study integrability in
Chapter 9.

Theorem (integral test):
Suppose that f : [1,∞) → R is positive and decreasing.

Then
∞∑
n=1

f (n) and the sequence
(∫ n

1
f (x)dx

)
either both converge or

both tend to infinity.
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1 2 3 4 n

f(x) = 1
x

x. . .

Such rules and tests, when combined with knowledge about a few stand-
ard series, can be used to establish the convergence or otherwise of many
more. And you will get lots of practice in working out which tests to ap-
ply in order to establish convergence for general series and to find radii
of convergence for power series.
Ideas about series are also used in more advanced and more applied

courses. For instance, Fourier analysis develops the idea of approximat-
ing functions using infinite series, in particular combining cosine and
sine functions to approximate other periodic functions. Complex ana-
lysis generalizes many results to series and power series for which the
terms are allowed to be complex numbers, and develops some profound
results linking series and functions. This book sticks to real numbers, but
we will come back to that link in Chapter 8. In the meantime, here is the
promised description of how to generate polynomial approximations to
the cosine function (using geogebra, which you can download free from
<http://www.geogebra.org>).
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1. In the bottom input line, type f (x) = cos(x) and hit return.
2. Click the second-from-the-right top button to add a slider. Click on the

screen where you want to put it. Call the number ‘n’ and make it run from
0 to 100 in increments of 1, then click ‘apply’.

3. In the bottom line, type Taylorpolynomial[f,0,n] and hit return. This pro-
duces the graph of the nth partial sum of the power series approximation
to f (x) = cos(x) about the point a = 0.

4. Click the left-hand top button to get the pointer, and use it to change
n with the slider. This is fun, so don’t forget to think about what you’re
looking at.

5. If you want to zoom out, click the right-hand top button to find that option.
Click the magnifying-glass cursor on the drawing pad to use it.

6. Of course, you can mess around with all the inputs to explore other
functions, points and partial sums.
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chapter 7

Continuity

This chapter begins by discussing intuitive conceptions of continuity and intro-
ducing functions that differ from those typically encountered in earlier math-
ematics. It explains the definition of continuity and demonstrates how it can be
used to prove that a function is continuous at a point and to prove more general
theorems about continuous functions. Finally, it relates continuity to limits and
to proofs involving discontinuities.

7.1 What is continuity?

Most people begin an Analysis course with some useful intui-
tive knowledge about continuity, but students often need to
adjust and develop their thinking in order to appreciate the

sophisticated conceptualization used by modern mathematicians.
One common intuitive idea is that a function is continuous ‘if you can

draw it without taking your pen off the page’. This is not bad as a first
approximation—for many simple functions it will lead to correct conclu-
sions. But it is factually limited in a fairly trivial sense, and operationally
limited in a more serious way. It is factually limited because a graph can
show only a finite part of a function from the reals to the reals; we of-
ten draw the bit around the origin (0, 0). So what people really mean is
that they believe the whole graph would be ‘in one connected piece’. The
more serious problem is that although the drawing description sounds
practical because it is about a physical action, it cannot be used in math-
ematical reasoning. For instance, one theorem of Analysis is that if both
f and g are continuous functions, then f + g is continuous. Probably you
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find this believable (though you should, as ever, think beyond your first
intuitive response—what stops you coming up with weird examples for
which it is not true?). But how could we prove this from the idea that
f and g have graphs that ‘can be drawn without taking your pen off the
page’? We can’t, because this is not a manipulable symbolic definition;
we can’t combine it with function addition. So we need something more
mathematical and precise.
A sensible first step toward the mathematical definition is to stop

thinking about continuity as a property of a whole function, and start
thinking of it as a property that a function might have at a point. You
almost certainly do this already: most people, for instance, would agree
that this piecewise-defined function is not continuous at x = 1, but is
continuous everywhere else:

f(x)

x

f(x) = x+ 1
3

if x ≤ 1
if x >1

Mathematicians take this as a place to start: they define what it means for
a function to be continuous at a point, and only then talk about functions
that are continuous everywhere.
In Sections 7.4 and 7.5 I will build up to the definition of continuity

through an informal discussion, then take the definition as a starting
point and explain what it means. I did the same for the definition of
sequence convergence in Chapter 5 and, as in that chapter, you might
prefer to read these sections in reverse order. If you have read Chapter 5,
you will recognize also that the convergence and continuity definitions
have closely related structures. This is handy—althoughAnalysis involves
logically complex definitions, they are similar enough that once you get
the hang of working with one, others are easier. This occurs because of
the close relationship between convergence and continuity, which is dis-
cussed in Section 7.6, along with information about common variants of
the continuity definition.
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Another closely related definition appears in Section 7.9, which dis-
cusses limits. It’s quite likely that your lecturer or textbook will start with
limits then proceed to continuity, but I have chosen to do it the other way
around because for me the idea of continuity is more intuitively natural.
Before looking at any definitions, however, I will provide some infor-
mation about function notation and introduce some functions that you
might not have seen before.

7.2 Function examples and specifications

Before studying Analysis, most mathematics students have learned about
a bunch of standard functions. These usually include:

• quadratic functions like f (x) = x2 – 3x + 10;
• cubic functions like f (x) = –6x3 + 5x2 – 3x + 10;
• higher-order polynomial functions of the form

f (x) = a0 + a1x + a2x2 + . . . + anxn;

• rational functions like f (x) =
2x2 – 3x

x2 – 5x + 6
;

• exponential functions like f (x) = ex or f (x) = 2x;
• logarithmic functions like f (x) = ln x or f (x) = log10 x;
• trigonometric functions like f (x) = sin x;
• inverse trigonometric functions like f (x) = tan–1 x

(often written f (x) = arctan x).

Most students can operate with these in a variety of ways, although
some are not very quick or reliable at remembering derivatives and inte-
grals or at identifying or sketching graphs. If you suspect that might apply
to you, I suggest getting hold of a textbook and doing some practice—you
could rely forever on formula booklets and tables, but your mathematical
life will be easier if the basics don’t slow you down. Here I will discuss
function representations in advanced mathematics.
In advanced mathematics in general and in Analysis in particu-

lar, people take care over function domains. This is part of a general
move toward proper specification of mathematical objects. For instance,
Chapter 2 included phrases like this:

Let f : [0, 10] → R,
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which is read aloud as

‘Let f be a function from the closed interval [0, 10] to the reals.’

The domain [0, 10] appears explicitly in the specification, after the colon
and before the arrow. Section 2.4 gave one reason why: functions might
have different properties on different domains. For instance,

f : [0, 10] → R given by f (x) = x2 is bounded above, but
f : R → R given by f (x) = x2 is not.

This attention to domains means that if you’re asked to give examples,
you should make sure they are properly defined. For instance, when I ask
Analysis students for an example of a function f : R → R that is not
continuous at zero, the most common answer is f (x) = 1/x. Clearly this
function is not continuous at zero. But unfortunately it is not a function
from R to R. Specifically, it is not defined at zero. It’s fine to adapt it by
specifying a value at zero, perhaps like this:

f (x) =
{
1/x if x �= 0
0 if x = 0 .

This function is not continuous at zero and it is defined everywhere. Not
all lecturers will point out this kind of thing, but they’ll think you’re a bit
mathematically naive if you’re not alert to it.
It gets more complicated, too. Students often—quite reasonably—

think that we will be careful about the image or range of a function in
the same way, so that this must be wrong:

f : R → R given by f (x) = x2.

They think that because the function values are never negative we should
write this instead:

f : R → [0,∞) given by f (x) = x2.

In fact, the former is fine. Mathematicians make a distinction between
the codomain—the set to which the function maps the domain values—
and the image—the set of values that actually get ‘hit’ by the function (you
might be more accustomed to the term ‘range’, but this is sometimes used
ambiguously so I will avoid it). In Analysis, you will not often be asked

122 | CONTINUITY



about images, and people usually just put ‘→ R’ for everything and don’t
worry any more about it.
By the way, did you wonder about the notation [0,∞)? Whenever we

want an interval to extend to infinity we use a round bracket, because ∞
is not a number so it cannot be said to be ‘in’ an interval, let alone to be
‘the largest number’ in an interval.
There do occur instances in which a codomainmight be specifiedmore

tightly, but again the same idea applies. You might, for instance, see a
theorem like this:

Theorem: Suppose that f : [0, 1] → [0, 1] is continuous.
Then ∃ c ∈ [0, 1] such that f (c) = c.

Students often interpret the premise of this theorem to mean that the
function has to hit all the values in [0, 1], so that it would apply to the
function on the left but not to the two functions to the right.

1 1 1

1 1 1

x x x

f(x)f(x) f(x)

That’s not correct. The [0, 1] after the arrow refers to a codomain, not an
image, so the premise just means that every f (x) must be in [0, 1], which
is true for all three functions. In mathematical terms, f does not have to
be surjective.
Incidentally, the conclusion of the theorem is about the existence of a

fixed point—can you see why the point c would be called that? And why
must the statement be true?

7.3 More interesting function examples

Analysis involves a lot of theorems about general functions, which are
often denoted simply as f or g. If you see this notation and think only
of simple, familiar functions, your understanding of the theorems will be
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limited. Theorems apply to every function for which the premises hold,
including weird ones I could make up like this:

f(x)

x

f(x) =

⎧⎨
⎩

x + 1 if x ≤ 1
4 − x if 1 < x≤ 4
(x − 4)2 if x > 4

This function is defined piecewise but it is a single function: for every
x ∈ R, it assigns a unique value f (x). We could even construct a function
by assigning a random number to each x ∈ R. Of course, such functions
would be hard to work with, and you won’t see them very often. But a
theorem doesn’t care about the specifics of a function provided that its
premises apply, and a function does not have to be specified by a single,
simple formula, or even by a formula at all.
That said, it is often useful to think about specific functions. It’s just

that functions that are useful in this context go beyond the familiar ones
in the list on page 121. Specifically, those in the list might not be defined
everywhere, but where they are defined they are continuous (check to
make sure that you believe this). Other functions do not satisfy this prop-
erty. This one, for instance, is discontinuous at infinitely many points (‘Z’
denotes the set of all integers—all the whole numbers):

f(x) = 2 if x ∈
1 if x /∈

f(x)

x

And what about this function?

f (x) =
{
1 if x ∈ Q

0 if x /∈ Q
.
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This is defined differently depending on whether or not x is rational; that
is, on whether or not it can be expressed in the form p/q, where p, q ∈ Z

and q �= 0 (see Section 10.2). The rational and irrational numbers are
distributed in a complicated way on the number line—whatever rational
number we pick, there are irrationals as close as you like, and vice versa.
So this function is not continuous anywhere and it is impossible to draw
its graph in a realistic way. However, it can be represented roughly by
drawing dotted lines along f (x) = 0 and f (x) = 1. This is satisfactory
provided we remember that it isn’t really accurate.

f(x)

x

How might we sketch a dodgy-but-potentially-helpful graph for this
function?

f (x) =
{
x if x ∈ Q

0 if x /∈ Q
.

Mathematicians use examples like these in Analysis courses because
they can help to clarify the meanings of concepts like continuity and dif-
ferentiability. But simpler functions can be useful for this purpose too.
Consider, for instance, the functions below. Would you say that each one
is continuous at zero? Differentiable at zero?

x x x

f(x) f(x) f(x)

x <0
x ≥ 0

0 if x <0
x if x ≥ 0 f(x) =0 if

1 if
0 if x <0
x2 if x ≥ 0f(x) =f(x) =
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If you find yourself hesitating, you’re not alone—faced with these ex-
amples, many students realize that perhaps they don’t have a solid grip
on those concepts. Differentiability is the subject of the next chapter; this
one goes on to explore the definition of continuity.

7.4 Continuity: intuition first

This section starts with informal descriptions of continuity and works up
to the definition (if you have read Section 5.5 you will recognize a lot of
the reasoning). If you would prefer to start with the definition and read
an explanation of how to understand it, you might like to read Section 7.5
before this one.
To begin, remember that mathematicians define continuity at a point.

Suppose that f is continuous at a, where f takes the value f (a). Howmight
we capture that idea? Many people say something like ‘as x gets closer to
a, f (x) gets closer to f (a)’. This is a sensible start, but it is not enough,
which you can see by looking at these images showing one function that
is continuous at a and one that is not. In both cases it is true that as x gets
closer to a, f (x) gets closer to f (a). It’s just that in the case on the right it
doesn’t get close enough. That’s a shame.

a x a x

f(a)

f(x)

f(a)

f(x)

To improve on this, we’ll formalize the informal but mathematically
appropriate description below.

Informal description: A function f is continuous at a if and only if, by
making x close enough to a, we can make f (x) as close as we
like to f (a).
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a

f(a)

f(x)

desired distance
desired distance

if x here then f(x) within
desired distance of f(a)

x

Notice that if the desired distance were smaller, we might have to make x
closer to a. Also, this description excludes the non-continuous function:
on the right-hand side of a, even for x really close to a, the vertical ‘gap’
means that f (x) is never ‘close enough’ to f (a):

f(a)

f(x)

desired distance
desired distance

a x

To convert the informal description into a formal definition, we need to
get an algebraic handle on the idea of ‘close’. Suppose we want f (x) within
distance ε of f (a) (as noted in Section 5.5, ‘ε’ is the Greek letter epsilon and
is not to be confused with the letter ‘e’).

a x

if x here then f(x) within
ε of f(a)

f(a) − ε

f(a) + ε
f(a)

f(x)
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So we want f (a) – ε < f (x) < f (a) + ε, which can be written in the more
abbreviated form | f (x) – f (a)| < ε because

| f (x) – f (a)| < ε ⇔ –ε < f (x) – f (a) < ε

⇔ f (a) – ε < f (x) < f (a) + ε.

In this context I always read | f (x) – f (a)| < ε as ‘the distance between
f (x) and f (a) is less than ε’.
Now, the whole description says ‘. . . by making x close enough to a, we

can make f (x) as close as we like to f (a).’ To capture the notion of ‘close
enough’, mathematicians write the following (‘δ’ is the Greek letter delta).

∃ δ > 0 such that if |x – a| < δ then | f (x) – f (a)| < ε.

Don’t forget to read the symbolic sentence aloud and think about how
each part relates to the diagram. I think about it like this:

∃ δ > 0 such that if |x – a| < δ, then | f (x) – f (a)| < ε.
there is a such if the distance between x then the distance between f (x)

distance delta that and a is less than delta and f (a) is less than epsilon.

The diagram below has two obvious candidates for the distance δ, a
smaller one and a bigger one.Which do we want? The answer is the smal-
ler one; using the bigger distance would include some x-values to the left
of a for which | f (x) – f (a)| �< ε.

xa

f(a) − ε

f(a) + ε
f(a)

f(x)

a − δ a + δ

All this is only for one value of ε, however. If we imagine a small ε, this
captures the notion that we can make f (x) close to f (a) by making x close
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to a. But it doesn’t capture the idea that we can make it as close as we like.
To do that, it helps to imagine ε getting smaller; we need it to be true
that for every ε > 0 we can force f (x) to be within distance ε of f (a) by
making x close enough to a. This leads to the whole definition:

Definition: A function f : R → R is continuous at a ∈ R if and only if

∀ε > 0∃ δ > 0 such that if |x – a| < δ then | f (x) – f (a)| < ε.

If you find it helpful to continue the informal thinking, you could think
of it this way:

Definition: A function f : R → R is continuous at a ∈ R if and only if
∀ε > 0 ∃ δ > 0 such that if |x – a| < δ, then | f (x) – f (a)| < ε.

however small there is a such if the distance between x then the distance between f (x)

epsilon is distance delta that and a is less than delta and f (a) is less than epsilon.

If you have already begun an Analysis course you might have seen this
definition expressed slightly differently, or you might have seen a variant
that involves limits or perhaps sequences. I will discuss those briefly in
Section 7.6, after an explanation that starts with the definition.

7.5 Continuity: definition first

In this section I will start with the definition of continuity and explain
one way to break it down and understand it. If you’ve read Section 7.4,
you will see the same ideas reconstructed in the opposite order, and you
might want to use this section to focus on ways of breaking down logical
sentences. Here is the definition:

Definition: A function f : R → R is continuous at a ∈ R if and only if

∀ε > 0∃ δ > 0 such that if |x – a| < δ then | f (x) – f (a)| < ε.

This definition is about f being continuous at a, where a is treated
as a fixed point of interest. The definition also involves a gen-
eral point x and its associated value f (x). This notation is pretty
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standard—mathematicians often use letters from the beginning of the
alphabet for things that are (at least temporarily) constant and letters
from the end for things that are variable. If you have studied Chapter 5,
you might like to refer back to the definition of sequence convergence in
Section 5.6—its logical structure is very similar. We will break this def-
inition down and understand it in a similar way, starting not at the
beginning but at the end.
The last part says | f (x) – f (a)| < ε. This can be read as ‘the distance

between f (x) and f (a) is less than epsilon’. That’s because

| f (x) – f (a)| < ε ⇔ –ε < f (x) – f (a) < ε

⇔ f (a) – ε < f (x) < f (a) + ε,

so f (x) is between f (a) – ε and f (a) + ε. We can label such a restriction
on the vertical axis of a graph, and adding some dotted lines allows us to
see for which values of x it is true that | f (x) – f (a)| < ε. This captures
something important about continuity; for the non-continuous function
below there are no such x-values to the right of a.

a ax x

f(a) + ε f(a) + ε

f(a) − ε f(a) − ε
f(a) f(a)

f(x) f(x)

Working backwards through the definition, we get

if |x – a| < δ then | f (x) – f (a)| < ε.

In words, if the distance between x and a is less than delta, then the dis-
tance between f (x) and f (a) is less than epsilon. For the function that
is continuous at a, we can identify an appropriate δ as in the follow-
ing diagram. Notice that there are two obvious candidate distances and I
chose the smaller one. Why? If you are not sure, think about what would
happen to the left of a if we chose the larger one instead.
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xa

f(a)− ε
f(a)

f(a) + ε

f(x)

a − δ a + δ

Taking another step back gives

∃ δ > 0 such that if |x – a| < δ then | f (x) – f (a)| < ε.

To see the significance of this, notice there might not exist an appropriate
δ for the function that is not continuous at a—for the labelled value of ε

in the next diagram, there is no appropriate δ (to the right of a, even if x
is really close to a, it is not true that | f (x) – f (a)| < ε). This is good—the
definition classifies these functions as expected.

f(x)

f(a)

xa

ε
ε

What about the remaining bit?

∀ε > 0 ∃ δ > 0 such that if |x – a| < δ then | f (x) – f (a)| < ε.

This says that for all epsilon greater than 0, the stuff we’ve already looked
at is true. For the continuous function, we could imagine allowing ε to
vary: for smaller values of ε, we might need smaller values of δ, but such
values would still exist.
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Overall, I like to capture the relationship between the informal and
formal ideas by thinking of the definition, the diagram, and this informal
interpretation:

Definition: A function f : R → R is continuous at a ∈ R if and only if

∀ε > 0 ∃ δ > 0 such that if |x – a| < δ, then | f (x) – f (a)| < ε.
however small there is a such if the distance between x then the distance between f (x)

epsilon is distance delta that and a is less than delta and f (a) is less than epsilon.

7.6 Variants of the definition

The definition presented above is standard in Analysis, but you might see
variations in how it is written. Some of these are just about notation or
style. Others are more about substance and subtleties. I will cover some
variants here, but bear in mind that even if the definition in your course
looks a bit different, it almost certainly has the same logical structure—
if you can’t see this after some careful comparing, ask your lecturer
or tutor.
First, you might see variation in the phrasing of the ‘if . . . then’ clause;

perhaps one of these:

Definition: A function f : R → R is continuous at a ∈ R if and only if

∀ε > 0∃ δ > 0 such that |x – a| < δ ⇒ | f (x) – f (a)| < ε.

Definition: A function f : R → R is continuous at a ∈ R if and only if

∀ε > 0 ∃ δ > 0 such that ∀x ∈ Rwith |x–a| < δ, we have | f (x)–f (a)| < ε.

Second, as noted in Chapter 1, some mathematicians think it is con-
fusing to learn new concepts and new symbols at the same time, so they
avoid the quantifier symbols and write everything out in words, like this:

Definition: A function f : R → R is continuous at a ∈ R if and only if

for all ε > 0 there exists δ > 0 such that if |x–a| < δ then | f (x)–f (a)| < ε.

If you prefer the words yourself, that’s fine—as long as you get the logic
right, no one will care.

132 | CONTINUITY



Third, some people go the other way and write everything in symbols
alone, perhaps bracketing various parts of the sentence to indicate what
goes with what:

Definition: A function f : R → R is continuous at a ∈ R if and only if

(∀ε > 0)(∃ δ > 0)(|x – a| < δ ⇒ | f (x) – f (a)| < ε).

Fourth and more substantially, these versions of the definition impli-
citly assume that f is defined for every x ∈ R (they talk about f (x) without
any indication that it might not be defined). You might see a version that
does not make this assumption, but instead defines f only on a restricted
domain:

Definition: A function f : A → R is continuous at a ∈ A if and only if

∀ε > 0∃ δ > 0 such that if x ∈ A and |x – a| < δ then | f (x) – f (a)| < ε.

This is perhaps a better definition, but it is a bit longer, so I will stick to
the simpler version for functions that are defined everywhere.
Fifth, you might see this version, where the notation ‘lim

x→a
f (x)’ is read

aloud as ‘the limit as x tends to a of f (x)’:

Definition: A function f : R → R is continuous at a ∈ R if and only if
lim
x→a

f (x) exists and is equal to f (a).

Indeed, you might have seen this already if you have studied some cal-
culus. It looks different from the definition I gave but in fact it is not,
because the definition of limit is closely related to the definition of
continuity, as will be discussed in Section 7.10.
Finally, if your course covers both sequences and continuity, youmight

see this:

Definition: A function f : R → R is continuous at a ∈ R if and only if
for every sequence (xn) such that (xn) → a,

(
f (xn)

) → f (a).

Can you work out why this is a reasonable alternative? Try drawing a dia-
gram of a continuous function, marking a sequence of points x1, x2, x3, . . .
on the x-axis such that (xn) → a, and thinking about the corresponding
values f (x1), f (x2), f (x3), . . . on the vertical axis.
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7.7 Proving that a function is continuous

Once a lecturer has introduced a definition, he or she will usually give
an example of an object that satisfies it and prove that this is the case.
Here we will prove that the function f : R → R given by f (x) = 3x
is continuous at every a ∈ R. I know you know that this function is
continuous—this is a case in which you are supposed to focus less on the
result and more on how it can be proved within the theory (the thinking
is very similar to that in Section 5.7).
People take different approaches to proof construction, and either you

or your lecturer might prefer to go about it purely logically and algebraic-
ally. As you know, however, I like diagrams, so I tend to start by sketching
one. Here is the definition again, together with a diagram showing the
function f , a point a, and an arbitrary-looking value of ε.

Definition: A function f : R → R is continuous at a ∈ R if and only if

∀ε > 0 ∃ δ > 0 such that if |x – a| < δ then | f (x) – f (a)| < ε.

a

f(x)

3a − ε

3a + ε

x

3a

For a given ε, what value of δ will ensure that if |x – a| < δ then
| f (x) – f (a)| < ε? If you can’t immediately answer, ask yourself, what if ε
is 1? What if ε is 1

2 ? And so on. Clearly δ is contingent upon ε: for smaller
values of ε, we will need smaller values of δ. In fact, the function ‘stretches
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everything out’ by a factor of three, so we need an interval on the x-axis
that is three times smaller than the one we want to hit on the f (x)-axis. So
δ = ε/3 will work. Having established this, we can start writing a proof by
using the structure of the definition as a guide.
We want to prove that the definition holds for every a ∈ R, so it is

sensible to consider an arbitrary one (‘arbitrary’ in this sense means any
a you like, with no assumptions about special properties). For this a, we
want to show that ∀ε > 0, something is true. So it makes sense to specify
that we are considering an arbitrary ε > 0 too, and start like this:

Claim: f : R → R given by f (x) = 3x is continuous at every a ∈ R.
Proof: Let a ∈ R be arbitrary and let ε > 0 be arbitrary.

For this value of a and this value of ε, we want to show that there exists
a value of δ > 0 such that something is true. The easiest way to show
that something exists is to produce one, which we can do based on the
reasoning above:

Claim: f : R → R given by f (x) = 3x is continuous at every a ∈ R.
Proof: Let a ∈ R be arbitrary and let ε > 0 be arbitrary.

Set δ = ε/3.

After that, we need to show that if |x – a| < δ then | f (x) – f (a)| < ε.
In this case we can do that by filling in the values for f (x) and f (a) in
| f (x) – f (a)| and doing some algebra using the relationship between δ

and ε. When reading this, make sure you can see why each equality and
inequality is valid.

Claim: f : R → R given by f (x) = 3x is continuous at every a ∈ R.
Proof: Let a ∈ R be arbitrary and let ε > 0 be arbitrary.

Set δ = ε/3.
Then if |x – a| < δ we have
| f (x) – f (a)| = |3x – 3a| = 3|x – a| < 3δ = 3ε/3 = ε.
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The proof is technically done at this point: we have proved that for
every a ∈ R, the definition is satisfied. However, it is polite to write a
conclusion line. It would be fine simply to write ‘Hence f is continuous
at every a ∈ R,’ but you might also like to add an extra line to summarize
the argument:

Claim: f : R → R given by f (x) = 3x is continuous at every a ∈ R.
Proof: Let a ∈ R be arbitrary and let ε > 0 be arbitrary.

Set δ = ε/3.
Then if |x – a| < δ we have
| f (x) – f (a)| = |3x – 3a| = 3|x – a| < 3δ = 3ε/3 = ε.
Hence ∀a ∈ R we have shown that
∀ε > 0 ∃ δ > 0 such that if |x – a| < δ then | f (x) – f (a)| < ε.

So f is continuous at every a ∈ R as required.

Obviously you should read a proof like this carefully, following the ad-
vice on self-explanation in Section 3.5. You should also think beyond it,
asking yourself how it could be modified. For instance, we used δ = ε/3,
but did we need to? Would δ = ε/4 do instead? How would you modify
the proof to deal with f (x) = 2x + 2? Or with f (x) = –3x? Be careful—I
have seen people make this harder than it is by messing up their work
with negative numbers and absolute values. How would you modify it to
deal with f (x) = cx, where c is a constant?Would your modification work
for negative values of c?Would it work without further changes for c = 0?
One final thing to know is that proofs like this might be presented

differently in your course. The proof’s structure—as is often the case—
directly reflects the structure of the definition. So some people draw
diagrams, but it is also common for a lecturer to work algebraically, writ-
ing ‘Set δ = ’ and leaving a gap, then working out what δ needs to be by
generating the chain of inequalities, then going back to fill δ in.

7.8 Combining continuous functions

The proof in the previous section is about a simple linear function, and
things get more complicated for other functions. Suppose, for instance,
we want to prove that f : R → R given by f (x) = x2 is continuous at
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every a ∈ R. The definition could be used to prove this, but what would
be the extra complications?

a x

f(x) = x2

a2 − ε
a2

a2 + ε

One problem is that the graph is curved, so the appropriate value of δ is
contingent not only upon ε but also upon a: the further a is from zero,
the smaller δ needs to be. Specifically, a sensible δ would be the smaller of
|
√
a2 + ε – a| and |

√
a2 – ε – a| (would this still work for a < 0?). Your

course might construct a proof based on these observations, but a tidy
alternative approach is to prove the product rule instead.

Theorem (product rule for continuous functions):
Suppose that f : R → R and g : R → R are both continuous at a ∈ R.
Then fg is continuous at a.

This theorem can be applied to get the result about f (x) = x2 (how?), and
obviously it is a more general theorem.
I won’t prove the product rule (a typical proof is similar to that for

the product rule for convergent sequences). I will, however, show how
the product rule can be used to prove a further theorem, that every func-
tion of the form fn(x) = xn is continuous everywhere. This is a proof
by induction,1 and it also uses the claim that f1(x) = x is continuous
everywhere—how would you prove that?

1 See any transition-to-proof textbook or Section 6.4 in How to Study for/as a
Mathematics Degree/Major.
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Theorem: For every n ∈ N, f : R → R given by fn(x) = xn is
continuous at every a ∈ R.

Proof: Let a ∈ R be arbitrary.
Then f1(x) = x is continuous at a.
Assume for induction that fk is continuous at a.
Note that ∀x ∈ R, fk+1(x) = xk+1 = xkx1 = fk(x)f1(x).
So fk+1 = fkf1, so fk+1 is continuous at a by the product rule.
Hence, by induction, ∀n ∈ N, fn(x) = xn is continuous at a.
Thus, because a was chosen arbitrarily, we have proved that
for every n ∈ N, f : R → R given by fn(x) = xn is continuous
at every a ∈ R.

Many students understand this proof but wonder why we need to
bother with induction, because they think that the product rule proves
the theorem directly. But it doesn’t. The product rule is about multiplying
together exactly two functions—not three, and certainly not n. Theorems
do exactly what they say, not more, so induction is necessary here.
In the remainder of this section I want to draw your attention to im-

portant differences between some early theorems about continuity. First,
here is a theorem and proof that generalizes the result from Section 7.7.

Theorem: Let c ∈ R. Then f : R → R given by f (x) = cx is continuous
at every a ∈ R.

Proof: Let a ∈ R be arbitrary and let ε > 0 be arbitrary.

Set δ =
ε

|c| + 1
.

Then if |x – a| < δ we have

| f (x) – f (a)| = |cx – ca| = |c||x – a| < |c|δ =
|c|ε

|c| + 1
< ε.

Hence ∀a ∈ R we have shown that
∀ε > 0 ∃ δ > 0 s.t. if |x –a| < δ then | f (x) – f (a)| < ε.

So f is continuous at every a ∈ R as required.

That shouldn’t seem too bad (though you might like to know that the
‘+ 1’ in ‘|c| + 1’ is just a way to make sure we do not divide by zero). But it
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is commonly confused with another theorem and proof, especially when
people don’t think clearly enough about premises and conclusions. Here
is the other one.

Theorem (constant multiple rule for continuous functions):
Suppose that f : R → R is continuous at a and c ∈ R.
Then cf is continuous at a.

Proof: Let ε > 0 be arbitrary.
Then2 ∃ δ > 0 such that if |x – a| < δ then

| f (x) – f (a)| <
ε

|c| + 1
.

Hence |x – a| < δ ⇒
|cf (x) – cf (a)| = |c|| f (x) – f (a)| <

|c|ε
|c| + 1

< ε.

So ∀ε > 0 ∃ δ > 0 s.t. if |x – a| < δ then |cf (x) – cf (a)| < ε.
So cf is continuous at a.

Clearly it is not a good idea to try to learn Analysis by matching
symbols, because two theorems and proofs might look very similar but
be quite different. Here the first theorem is about the specific function
f : R → R given by f (x) = cx; the proof shows that this satisfies the def-
inition of continuity. In the second theorem, the fact that f is continuous
at a is a premise, and the proof works from this premise to establish that
the function cf satisfies the definition of continuity too. The proofs use
some similar ideas but their structures are different because of these dif-
ferent premises and conclusions. It might be worth reading them again
with this in mind.

7.9 Further continuity theorems

This book does not cover everything that you’ll see in an Analysis course.
But, as in other chapters, I will list some things that you might see and
suggest ways in which you could think about them. First, a theorem that
often appears with the product rule:

2 If ε > 0 then ε/(|c| + 1) > 0 so, because f is continuous at a, there must exist a
δ > 0 such that if |x – a| < δ then | f (x) – f (a)| is less than this number ε/(|c| + 1).
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Theorem (sum rule for continuous functions):
Suppose that f : R → R and g : R → R are both continuous at a ∈ R.
Then f + g is continuous at a.

How do you think this might be proved? Try looking at Section 5.10 for
inspiration.
Second, a handy lemma:

Lemma: If f : R → R is continuous at a ∈ R and f (a) > 0 then ∃ δ > 0
such that if |x – a| < δ then f (x) > 0.

This lemma is excellent for practising understanding. Do you imme-
diately see what it says and why this is intuitively reasonable (or even
obvious)? If not, can you build up a diagram that helps? Sections 2.4 and
2.5 contain advice on how to do that. Once you’re convinced that it must
be true, think about how it relates to the definition of continuity, and see
if you can work out how to prove it.
Third, an obvious theorem:

Intermediate Value Theorem:
Suppose that f is continuous on [a, b] and that y is between f (a) and f (b).
Then ∃ c ∈ (a, b) such that f (c) = y.

This is worth some thought along the lines of the advice in Section 2.5.
Although the theorem is only about values of y between f (a) and f (b),
the function might take on values outside the interval:

a ac cb bx x

y y

f(a) f(a)

f(b) f(b)
f(x) f(x)
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A proof of the Intermediate Value Theorem (IVT) uses some subtle
ideas about the properties of the real numbers; I will discuss those in
Section 10.5 and will not prove the IVT here. The IVT can be used,
however, to prove the fixed point theorem from Section 7.2:

Theorem: Suppose that f : [0, 1] → [0, 1] is continuous.
Then ∃ c ∈ [0, 1] such that f (c) = c.

Proof: If f (0) = 0 or f (1) = 1 then we are done.
If not, consider the function h(x) = f (x) – x.
h is continuous on [0, 1] by the sum rule.
Now h(0) > 0 because f (0) ∈ [0, 1] but f (0) �= 0,
and h(1) < 0 because f (1) ∈ [0, 1] but f (1) �= 1.
So, by the Intermediate Value Theorem, ∃ c ∈ (0, 1) such
that h(c) = 0.
But h(c) = 0 ⇒ f (c) = h(c) + c = 0 + c = c.
So ∃ c ∈ [0, 1] such that f (c) = c as required.

If you would like some graphical intuition to go with the proof, try re-
lating it to the next diagram, in which the function satisfies the premises,
the line y = x is shown, and the double-headed arrow represents h(x).

1

1

x

f(x)
y = x

7.10 Limits and discontinuities

Continuity is closely related to limits, and this section will examine how
by comparing the relevant definitions. As usual, though, I will start with
some diagrams. The two functions shown below are both discontinuous
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at a. But they are discontinuous in qualitatively different ways. The first
does not have a limit as x tends to a: points to the left and right of a
have function values that are ‘far’ from each other. The second function
does have a limit as x tends to a: if we imagine approaching a from either
side, the function values all get close to the number l, andmathematicians
would say that f (x) tends to l as x tends to a. It happens that l �= f (a), so
the function is not continuous at a, but it does have a limit.

f(x) f(x)

f(a)

f(a)

a x

l

a x

This, to my mind, provides the key insight into the relationship be-
tween limits and continuity and explains one variant of the continuity
definition:

Definition: A function f : R → R is continuous at a ∈ R if and only if
lim
x→a

f (x) exists and is equal to f (a).

In effect, continuity requires the limit to exist and the value f (a) to be
‘in the right place’. That’s the intuition (or at least a version of it that
makes sense to me—look out for other explanations if you are not quite
satisfied). The definitions of limit and continuity appear below so that
you can compare them.

Definition (limit): lim
x→a

f (x) = l if and only if

∀ε > 0∃ δ > 0 such that if 0 < |x – a| < δ then | f (x) – l| < ε.

Definition (continuity):
A function f : R → R is continuous at a ∈ R if and only if

∀ε > 0∃ δ > 0 such that if |x – a| < δ then | f (x) – f (a)| < ε.
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The limit definition involves a general limit l rather than the value f (a).
The only other difference is that for limits we require that something
holds if 0 < |x – a| < δ, rather than if |x – a| < δ. What effect does
this have? Thinking in terms of distances, 0 < |x – a| means that the
distance between x and a is strictly greater than zero, so x �= a and the
definition says nothing about what happens at the point x = a. So a func-
tion can have a limit at a without having the ‘right’ f (a) value. Indeed, it
can have a limit even if f (a) is not defined.
The limit version of the continuity definition provides a simple way of

thinking about some of the functions cited earlier in this chapter. Of the
functions below, for example, only the leftmost is not continuous at zero.
The others are both continuous at zero because, although they are defined
differently to the left and the right of zero, they each have the same limit
from the left and from the right and this limit is equal to f (0).

x x x

f(x) f(x) f(x)

f(x) = x <00 if
1 if x ≥ 0

0 if x <0
x if x ≥ 0

0 if x <0
x2 if x ≥ 0f(x) = f(x) =

What is required to prove this might depend on the focus of your course.
In earlier calculus courses, it is often enough simply to observe that the
limits from the left and the right are the same or different. In Analysis,
you will probably be expected to prove any such claim from the definition
of limit. Because the limit and continuity definitions have similar struc-
tures, the information in this chapter about working with the continuity
definition should be useful for thinking about how to do that.
An alternative is to prove discontinuity directly by showing that the

original definition of continuity is not satisfied. We’ll do that for this
function, which appeared in Section 7.1:

f : R → R given by f (x) =
{
x + 1 if x ≤ 1
3 if x > 1 .
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This function is not continuous at 1. Notice that f (1) = 2, so to prove this
we need to prove that it is not true that

∀ε > 0 ∃ δ > 0 such that if |x – 1| < δ then | f (x) – 2| < ε.
Because this says ‘for all epsilon, there exists delta’, we can prove that it
is not true by showing that there exists an epsilon for which there is no
appropriate delta—pause now to make sure you understand this. Here it
happens that for ε = 1

2 , there is no appropriate δ. I will simply present a
proof here; the need to negate the definition makes this somewhat logic-
ally complex, so take your time in relating each line to the definition and,
if you find it helps, to the accompanying diagram.

f(x)

x1

2 + 1
2

2 − 1
2

1 + δ/2

1 + δ

Claim:

f : R → R given by f (x) =
{
x + 1 if x ≤ 1
3 if x > 1 is not continuous at 1.

Proof: Note that f (1) = 2.
Consider ε = 1

2 and let δ > 0 be arbitrary.
Then x = 1 + δ/2 satisfies |x – 1| < δ, but

| f (x) – f (1)| = |3 – 2| = 1 > ε.
So for ε = 1

2 there does not exist δ > 0 such that
if |x – 1| < δ then | f (x) – f (1)| < ε.

So f is not continuous at 1.

As ever, it is worth thinking about how this proof could be adapted
to related cases. What if the f (1) value was ‘joined on’ to the right-hand
branch of the graph rather than the left? What would we need to change
for a function with a smaller ‘jump’?
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For a final note about discontinuities, consider again the two func-
tions below. The function on the left is not continuous anywhere, and
you should think about how you would prove this. What about the one
on the right? Most people answer that this is not continuous anywhere
either. But that answer is based on intuition and not on the definition. In
fact, this function is continuous at zero. Imagine | f (x) – f (0)| < ε on the
vertical axis—there would certainly be a δ such that if |x – 0| < δ then
| f (x) – f (0)| < ε, so the definition of continuity is satisfied.

x

f(x)

x

f(x)

f (x) =
1 if x ∈
0 if x /∈ f(x) =

x if x ∈
0 if x /∈

This is a good example of a case in which the mathematical version of
a concept corresponds well with most people’s intuition for most cases,
but classifies some ‘boundary’ cases differently. This is nothing to worry
about—just bear it in mind and remember to work with the definition.
And can you construct a function that is continuous at exactly two
points? Exactly three? Exactly n?

7.11 Looking ahead

Continuity is a substantial topic and, due to the complexity of its cen-
tral definition, one that can be challenging. It is worth remembering that
definitions get easier to handle the more you work with them, so even if
the material keeps building up, at some point it will seem easier because
you’re getting used to it. It is also worth knowing that many Analysis
courses involve some work on continuity and then go on to differenti-
ability. Differentiability tends to be easier than continuity, so don’t be
put off if you get bogged down in some of the more substantial continuity
proofs—you’ll probably get a fresh start halfway through your course.
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A course that involves continuity will probably cover all the material
presented here. There will be proofs of theorems for combining con-
tinuous functions: the constant multiple, sum, and product rules (and
the quotient rule—what do you think that one says?). Often these are
grouped together under a heading like ‘algebra for continuous functions’.
Or similar results might be proved for limits first, then applied directly
to continuity using the limit version of the continuity definition. There
might be a theorem stating that every polynomial function is continuous
everywhere—perhaps you can work out now how to prove that using the
sum and product rules rules and proof by induction. There will be a proof
and various applications of the Intermediate Value Theorem, and a proof
of the Extreme Value Theorem:

Extreme Value Theorem:
Suppose that f : [a, b] → R is continuous on [a, b]. Then

1. f is bounded on [a, b];
2. ∃ x1, x2 ∈ [a, b] such that ∀x ∈ [a, b], f (x1) ≤ f (x) ≤ f (x2).

This is often stated more briefly as ‘a continuous function on a closed
interval is bounded and attains its bounds’—can you see why? And
it is good for theorem-understanding practice. Draw some diagrams
and ask yourself why it has to be true, then try dropping one of the
premises—would the conclusion still hold if the function did not have
to be continuous? What if it were defined on an open interval (a, b) in-
stead of a closed interval [a, b]? And why do you think this is called the
Extreme Value Theorem?
In further courses you might learn advanced versions of some of these

ideas. A closed interval, for instance, is an example of the more general
notion of a compact set. In a course on topology, you might learn more
about compact sets, and about ways of characterizing continuity using
open and closed sets without the restriction that the domain of a function
is a subset of R. In further Analysis courses or in work on metric spaces,
youmight learn about uniform continuity, which for real-valued functions
is defined like this:
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Definition: f : A → R is uniformly continuous on A if and only if

∀ε > 0∃ δ > 0 such that ∀x1, x2 ∈ A, |x1 – x2| < δ ⇒ | f (x1) – f (x2)| < ε.

How does this differ from standard continuity? Are there functions that
are continuous but not uniformly continuous and vice versa?
In multivariable calculus, you might generalize the concepts of

continuity and limits to functions of more than one variable such as
f : R2 → R given by f (x, y) = x2y. Such functions can be thought
of as defining surfaces in three dimensions instead of curves in two di-
mensions. How do you think continuity and limits might work in such
a context? And limits are used to define differentiability, as discussed in
the next chapter.
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chapter 8

Differentiability

This chapter discusses gradients/slopes and tangent lines, pointing out common
misconceptions and explaining how to avoid them. It relates the definition of
differentiability to graphical representations, shows how to apply it for simple
functions, and demonstrates ways in which a function might fail to be differenti-
able. It then discusses the Mean Value Theorem and Taylor’s Theorem, relating
these to graphs and proofs.

8.1 What is differentiability?

This chapter is about differentiability, not about differentiation.
Probably you’ve been studying differentiation for a couple of
years, and no one doubts your ability to differentiate standard

functions or to use formulas to differentiate others that you have never
seen before (though you might like to make sure that you can do so
quickly and accurately—mathematicians will expect it). In undergraduate
mathematics you will have at least one course in which you learn fan-
cier techniques for differentiating more complicated functions. Analysis,
however, is not that course.
In Analysis, we are less interested in performing differentiation, and

more interested in what it actually means for a function to be differenti-
able. You might have thought about this a lot, or you might have thought
about it a bit but then forgotten about it because it wasn’t on an exam, or
you might never have thought about it—perhaps you just learned to dif-
ferentiate by using tables of derivatives. Whichever is the case, one aim of
this chapter is to strengthen your knowledge of both intuitive and formal
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ways of thinking about differentiability, and to make sure that you have
a good sense of the links between the two. We will start with an intuitive
approach, recalling the ideas raised briefly in Section 2.8.
At a rough first approximation, a function is differentiable at a point if

it makes sense to speak of it as having a certain gradient or slope at that
point (people in the UK say ‘gradient’, people in the US say ‘slope’—I’m
British so I will use ‘gradient’ throughout). Equivalently, a function is dif-
ferentiable at a point if it makes sense to put a tangent line on the graph at
that point. Consider, for instance, the linear function f : R → R given by
f (x) = 3x. This function has gradient 3 everywhere. You probably haven’t
thought much about tangent lines for linear functions, because tangents
are really only interesting when a graph is curvy rather than straight. But
the tangent to this linear graph is the same as the graph itself (to see how
this works algebraically, pick a point and follow your usual approach to
finding tangent lines). Certainly it makes sense to talk about gradients for
functions like this.
Next, consider a nonlinear function, say f : R → R given by f (x) = x2.

Clearly the notion of gradient that applies to functions of the form
y = mx + c does not apply to this function.1 However, an intuitive ex-
tension of it does work. The graph is curved, but if we imagine zooming
in again and again, what we see looks more and more like a straight line.
It never actually is a straight line, but most people would be happy to say
that ‘in the limit’, it is possible to put a sensible tangent line on the graph:
we would be satisfied that this line ‘matches’ the function at a point in the
sense that its value is the same and its gradient is the same.

1 In the UK it’s y = mx + c, in the US it’s y = mx + b. I have no idea why.
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So, for a function like f (x) = x2, the graph is curved but it makes intuitive
sense to talk about gradients.We can’t talk about the gradient of the graph,
like we can for f (x) = 3x, because the gradient keeps changing. But we can
talk about the gradient at a point, which is good enough.
However, not all functions are like this. Consider, for instance, the

function f : R → R given by f (x) = |x|. At most points, this has a sensible
gradient: to the left of 0, the gradient is –1; to the right, it is 1. But what
about at the point x = 0? What happens if we zoom in there? Something
different: we can zoom in as much as we like and the graph never looks
any straighter. It always has a ‘corner’, and the corner never gets any less
pointy. So it does not make sense to say that the graph has a gradient at
zero, and we cannot draw a tangent line that ‘matches’ the graph.

This is what differentiability is about. Informally, a function is differen-
tiable at a point if it makes sense to specify a gradient at that point and
therefore to think of a meaningful tangent line at that point. A function is
non-differentiable at a point if it has a ‘corner’ there. This glosses over lots
of technical details andmore sophisticated considerations, but I want you
to think of differentiability as a meaningful concept and this is a decent
place to start.

8.2 Some common misconceptions

Before we look at the definition of differentiability, I want to draw
your attention to some common misconceptions about derivatives and
tangent lines. You might not have any of these misconceptions, but
they are tempting ways of thinking and they are common among
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undergraduates. So we will examine why they are incorrect and get them
out of the way.
First, faced with a point on a graph for which there is no meaningful

tangent line, people are sometimes tempted to put one in anyway. At a
‘corner’, theymight draw a ‘tangent’ that ismid-way between the tangents
on either side, or even draw several ‘tangents’, as though imagining the
line rotating about the point as it moves from one part of the graph to
the other. In relation to accepted mathematical theory, this is wrong. At
any point, a graph either has a single meaningful gradient (and therefore
a meaningful tangent line) or it doesn’t.

WRONG WRONG

Second, recall that in Section 2.6 I discussed ways in which sketches can
be misleading. Something similar happens with gradients. Most people,
when they hand-sketch a graph of the function f : R → R given by
f (x) = sin x, draw something like this:2

This makes it look like the graph is very steep at, for instance, the point
x = 2π . However, the maximum gradient is actually only 1 (why?). A
graph of f with the axes drawn to the same scale actually looks like this:

2 Actually, a lot of people ignore the bit where x < 0. Please don’t do that.
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There is no problem with the original sketch—we can sketch graphs with
whatever axis scales we like—but we should make sure that our inter-
pretation of a graph is informed by the nature of the function, rather
than allowing intuition about the function to be swayed by a slightly
misleading graph.
Third, some students first meet tangents not in relation to functions

but in relation to circles. A tangent to a circle meets the circle at only
one point, and does not cross the circle at the point of tangency (it is
‘outside’ the circle in both directions). This is obvious when looking at a
picture:

Neither of these things holds for tangent lines to function graphs. It is
perfectly possible for a tangent to meet the graph in more than one point,
and for it to cross the graph at the point of tangency or at some other
point. For instance, consider again the function f : R → R given by
f (x) = sin x. Can you identify points at which the tangent crosses the
curve at the point of tangency? At some other point? At infinitely many
other points? Probably nobody explicitly over-generalizes from circles
to function graphs—no student has an internal monologue that goes
‘Circles and functions are the same so the tangent must not cross the
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graph.’ But it is important to remember that understanding built up in
one area of mathematics might not apply in another.
Fourth, this problem might be exacerbated by confusion over zero

derivatives. Most students have no problem with statements like ‘The
derivative of the function f (x) = x2 is zero at x = 0.’ However, quite
a few get confused when we start talking about the derivative of, say,
the function g : R → R given by g(x) = 5. I think there are at least
three dodgy conceptions bound up in this confusion. Some people are
not quite sure that g(x) = 5 really is a function. After all, 5 is just a num-
ber, and surely a function ‘ought to have xs in it’. Again, probably no one
explicitly thinks this, but people feel disturbed anyway because the ex-
pression seems different from what they were expecting. This confusion
is sometimes cleared up with better writing. If we write

the function g : R → R given by g(x) = 5 for every x ∈ R,

that seems a bit better.
Other people think that ‘you can’t differentiate a number’. That is tech-

nically true, but not in the way they mean it. We can’t differentiate a
number—it is not the right kind of object—but we can differentiate a
function that everywhere takes on that number as its value, as in the case
of g(x) = 5. The derivative of g is zero everywhere because g is a con-
stant function so its graph is ‘flat’. Indeed, most people who get confused
by this would have no problem ‘differentiating the 5’ in a function like
h : R → R given by h(x) = x2 +5. They do know that ‘constants differen-
tiate to zero’, they are just (unknowingly and unnecessarily) troubled by
a case in which the whole function is constant.
Finally, this might be a case in which the ‘zero is nothing’ misconcep-

tion rears its head. Even when looking at a graph of a constant function,
people sometimes want to say that it ‘doesn’t have a derivative’, I think
because they misinterpret having a zero derivative as not having a deriva-
tive. It’s easy to see where this comes from: we first learn about numbers
by counting objects in the world, and having zero sheep is the same as
not having any sheep. But, mathematically, zero is not ‘nothing’, it is a
perfectly good number. If you are willing to say that the derivative of
one function is three, you should be willing to say that the derivative of
another is zero.
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Any or all of these conceptual problems might contribute to an unwill-
ingness to draw a horizontal tangent at the point x = 0 for the function
g(x) = x3.We also face an extra problem in this case. For f : R → R given
by f (x) = x2, for instance, the gradient to the left of x = 0 is negative, and
the gradient to the right is positive, so it stands to reason that if we travel
from left to right we must pass through a point at which the gradient
is instantaneously zero (provided we assume that the gradient changes
‘smoothly’, which is reasonable and which everyone intuitively does). For
g(x) = x3, on the other hand, the gradient on the left of x = 0 is positive,
and the gradient to the right is also positive, so we do not get the same
logical leg-up: we are not able to reason that the gradient ‘must be zero’
at some point.

It happens that it is zero at some point, but it’s easy to see how lazy
drawings might lead to people not quite making their derivative zero.
To think about derivatives properly, then, we need to understand them

in a fuller, more formal sense. A quick comment first, however. The as-
tute reader will have noticed that every function in this chapter so far is
continuous. Having encountered a variety of non-continuous functions
in Chapter 7, you might be wondering how the notion of differentiability
applies in those cases. In particular, you might have noticed that the no-
tion of a ‘corner’ makes no sense if a function is not continuous at that
point. Have a go now at thinking about how gradients and tangents might
apply to non-continuous functions. I will come back to this issue once we
have explored the definition of differentiability.
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8.3 Differentiability: the definition

Rather than simply presenting the definition of differentiability, I will
show how it arises as a natural extension of the notion of a gradient
and how it relates to the informal ideas built up in Section 8.2. We
will start, as before, with a linear function. You can imagine f (x) = 3x
if you like, but I’m going to draw the diagrams without that level of
specificity. Informally, the gradient is the answer to the question ‘If we
travel to the right by one unit, how many units do we go up?’ (where
down-units count as negative up-units).

one unit

one unit
up-units negative

up-units

Travelling to the right by exactly one unit is a bit restrictive, however,
and we don’t have to stick to it. Because of the way ratios work, we get
the same number if we take any two points on the graph and ask ‘What

rise

run

run

rise
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is the ratio of the vertical (upwards) change to the horizontal (rightward)
change?’ (Americans refer to this economically as ‘rise over run’).
Adding labels will help when we come to generalize, and there are two

common notations in use. The first involves a ‘main’ point a and a neigh-
bouring point x; the second involves ‘main’ point x and a neighbouring
point x + h. Labelling all the appropriate f values, we can write down
corresponding expressions for the gradient:

f(x)

f(x)

f(a)

f(x + h)

gradient =
f(x)−f(a)

x−a
gradient = f(x+h)−f(x)

h

xxa x + h

What would happen if x were to the left of a (or if h were negative)? We
ought to get the same answer for the gradient, and we do. I will leave it
to you to check—if you are unsure, confirm it algebraically, perhaps with
the function f (x) = 3x.
To generalize, we can put all the same labels on curved graphs (I’m

continuing to show both labelling systems):

a x x

f(x)

f(x)

f(x + h)

f(a)

x + h
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The line joining the points (a, f (a)) and (x, f (x)) is no longer a tangent to
the graph,3 so we give it a different name, calling it a secant line. But the
secant line gets ‘closer’ to being a tangent line if we move x closer to a (I
need several diagrams here so I’m using just one labelling system):

f(x)

f(x)
f(x)

f(x)

f(a)

f(a) f(a)

f(a)

a

a ax x

ax x

This is the idea used by mathematicians. We imagine the moving point
getting closer and closer to the main point, dragging the secant line with
it, until, in the limit, the secant line ‘becomes’ the tangent line. To capture
this, we write

f ′(a) = lim
x→a

f (x) – f (a)
x – a

or
df
dx

∣∣∣∣
a
= lim

x→a

f (x) – f (a)
x – a

.

3 At least it isn’t in general—can you concoct a sketch in which the graph is curved
but this process does happen to give a tangent line at some point?
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In the first expression, the left-hand side is commonly read aloud as
‘f prime of a’; in the second, the left-hand side is read as ‘df by dx
evaluated at a’. In both, the right-hand side is read as

‘the limit as x tends to a of f of xminus f of a over xminus a.’

You might want to check that you could write out the same information
using the other labelling system.
We are not done yet, however. These formulas give us derivatives, but

in Analysis we are really interested in differentiability. As a result, you
will actually see a definition like one of these:

Definition: f is differentiable at a if and only if lim
x→a

f (x) – f (a)
x – a

exists.

Definition: f ′(a) = lim
x→a

f (x) – f (a)
x – a

, provided this limit exists.

Notice that the first is not about the value of the limit, it is about the ex-
istence of the limit. The second does define the derivative but, because
Analysis is less about calculating values and more about establishing
properties like differentiability, the words ‘provided this limit exists’
are key: the definition is incomplete without them. In either case, if
you are asked for a definition of differentiability and you just give the
algebraic-looking limit part, you have not written a full definition.

8.4 Applying the definition

Differentiability, then, is about the existence or otherwise of a limit. So we
can learn a lot by looking at how such a limit might fail to exist, meaning
that a function is not differentiable at a given point. First, though, we will
apply the definition to some familiar differentiable functions to confirm
that derivatives come out as we expect.
Consider f : R → R given by f (x) = x2 + 3x+ 1. Using the formulation

involving x and x + h, here is how I would write out a proof that this
function has derivative f ′(x) = 2x + 3 (as you read this proof, remember
the self-explanation training from Section 3.5).
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Claim: If f (x) = x2 + 3x + 1 then f ′(x) = 2x + 3.
Proof: ∀x ∈ R we have

f (x + h) – f (x)
h

=
(x + h)2 + 3(x + h) + 1 – x2 – 3x – 1

h

=
x2 + 2xh + h2 + 3x + 3h + 1 – x2 – 3x – 1

h

=
2xh + h2 + 3h

h
= 2x + h + 3.

So ∀x ∈ R we have

f ′(x) = lim
h→0

f (x + h) – f (x)
h

= lim
h→0

(2x + h + 3) = 2x + 3.

There are several things to notice about the way in which this is writ-
ten. First, there are two explicit statements that the equations hold for all
x ∈ R. This is good practice because in some cases different values of x
give different results, and because it is polite to a reader—better to have
too many places where we specify what we are talking about than too
few. Second, the proof presents all the algebra for the difference quotient
(f (x + h) – f (x))/h before discussing its limit. I always advise students
to work in this way because people often make errors when they don’t.
In particular, they tend to put ‘lim’ in front of the first expression, then
forget, so they write things like this:

lim
h→0

f (x + h) – f (x)
h

=
(x + h)2 + 3(x + h) + 1 – x2 – 3x – 1

h
= . . .

This equality simply isn’t valid: the limit on the left-hand side is not
equal to the expression on the right. This error is often exacerbated by
the writer remembering at the end and throwing a ‘lim’ in front of the
last expression, but not putting it in for the intermediate ones. I’m not
preaching from on high here—this is exactly the kind of error that I make
myself, and I find the easiest way to avoid it is to get all the algebra out
of the way first, and only then to talk about limits (the result is better in
a technical sense, too, because we don’t really confirm that the limit ex-
ists until the end). Third, there is no particular reason to use the second
formulation of the definition here, and trying it with the other labelling
system would be a good exercise. Finally, studying the algebra should
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make it clear that with polynomials, cancelling will always be possible,
so that all the derivatives will come out as we expect.
That said, I will now use the other version of the definition to confirm

that g : R → R given by g(x) = x3 has derivative zero at zero, because I
want to highlight two useful things.
First, we can work with the point a = 0 in isolation:

Claim: If g(x) = x3 then g′(0) = 0.

Proof: Note that ∀x ∈ R we have
g(x) – g(0)

x – 0
=
x3 – 03

x – 0
=
x3

x
= x2.

So g′(0) = lim
x→0

g(x) – g(0)
x – 0

= lim
x→0

x2 = 0.

This is neat and quick, and it shows that we do not need to apply a def-
inition to get a derivative for a whole function if we are just interested in
the derivative at one point. In this case, the fact that lots of things are zero
makes for a quick calculation.
Alternatively, we could work out the general derivative at a then apply

it to the case a = 0. I will do this now, in the process demonstrating a
quick way to do division with polynomials. Notice that

g(x) – g(a)
x – a

=
x3 – a3

x – a
.

It has come to my attention that lots of people have been taught to work
with such expressions using rather laborious long division, but my A-
level teacher taught me a quicker way to proceed. Here’s how it goes.
The question is, by what do we need to multiply x – a to get x3 – a3? In

other words, what is the ‘something’ in this expression?

x3 – a3 = (x – a)(something).

We can work that out by thinking about what to put in the brackets. To
get the x3 term, we’ll need an x2:

x3 – a3 = (x – a)(x 2 ).

But now multiplying out the right-hand side will give a term –ax2. We
don’t want one of those, so we need to make a term +ax2 to cancel it out.
We can do that like this:
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x3 – a3 = (x – a)(x2 + ax ).

Now multiplying out will give a term –a2x. Again, we don’t want one of
those, and again we can get rid of it. This happens to give us the final
expression; there is no remainder because, conveniently, x – a is a factor
of x3 – a3:

x3 – a3 = (x – a)(x2 + ax + a2).
This approach to polynomial division saves a lot of bother. If you want
some practice with a specific numerical case, try dividing x4–9x2+4x+12
by x–2 (then see if you can fully factorize the expression in the same way).
What happens when we divide by a monomial that is not a factor? How
do remainders come out?
Going back to our case, we can now write a general proof about the

derivative of g.

Claim: If g(x) = x3 then g′(a) = 3a2 ∀a ∈ R.

Proof: ∀a ∈ R we have
g(x) – g(a)

x – a
=
x3 – a3

x – a
= x2 + ax + a2.

So ∀a ∈ R, g′(a) = lim
x→a

(x2 + ax + a2) = 3a2.

Notice how I’ve handled the generality, both in the claim and in the proof.
Can you think of other ways to do it? Notice also that we could add
another line saying ‘In particular, g′(0) = 3 · 02 = 0’.
A general result about higher powers of n can be formulated as a

theorem:

Theorem: Suppose that n ∈ N and fn : R → R is given by fn(x) = xn.
Then f ′

n(x) = nxn–1.

This is often proved using induction on n and the product rule for differ-
entiation. I will leave that for your course, but if you know about proof
by induction you might like to have a go now.
I will conclude this section with a comment about meanings as they

relate to graphs. What does it really mean to say that the derivative of
g(x) = x3 is g′(x) = 3x2? Students often boggle when I ask this question,
because they just ‘know’ the derivative, and either they haven’t thought
about the meaning for a long time or they haven’t thought about it at all.
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Thinking locally, it means that for any given point x, the gradient of the
graph of g is captured by the value of the derivative. So, for instance, the
gradient of g at –4 is g ′(–4) = 3.(–4)2 = 48 (a biggish positive number).

−60

−40

−20

−2−4 0
0

20

40

60

2 4

Thinking globally, it helps to imagine travelling along the graph of g from
left to right. To start with, the graph slopes steeply upwards—this is re-
flected in the high positive value of g′. The slope of g gradually decreases
until it is instantaneously zero—this is reflected in the graph of g′ taking
on the value zero. then the slope of g increases again, slowly at first but
then faster—this is reflected in the fact that the value of g′ increases again,
slowly at first but then faster.
The fact that g and g′ intersect at zero is a coincidence, of course. The

graph of the function h(x) = x3 – 2 would have the same derivative, so it
might be useful to think about that one too. And what would be a similar
description for, say, the function f (x) = x2? I ask all this because students
often know a bunch of derivatives but have forgotten what it all means, if
they ever knew. If you didn’t need the reminder, all the better.
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8.5 Non-differentiability

The functions considered in Section 8.4 are differentiable and their de-
rivatives are each expressible using a single formula. Thus it makes sense
to say things like ‘the derivative of the function’, treating differentiation
as a higher-level process that takes functions as inputs and returns other
functions as outputs. However, recall that the definition of differentiabil-
ity does not apply to whole functions; it tells us whether or not a function
is differentiable at a point. This becomes more important when consid-
ering other functions, because many are differentiable at some points but
not at others.
The classic example, as noted in Section 8.1, is the function f : R → R

given by f (x) = |x|. We can prove that this is not differentiable at 0 by
showing that the difference quotient tends to different limits depending
on the direction in which we approach 0 (the proof below involves the
notation ‘x → 0+’, which would be read aloud as ‘x tends to zero from
above’).

Claim: f : R → R given by f (x) = |x| is not differentiable at 0.

Proof: If x > 0 then
f (x) – f (0)

x – 0
=
|x| – |0|
x – 0

=
x
x
= 1.

So lim
x→0+

f (x) – f (0)
x – 0

= 1.

If x < 0 then
f (x) – f (0)

x – 0
=
|x| – |0|
x – 0

=
–x
x

= –1.

So lim
x→0–

f (x) – f (0)
x – 0

= –1.

1 �= –1 so lim
x→0

f (x) – f (0)
x – 0

does not exist.

So f is not differentiable at 0.

Did you experience amoment of confusion halfway through this proof,
on seeing |x| replaced by –x? Many people do. This substitution occurs
in the case where x < 0, and it is valid because |x| is defined formally
like this:
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Definition: |x| =
{
x if x ≥ 0
–x if x < 0 .

If you haven’t seen this before, check that it corresponds with your cur-
rent understanding of |x| (try x = –2, for instance), and read the proof
again with this in mind.
While we are talking about f (x) = |x|, it is worth making a link back

to Chapter 7. Recall that f (x) = |x| is continuous at zero, which means
(among other things) that it has a limit at zero. Doesn’t this contradict
what we just said? No, because we are talking about two different limits.
When working with continuity, we consider the limit of the function
values:

Definition: f is continuous at a if and only if lim
x→a

f (x) exists and is equal
to f (a).

When working with differentiability, we consider the limit of the differ-
ence quotient:

Definition: f is differentiable at a if and only if lim
x→a

f (x) – f (a)
x – a

exists.

These are not the same limits. Make sure you keep this straight.
Also, note that it is correct in general to reason that if we get different

‘gradients’ as we approach a point from different sides, then the derivative
at that point does not exist. However, this reasoning has the unfortunate
side effect that it tends to make people believe that a function like this has
derivative zero at the point a:

a
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It’s easy to see how this happens: the graph is ‘flat’ on both sides, so the
derivative appears to be zero whether we approach a from the left or from
the right. This is badly wrong, however, which we can see by labelling
everything properly and relating this thinking more carefully to the def-
inition. First, note that f (a) is the lower of the two values, indicated in
the standard way by a filled-in blob. If we label a, a point x to the right
of a, and f (x) and f (a), we can see what really happens. As x approaches
a from above, the gradient of the secant line tends to infinity—definitely
not to zero.

a a

f(x) f(x)

f(a) f(a)

x x

Here is a theorem relevant to this idea:

Theorem: If f is differentiable at a then f is continuous at a.

The contrapositive4 of a true statement is always true, and the contra-
positive of this theorem is the statement that if f is not continuous at a
then f is not differentiable at a. The function in the diagrams above is not
continuous at a so it can’t be differentiable there.
In contrast, the converse of a true statement need not be true. The

converse of this theorem would say that if f is continuous at a then f is
differentiable at a. This is false: the function f : R→R given by f (x)= |x|
constitutes a counterexample. It is also worth recalling these functions
from Chapter 7:

4 The contrapositive of the conditional statement ‘if A then B’ is ‘if not B then not
A.’ For a more detailed discussion of conditional statements, converses, inverses and
contrapositives, see a transition-to-proof textbook or Section 4.6 ofHow to Study for/as
a Mathematics Degree/Major.
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0 if x < 0
1 if x ≥ 0

f(x)

x

f(x) f(x)

f(x) = 0 if x < 0
x if x ≥ 0

x x

0 if x < 0
x2 if x ≥ 0f(x) = f(x) =

The first function is not continuous at zero so it cannot be differentiable
at zero. The second is continuous at zero but it is not differentiable there,
and all students should be wary of such examples. It is common for a lec-
turer to present a function like this and ask students to state the derivative
where it exists. Unwary students ignore the problem of differentiability
and write this:

f ′(x) =
{
0 if x < 0
1 if x ≥ 0 .

More attentive students realize that the function is not differentiable at
zero and write this:

f ′(x) =
{
0 if x < 0
1 if x > 0 ; f is not differentiable at 0.

Make sure you can see why the latter is correct.
What about the third function? This is both continuous at zero and

differentiable at zero. Approaching zero from the left, both the function
value and the difference quotient are equal to zero. Approaching from the
right, both the function value and the difference quotient tend to zero.
It would be a good idea to check this algebraically; doing so settles the
questions raised at the end of Section 7.3.

8.6 Theorems involving differentiable functions

In Analysis you will encounter many theorems involving differentiability.
Some will probably be presented together as a theorem like this:
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Theorem (algebra for derivatives):
Suppose that c ∈ R and that f : R → R and g : R → R are differentiable
at a ∈ R.
Then

1. f + g is differentiable at a with ( f + g)′(a) = f ′(a) + g′(a) [sum rule];
2. cf is differentiable at awith (cf )′(a) = cf ′(a) [constant multiple rule].

Some students find it weird that we would write this down, because it
seems obvious that ( f + g)′(a) and f ′(a) + g′(a) are the same. But this
is really a theorem about order of operations. In ( f + g)′(a), the func-
tions are added and then the result is differentiated. In f ′(a) + g′(a), the
functions are differentiated and then the results are added. In mathem-
atics more broadly, it is not obvious that orders of operations can be
switched without changing the result. This theorem says that, provided
all the derivatives are sensibly defined, switching works for derivatives.
I like to use this theorem to shake students out of any complacency. In

a lecture, I write down the two parts above, then add

3. fg is differentiable at a with ( fg)′(a) = . . . .

Then I ask the class to say out loud what goes after the ‘equals’. Practically
everyone says ‘f ′(a)g′(a)’. This is wrong, of course. As you have known for
years, the product rule actually says

3. fg is differentiable at a with ( fg)′(a) = f (a)g′(a) + g(a)f ′(a).

This wakes everyone up.
Proving the product rule involves a good trick,5 but the proofs of all

these results involve working directly with the definition, and they are not
logically demanding so I will not devote space to them here. Once they
are established, however, they can be used to prove that every polynomial
function is differentiable everywhere. You might like to think about how
such a proof would go.

5 See Section 6.6 of How to Study for/as a Mathematics Degree/Major.
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Here, we will look at some theorems that lead to the bigger results of
Analysis, starting with Rolle’s Theorem and the Mean Value Theorem
(often abbreviated as MVT).

Rolle’s Theorem:
Suppose that f : [a, b] → R is continuous on [a, b] and differentiable
on (a, b), and that f (a) = f (b). Then ∃ c ∈ (a, b) such that f ′(c) = 0.

Mean Value Theorem:
Suppose that f : [a, b] → R is continuous on [a, b] and differentiable on

(a, b). Then ∃ c ∈ (a, b) such that f ′(c) =
f (b) – f (a)

b – a
.

Rolle’s Theorem was discussed in Section 2.6. Don’t turn back yet,
though—first try to draw a diagram showing what each theorem says.
For the Mean Value Theorem, it might not seem obvious how to repre-
sent the conclusion, but if you label everything properly you should be
able to work out what the theorem says and to see intuitively why it must
be true (I will explain below, but better if you try this yourself).
Once you’ve done that, one thing to notice is that Rolle’s Theorem

is a special case of the Mean Value Theorem—it is the case in which
f (a) = f (b), so f (b) – f (a) = 0. For that reason, we usually prove the Mean
Value Theorem using a clever trick to reduce it to Rolle’s Theorem. Here
is the Mean Value Theorem again, along with a standard proof. Read it
now, applying the self-explanation training from Section 3.5 (review that
training first if necessary—remember that people understand more when
they apply it properly).

Mean Value Theorem:
Suppose that f : [a, b] → R is continuous on [a, b] and differentiable
on (a, b).
Then ∃ c ∈ (a, b) such that f ′(c) =

f (b) – f (a)
b – a

.

Proof: Assume that f is continuous on [a, b] and differentiable
on (a, b).
Define d : [a, b] → R by

d(x) = f (x) –
[
f (a) +

(
f (b) – f (a)

b – a

)
(x – a)

]
.
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Now f (a) +
(
f (b) – f (a)

b – a

)
(x – a) is a polynomial in x.

So d is continuous on [a, b] and differentiable on (a, b) by
the sum and constant multiple rules for continuous and
differentiable functions.

Note that d′(x) = f ′(x) –
f (b) – f (a)

b – a
.

Also d(a) = f (a) –
[
f (a) +

(
f (b) – f (a)

b – a

)
(a – a)

]
= 0

and d(b) = f (b) –
[
f (a) +

(
f (b) – f (a)

b – a

)
(b – a)

]
= 0.

So Rolle’s Theorem applies to d on [a, b].

So ∃ c ∈ (a, b) s.t. d′(c) = 0, that is s.t. f ′(c) –
f (b) – f (a)

b – a
= 0.

So ∃ c ∈ (a, b) s.t. f ′(c) =
f (b) – f (a)

b – a
as required.

If you read the proof carefully, you will have noticed that the alge-
braic parts are actually quite simple. Because a, b, f (a) and f (b) are all
just numbers, lots of things are constant, which means that differentiat-
ing the function d turns out to be straightforward. You might, however,
have found the introduction of d a bit mystifying. Lots of students do,
because d looks complicated and it seems to come out of nowhere. If you
think about the proof in a more global way, though, you should see that
d is used for the clever trick:6 converting to the function d allows us to
apply Rolle’s Theorem; converting back gives the desired result about
f . To apply Rolle’s Theorem we need to establish that all its premises
are satisfied, and the proof justifies this explicitly and thereby establishes
the connection between the two theorems. To prove Rolle’s Theorem, of
course, would require different work—I will leave that for your course.
Thinking like this about logic and algebra is one way to understand a

proof. But I think it’s also satisfying to see why it works using diagrams.
To do that for the MVT, notice that the expression ( f (b) – f (a))/(b – a),
which appears in the theorem, is the gradient of the line joining the points

6 Don’t worry if you wouldn’t have invented a trick like this yourself—your job as an
Analysis student is to understand and adapt clever ideas that appear in standard proofs.
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(a, f (a)) and (b, f (b)). So the theorem says that, provided the premises
hold, there is a point c between a and b where the gradient of f is equal to
the gradient of this line.

b

f(b)

f(a)

gradient = f(b)−f(a)
b−a

a c

Also, the equation

y = f (a) +
(
f (b) – f (a)

b – a

)
(x – a)

is that of the straight line that passes through (a, f (a)) and (b, f (b)) (it
is worth spending a few minutes working out why). So d(x) gives the
vertical difference between f (x) and this line, and we can sketch what d
would look like for a given function f . Doing so makes it clear that at
points where the graph of f crosses the line, the value of d is zero; this
occurs in particular at the endpoints a and b.

a x

d

b

d(x)
f
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I suggest that you now read the proof again, referring to these diagrams
to augment your self-explanations.
As you will have gathered, I like the insight that comes from linking

logical arguments with diagrams. I like these diagrams especially because
they allow me to see not only that the theoremmust be true, but also how
the proof works. Some theorems and proofs do not lend themselves to
this type of reasoning—it is usually difficult to draw diagrams for proofs
by contradiction, for instance, because they necessarily involve working
from an incorrect assumption. And you might not like diagrams as much
as I do. But I think it is often worth a shot.
To conclude this section we will examine some cute applications of the

MVT. The theorem allows us, for instance, to establish things like this:

Theorem: Suppose that f : R → R is differentiable and that ∀x ∈ R,
f ′(x) = 0. Then f is a constant function.

Stop and think about this for amoment. It does not say that if the function
is constant, then the gradient is always zero. That would be easy to prove
directly from the definition (think about how). This theorem is the con-
verse7 of that claim: it says that if the gradient is zero, then the function is
constant. It is probably obvious to you that this must be the case. But for
most people it is not obvious how to prove it, in part because constancy
is a global property and it is not easy to argue from gradients to function
values. The MVT provides a way to get a handle on this by relating
function values to each other via derivatives at intermediate points.
It helps to rewrite the MVT like this, in order to focus attention on

the difference between f (a) and f (b) (you can probably see how that
will help):

Mean Value Theorem:
Suppose that f : [a, b] → R is continuous on [a, b] and differentiable on
(a, b). Then ∃ c ∈ (a, b) such that f (b) – f (a) = (b – a)f ′(c).

Here is the theorem about constancy again, with a proof. Explain it to
yourself, and think about how you would describe the overall strategy to
another student.

7 Section 2.9 discusses conditional statements, their converses and related logical
issues.
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Theorem: Suppose that f : R → R is differentiable and that ∀x ∈ R,
f ′(x) = 0. Then f is a constant function.

Proof: Consider a ∈ R and suppose that x ∈ R with x > a.
Then f is differentiable on (a, x).
Also, because f is differentiable ∀x ∈ R, f must be con-
tinuous on [a, x] because differentiability at a point implies
continuity at that point.
So, by theMVT, ∃ c ∈ (a, x) such that f (x)–f (a) = (x–a)f ′(c).
But f ′(c) = 0 by the theorem premise.
So ∀x > a, f (x) = f (a).
A similar argument proves that ∀x < a, f (x) = f (a).
So ∀x ∈ R, f (x) = f (a), i.e. f is a constant function.

This proof invokes but does not spell out a ‘similar argument’ for the
x < a case. Invoking similar arguments is pretty common and is usually
done when the author is confident that the reader would be able to fill in
the missing steps. As a student, it’s usually worth trying—doing so pro-
vides another way to make sure that you understand how a proof works.
In this case, a similar whole proof can be constructed to show that if

the gradient of a function is always positive, then the function must be
increasing. You might like work out how.

8.7 Taylor’s Theorem

This final main section is about Taylor’s Theorem, which is one of those
things that students find difficult—it involves a lot of notation and some
rather long equations so it looks intimidating, and people often try to
avoid it. However, when thought about in the right way, it is not that
complicated and it says something marvellous. In this section I want to
make sure that you understand it, so that you can appreciate its value
when it appears in your course.
To understand Taylor’s Theorem it helps to understand the notion of

a Taylor polynomial. Suppose we have a function f : R → R and a fixed
point of interest a. Then the Taylor polynomial of degree n for f at a is
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Tn[ f , a](x) =

f (a)+f ′(a)(x – a)+
f ′′(a)
2!

(x – a)2+
f (3)(a)
3!

(x – a)3+. . . +
f (n)(a)
n!

(x – a)n.

You see what I mean about the notation looking complicated. It isn’t,
though. In fact, each term in the polynomial has the same form, because
f (n)(a) means the nth derivative8 of f at a. Make sure you can see the
pattern.
Look more thoughtfully and you will also see that the formula gives a

polynomial in x, and that this polynomial has degree n. That’s because
lots of things are constant: a is a constant, which means that f (a) is a
constant, and so is f ′(a), and so is f ′′(a), and so on. So the whole thing
is just a bunch of constants multiplied by powers of x, and the highest
power of x is n. This means that Tn[ f , a] is a function of x: for each value
of x ∈ R, we could calculate the values of all the terms and add them up,
and Tn[ f , a](x) would vary as x varies.
So the Taylor polynomial has a fairly simple structure, but why is it

interesting? It is interesting because it allows us to approximate a func-
tion f with a polynomial. I will demonstrate what that means using the
function f : R → R given by f (x) = cos x and the fixed point a = 2π/3.
We will start with Taylor polynomials where n is small.
The Taylor polynomial of degree one is

T1[ f , a](x) = f (a) + f ′(a)(x – a).

Substituting in f (x) = cos x and a = 2π/3 gives:

T1

[
cos,

2π
3

]
(x) = cos

(
2π
3

)
– sin

(
2π
3

)(
x –

2π
3

)

= –
1
2
–

√
3
2

(
x –

2π
3

)
.

Students tend to multiply out the last expression, but I would advise
against that. Usually when working with Taylor polynomials we want to

8 People are often careless when they write this, omitting the brackets and just writ-
ing things like f 3(a). But f 3(a) is f (a) cubed, and f (3)(a) is the third derivative of f at a.
These are not the same thing at all—as ever, precision is important.
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keep the structure visible, and a person reading this version will be able
to see how it relates to the general formula.
Finding a Taylor polynomial is often straightforward because it just

involves differentiation and substitution. But what does it mean? Graphs
can help here. Plotting the graphs of f and T1[cos, 2π/3] shows that the
Taylor polynomial of degree one at the point a = 2π/3 is the tangent to f
at a = 2π /3:

In fact, the Taylor polynomial of degree one is always the tangent at the
point a. For the general case, one way to see this is to rearrange

T1[ f , a](x) = f (a) + f ′(a)(x – a) to give f ′(a) =
T1[ f , a](x) – f (a)

x – a
,

which highlights the relationship between the value of T1[ f , a] at x and
the gradient of f at a:

f(a)

f

T1[f, a](x)

a x

T1[f, a]

I also find it useful to observe (informally) that T1[ f , a] ‘matches’ the
graph of f in the sense that it has the same value at a and the same
derivative at a.
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What do you think happens for the second order Taylor polynomial?
It ‘matches’ the graph of f in the sense that it has the same value at a and
the same derivative at a and the same second derivative at a. The general
second order Taylor polynomial is

T2[ f , a](x) = f (a) + f ′(a)(x – a) +
f ′′(a)
2!

(x – a)2,

and substituting in f (x) = cos x and a = 2π/3 (again keeping the structure
visible rather than multiplying out) gives:

T2

[
cos,

2π
3

]
(x) = cos

(
2π
3

)
– sin

(
2π
3

)(
x –

2π
3

)

– cos
(
2π
3

)(
x –

2π
3

)2

= –
1
2
–

√
3
2

(
x –

2π
3

)
+
1
2

(
x –

2π
3

)2

.

Plotting the graphs this time gives:

You can probably guess what happens if we keep going. Here is the
graph with the Taylor polynomial of degree 3:
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And here is the graph with the Taylor polynomial of degree 30.

It turns out that we can get as good an approximation as we like, as far
away from a as we like, by taking more and more terms. If we could take
infinitely many terms, the graphs would match perfectly. I think you will
agree that this is pretty cool. And if you are aware of it then you are in a
good position to understand Taylor’s Theorem.

Taylor’s Theorem:
Let I be an open interval containing a and x. Suppose that f is n times
differentiable on I and that f (n+1) is continuous on I. Then there exists c
between a and x such that

f (x) = Tn[ f , a](x) +
f (n+1)(c)

n!
(x – c)n(x – a).

Again this looks intimidating, but if we look past all the notation it has
this structure:

Taylor’s Theorem: Let a bunch of conditions9 hold. Then

f (x) = Taylor polynomial + another bit.

The other bit is often referred to as a remainder term, which makes sense
because the theorem says that the function value is equal to the Taylor
polynomial of degree n plus whatever is left over. Looking more carefully

9 These conditions are sensible. For instance, we need the function to be differenti-
able n + 1 times if we want the derivatives in the formula to exist.
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at the remainder term reveals that the remainder will be small if n is large
and x – a is small (which forces x – c to be small—why?). In other words,
the approximations are better for x close to a and for big values of n. So
the theorem should seem reasonable given the material you have read in
this section.
In fact, Taylor’s Theorem can be formulated in a number of ways with

slightly different expressions for the remainder term. But all the expres-
sions share these properties, meaning that the theorem can be thought of
as telling us about approximating functions with polynomials by making
the remainder term small. Keep this in mind and you should find that
work on Taylor’s Theorem makes intuitive sense.

8.8 Looking ahead

In a typical Analysis course, work on differentiability will cover the ma-
terial from this chapter, with more examples and with proofs of all the
theorems. Studying differentiability is particularly good for observing the
buildup of theory (as discussed in Section 3.2): the Extreme Value The-
orem (see Section 7.11) is used to prove Rolle’s Theorem, Rolle’s Theorem
is used to prove the Mean Value Theorem, and the Mean Value Theorem
is used to prove Taylor’s Theorem. Indeed, this book’s focus means that I
have taken a top-down approach, stating theorems then explaining how
to understand them, but your lecturer might take a bottom-up approach
instead so that the relevant reasoning is done first and the theorems
appear as its natural consequences.
Either way, you will also find that the sum and product rules for

continuous and differentiable functions pop up all over the place. And
you might apply some or all of these ideas in study of the chain rule
(which you already know), L’Hôpital’s rule (which you might have
come across in calculus), and ways of identifying local maxima and
minimawhen the second derivative test yields no information. Youmight
also examine Taylor series for specific functions about specific points,
and perhaps functions for which Taylor polynomials do not give good
approximations.
In courses on multivariable calculus, you will generalize the ideas

of differentiability and derivatives to functions of two or more
variables—try thinking now about what differentiability ought to mean
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for a function that defines a surface instead of a curve. And in vector cal-
culus you will learn about applying these ideas in different coordinate
systems, and in the solution of partial differential equations.
Back in Analysis, you will also learn about links between differenti-

ability and integrability. For differentiable functions, this link sounds
straightforward—differentiation and integration are inverse operations.
But what does that really mean? And what happens for non-differentiable
functions? These questions require proper consideration of the meaning
of integrability, and they are addressed in the next chapter.
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chapter 9

Integrability

This chapter discusses the concept of integrability, as distinct from the pro-
cess of integration. It examines relationships between antiderivatives and areas
under graphs, then builds up the definition of integrability via approximations
to areas. It gives an example of a function that is not integrable, and shows
how Riemann’s condition—a test for integrability—can be used in proofs. It
concludes by explaining the Fundamental Theorem of Calculus.

9.1 What is integrability?

This chapter is about integrability, not about integration. That’s be-
cause Analysis, as discussed in Section 3.3, is about the theory
underlying earlier mathematics. For integrability it might not be

obvious what this means. You might have been taught that integration
is antidifferentiation—the ‘opposite’ of differentiation. That is not wrong
(though it is better to say that differentiation and integration are inverse
operations). And you might have been taught that integration is about
finding the area under a graph. That is not wrong either. But it leaves
open plenty of questions.
For a start, why should differentiation and integration be inverse

operations? Why is finding a gradient or slope1 the ‘opposite’ of find-
ing an area under a graph? If a teacher said so and you just believed
it, fair enough. But if you have never thought seriously about this
relationship, you should do so now. Many people, when they do, agree
that it is astonishing. Why on earth would gradients and areas be related?

1 As noted in previous chapters, British people use the word ‘gradient’ and Ameri-
cans use the word ‘slope’ to mean the same thing.
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They seem to involve completely different concepts. But mathematics is
not arbitrary—the relationship doesn’t exist because some authority has
randomly decreed that it should—so there must be a reason. And the
fact that the reason is not obvious means that there must be some deep
mathematics to learn.
For another thing, early study of differentiation and integration usu-

ally involves simple functions defined by single formulas. But Chapters 7
and 8 introduced functions with more complicated specifications, which
raises the possibility that differentiation and integrationmight not always
be inverse operations in an unproblematic way. Consider, for instance,
the function shown below (you’ll shortly see why I’m using t as the
variable2 rather than x).

1 2

f (t) = 1 if 0 ≤ t ≤ 1
t if 1 ≤ t ≤ 2

t

f(t)

This function is not differentiable at t = 1. So integration can’t be a
straightforward ‘opposite’ of differentiation in this case. Nevertheless it
seems sensible to talk about the area under the graph between 0 and 2, or
between 0 and a general point x ∈ [0, 2]. That area can be calculated using
the diagram and formula below (why did I use t instead of x?). Imagine
x sliding around on the axis and use simple geometry to check that the
formula is valid.

1 2 t

f(t)

x

x

0
f(t) dt =

x if 0 ≤ x ≤ 1
1
2x2 + 1

2 if 1 ≤ x ≤ 2

2 This is fine because the function given by f (t) = 3t is the same as the function
given by f (x) = 3x or f ( j) = 3j or whatever. We often use standard letters for standard
things because it helps everyone to grasp new ideas more quickly, but we don’t have to
stick to a particular notation if there is a good reason to use a different one.
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How does this result relate to straightforward formulaic integration for
the function f ? Try it and see. Many students assume that piecewise-
defined functions can be integrated simply by integrating both pieces,
but this is not the case. If you have read Section 8.6 you will be aware that
such a function might not be differentiable at the ‘join’; the piecewise na-
ture of this function does not disrupt integrability, but we do need to be
cautious about constants of integration.
There are, however, functions for which integrability is a problem, like

this one:

f : R → R given by f (x) =
{
1 if x ∈ Q

0 if x /∈ Q
.

Many people agree that it does not make sense to think about the ‘area
under the graph’ for this function. So we should expect a definition of
integrability that classifies this function as non-integrable. We will check
that in Section 9.5.

9.2 Areas and antiderivatives

Before defining integrability, I want to unpack the relationship between
antiderivatives and areas under graphs. We tend to talk about a func-
tion having ‘an’ antiderivative, saying things like ‘the antiderivative of x2
is x3/3 + c’. But that is not a single function, it is an infinite family of
functions, one for each value of c. Perhaps this is good because under a
particular graph there is not just one area—the area under the graph from
a to x will not generally be the same as the area under the graph from a
different number b to x:

f(t)

a b x t

So how exactly do antiderivatives and areas fit together? You might have
thought about this before, but many new Analysis students have spent
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more time on calculations than on conceptual understanding and they
aren’t able to give a good answer. Pause now and see whether you can,
then read on.
To sort out the relationship, we will start by finding areas. Consider,

for instance, the simple function f : R → R given by f (t) = 3t, for which
the integral from 0 to a general point x is just the area of a triangle:

t

f(t) = 3t

x

3x
x

0
3t dt = 1

2
x.3x =

3x2

2

The integral thus matches what we find using antiderivatives. But finding
the area gives just one antiderivative—the one where the constant hap-
pens to equal 0. What happens if, instead of starting at zero, we integrate
f between a different fixed number a and the variable number x? Keeping
everything positive and x > a for simplicity gives this:

t

f(t) = 3t

3x

3a

x

a

3t dt =
3x2

2
− 3a2

2

a x t

Starting at a instead of 0 chops off a bit of area. But this bit of area is
always the same, so the effect is to adjust the integral by a constant (what
happens if a is negative?). That explains why an antiderviative should be
a family of functions that differ only by a constant.
An alternative is to think dynamically about what happens as x var-

ies. Moving from a fixed x1 to a fixed x2 adds a fixed amount of area—it
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doesn’t matter where we start, we always collect the same amount of area
between these points. This means that at any particular point, the rate of
change of the growing area is fixed. The rate is not the same everywhere—
in the diagram below, the amount of area added between x3 and x4 is
bigger than that added between x1 and x2. But the rate of change at x1 is
a meaningful quantity, as is the (bigger) rate of change at x3.

f(t) = 3t

x1 x2 x3 x4 t

This means that we can think not only about an area under a graph but
also about the rate of change of that area with respect to x. Rates of change,
of course, are modelled using derivatives. So it is starting to seem reason-
able that areas and derivatives should be closely related. We will establish
exactly how in Section 9.8, after building up the appropriate definitions.

9.3 Approximating areas

The areas under the graphs in Section 9.2 have simple shapes, and we
want to be able to work withmore complicated functions, including those
with curved graphs. If your first thought is that we should use integration,
be careful. That leads to a circular argument because it amounts to saying
that we find integrals by calculating areas and we find areas by calculat-
ing integrals. It is philosophically important, therefore, to sort out the
question of area measurement, and to recognize that although we have
an intuitive sense of what it means to talk about the area under a curved
graph, obtaining a numerical measure of that area is not trivial—it cannot
be done by straightforward multiplication.
Mathematicians get around this problem by working with approxima-

tions. For
∫ b
a f (x)dx, they consider estimates like those in the diagrams
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below, where the total areas of the rectangles provide an underestimate
(on the left) and an overestimate.

f(x) f(x)

ba ax xb

Narrower rectangles (in general) give better approximations:

x x

f(x) f(x)

a b a b

No approximation gives the exact area, but the idea is that if both the
underestimates and the overestimates can be made as close as we like
to a particular number A, then A is the area under the graph. Similar
reasoning is used everywhere in Analysis—we think in terms of getting as
close as we like to a limiting value. Here this gets us out of the philosoph-
ically problematic circular reasoning: mathematicians start with areas
that are meaningful—those of the rectangles—and use them to define
what area means for a shape with a curved edge.3

3 You might know more sophisticated ways of approximating integrals using, for
instance, the trapezium rule or Simpson’s rule. But an approach using rectangles is
algebraically simpler and works just fine, so this is likely to be the one you meet first in
Analysis.
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Most students find this business with rectangles and approximations
intuitively reasonable. So all we need to do is formalize it. Unfortunately,
doing so involves introducing a lot of notation, which means that many
students end up thinking integrability is hard. But it isn’t hard. Indeed,
early work with integrability is logically simpler than early work with con-
tinuity (for instance). So I hope to convince you that the notation just
captures the intuitive ideas outlined above.
The first step in formalizing is to think about integrability on a re-

stricted domain. If you have read Chapters 7 and 8, this will not be
a surprise—both continuity and differentiability are first defined at a
point. It doesn’t make sense to talk about integrability at a point, but the
same general idea applies because there exist functions that are integrable
on some parts of the number line but not on others. So mathemat-
icians usually describe a function as integrable or not on an interval
[a, b]. With that established, the strategy is to construct:

• an expression for how the interval [a, b] is split up;
• an expression for the area of a single rectangle;
• an expression for a single overestimate, formally called an upper sum
(what do you think an underestimate is called?);

• an expression specifying the area A by relating it to the upper sums;
• a definition of integrability on the interval.

Each of these steps introduces notation, and students sometimes get con-
fused because they have failed to understand a particular step or have
muddled two steps up. After the formalization, I will repeat the list so
that you can review the whole construction.

9.4 Integrability definition

Splitting up the interval [a, b] usually involves calling the leftmost point
x0, then labelling the others in the obvious way and calling the last one xn.
You might see the definition below; in the accompanying diagram, n = 5
and the total area of the rectangles gives the overestimate associated with
the partition {x0, . . . , x5}.
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Definition: A partition of the set [a, b] is a finite set4 of points
{x0, . . . , xn} such that a = x0 < x1 < . . . < xn–1 < xn = b.

f(x)

x0
= a

x5
= b

x1 x2 x3 x4 x

Does the definition of partition specify that all the subintervals have equal
widths? No. You will often see mathematical arguments that do make
them equal, but this is only for computational convenience.
Finding the areas of the rectangles is straightforward. The first one has

width x1 – x0, and this will always be the case. In the diagram above, its
height happens to be f (x1), but that need not always be the case—look
at some of the others to see why. For a general subinterval [xj–1, xj], the
height is the largest value of f (x) on the subinterval.5 We often give this
height a name, saying something like

LetMj = sup{ f (x)|xj–1 ≤ x ≤ xj}.

Here ‘sup’ is an abbreviation for supremum, so this can be read aloud as
‘Let Mj be equal to the supremum of the f (x) values for x between xj–1
and xj’. A definition of supremum can be found in Section 10.5; here you
can continue to think of Mj informally as the largest value of f on the
subinterval [xj–1, xj], although this is a bit imprecise relative to the defin-
ition (read Section 10.5 to find out why). In any case, the area of the first
rectangle isM1(x1 – x0). Where would you markM1,M2,M3,M4 andM5

4 You’d be amazed how many people lose marks on exams because they write ‘a
set of finite points’ instead of ‘a finite set of points’. All points are finite so the former
doesn’t really say anything. As ever, pay attention to the detail.

5 This assumes that the function does have a largest value on the subinterval, which
means the function must be bounded. Sometimes the requirement of boundedness is
incorporated into the definitions associated with integrability.
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on the vertical axis of the diagram? What are the areas of the other rect-
angles? And why is it important that the definition of Mj involves ‘≤’
rather than ‘<’ symbols?
Having found areas for the rectangles, we want to add them up to get

the associated overestimate for
∫ b
a f (x)dx. The overestimate is denoted

‘U( f ;P)’, which is read aloud as ‘the upper sum for f with respect to the
partition P’ and which can be found using this formula:6

U( f ;P) =
n∑
j=1

Mj(xj – xj–1), whereMj = sup{ f (x)|xj–1 ≤ x ≤ xj}.

Remember that when you see sigma notation it is often a good idea to
write out the expression in full. For our diagram this gives the expected
sum

U( f ; P) =
5∑
j=1

Mj(xj – xj–1)

= M1(x1 – x0) +M2(x2 – x1) +M3(x3 – x2) +M4(x4 – x3) +M5(x5 – x4).

An equivalent general expression for the underestimate, called the
lower sum, is

L( f ;P) =
n∑
j=1

mj(xj – xj–1) wheremj = inf{ f (x)|xj–1 ≤ x ≤ xj}.

Here ‘inf ’ is an abbreviation for infimum (again, see Section 10.5).
Notation for this kind of thing varies a bit; your lecturer or textbook

might use a different notation forU( f ;P), for instance. Also, it is possible
to specify the rectangles in different ways. But the principles are always
similar, so you should be able to work out how these ideas (and others in
this chapter) are captured by any variants in your course.
In any case, these definitions specify a single upper sum or a single

lower sum. And a single upper sum is just a number; the formula captures
a lot of calculation but it yields a single total area. It is important to keep

6 ‘
∑

’ is the upper-case Greek letter ‘sigma’—see Section 6.2 if sigma notation is
unfamiliar or if you need a review.
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track of this because there are many different possible partitions, each of
which will have its own upper sum. Maybe one upper sum is 17, another
is 18, another is 18.5, and so on. These upper sums are all approximations
to the area under the graph, but how does that area relate to them? First,
the integralAwill be less than or equal to every upper sum. Second, it will
be the greatest number with that property. In other words it will be the
greatest lower bound for the set of all possible upper sums, also known as
the infimum of the upper sums (again, see Section 10.5):

A = inf{U( f ; P)|P is a partition of [a, b]}.

How should A be related to all the lower sums and what would we write?
Finally, all of this reasoning assumes that the area A is meaningful. But

it is only meaningful if we get the same value for A regardless of whether
we use the lower or the upper sums. Hence the definition of integrability:

Definition: f is integrable on the interval [a, b] if and only if

inf{U( f ;P)|P is a partition of [a, b]}= sup{L( f ; P)|P is a partition of [a, b]}.

To conclude this section, here is the promised recap of the list of con-
structions. Can you draw a diagram and reconstruct all the expressions
without needing to look?

• an expression for how the interval [a, b] is split up;
• an expression for the area of a single rectangle;
• an expression for a single overestimate, formally called an upper sum;
• an expression specifying the area A by relating it to the upper sums;
• a definition of integrability on the interval.

9.5 A non-integrable function

In Section 9.1 I observed that it does not seem meaningful to talk about
the area under the graph for the function below (the graph cannot be
sketched accurately but, as discussed in Section 7.3, the dotted lines
provide some intuition).
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f(x) =
1 if x ∈
0 if x /∈

f(x)

x

This section explains how this claim relates to the formal definition. Be-
fore reading on, try to anticipate the argument by thinking about how
integrability is defined. At which step will we run into trouble?
To consider integrability we need an interval [a, b] (and we’ll assume

a �= b or there is nothing to talk about). Suppose we split up the interval
using the partition a = x0 < x1 < . . . < xn–1 < xn = b. What are the
associated lower and upper sums? The upper sum is defined as

U( f ;P) =
n∑
j=1

Mj(xj – xj–1) whereMj = sup{ f (x)|xj–1 ≤ x ≤ xj},

and every subinterval contains rational numbers so every Mj must equal
1. This means that a bunch of things cancel when we expand U( f ; P):

U( f ;P) = 1(x1 – x0) + 1(x2 – x1) + . . . + 1(xn–1 – xn–2) + 1(xn – xn–1)
= xn – x0
= b – a.

Because there was nothing special about the partition, every other parti-
tion also yields the upper sum b – a. So the greatest lower bound of the
upper sums is b – a. In symbols,

inf{U( f ; P)|P is a partition of [a, b]} = b – a.
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The lower sum of f with respect to P is defined as

L( f ;P) =
n∑
j=1

mj(xj – xj–1) wheremj = inf{ f (x)|xj–1 ≤ x ≤ xj}.

This time, everymj must equal 0. Why? And why does this mean that

sup{L(f ; P)|P is a partition of [a, b]} = 0?

Finally, what does all this mean in terms of the integrability definition?
The infimum of the upper sums is b – a and the supremum of the lower
sums is zero, so

inf{U( f ;P)|P is a partition of [a, b]} �= sup{L( f ;P)|P is a partition of [a, b]},

meaning that f is not integrable on [a, b].
Do you think that a similar argument could be used to show that every

non-continuous function must non-integrable? What if a function is dis-
continuous at only one point? We’ll look at a case like that in the next
section.

9.6 Riemann’s condition

If your course defines integrability as above, the definition might say not
just ‘f is integrable’ but ‘f is Riemann7 integrable’. This reflects the fact
that there are other approaches to defining integrability and integrals.
These tend to come up in more advanced courses so I will not discuss
them here, but I do want to draw your attention to something else that
bears Riemann’s name.

Theorem (Riemann’s condition):
f is (Riemann) integrable on [a, b] if and only if for every ε > 0 there
exists a partition P of [a, b] such that U( f ;P) – L(f ; P) < ε.

The expression ‘U( f ;P) – L(f ;P) < ε’ is the difference between an upper
sum and the corresponding lower sum, which in the following diagram
is represented as the total area of the grey boxes.

7 Riemann is a German name so it is pronounced ‘Reeman’.
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x

f(x)

a b

Informally, Riemann’s condition says that a function is integrable if
and only if, by considering different partitions, we can make this differ-
ence as small as we want. I won’t prove here that Riemann’s condition is
valid—though you should think about how it relates to the definition—
but I will illustrate how it can be applied and highlight a detail that
people sometimesmiss when thinking about upper and lower sums. Con-
sider the function f : [0, 2] → R specified below. For the partition{
0, 13 ,

2
3 , 1,

4
3 ,

5
3 , 2
}
, what are the upper and lower sums, and what is the

difference between them?

1

1

2

2
f(x)

x

f(x) = 1 if 0 ≤ x < 1
2 if 1 ≤ x ≤ 2

Did you say that the difference is zero? That’s wrong. It’s wrong in the
obvious way so there is nothing weird about your thinking if that’s what
you said, but you have beenmisled by the overall appearance of the graph.
Think again before you go on.
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Below is a visual representation of the upper sum. If you said
zero, can you see why that wasn’t right? The key is the subinterval[ 2
3 , 1
]
. The point 1 is included in this subinterval, and f (1) = 2, so

sup
{
f (x)| 23 ≤ x ≤ 1

}
= 2 and U( f ;P) – L(f ; P) = 1

3 .

2

1

1 2

f(x)

x

f(x) =
1 if 0 ≤ x < 1
2 if 1 ≤ x ≤ 2

Can we make U( f ; P) – L(f ;P) as small as we like by using different par-
titions? The answer is yes, and you might like to think about how to
write a full, convincing proof of this (full doesn’t have to mean long).
Thus Riemann’s condition is satisfied and this function is integrable
on the interval [0, 2]. So a function can be integrable without being
continuous.
At a higher level, there is something to notice here about the struc-

ture of mathematical theory. I stated Riemann’s condition as a theorem,
and you will probably see it proved. However, the theorem has an if-and-
only-if structure, meaning that the condition is logically equivalent to
the definition of integrability. Technically, therefore, we could use Rie-
mann’s condition as the definition and prove the original definition as a
theorem.When this kind of thing occurs, mathematiciansmake decisions
about what to treat as fundamental and what to treat as a derivable result.
Usually everyone agrees, but you might see variations for some con-
cepts, perhaps in different textbooks. This does not mean that one source
is wrong or outdated—it just reflects this type of logical equivalence
relationship.
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9.7 Theorems involving integrable functions

Much early work on integrability is of the type discussed in Section 3.2. It
involves, for instance, proving that if f and g are both integrable on [a, b],
then so is f + g. Proofs of such things tend to look quite long, but they of-
ten just involve banging the appropriate information into the definitions
of lower and upper sums and adding things up. Here is such a claim and
proof for reading practice.

Claim: If f is integrable on [a, b] then 3f is integrable on [a, b].
Proof: Suppose that f is integrable on [a, b] and let ε > 0 be arbitrary.

By Riemann’s condition there exists a partition P of [a, b] such
that U( f ;P) – L(f ;P) < ε

3 .
Now, by definition,

U(3f ;P) =
∑n

j=1 Mj(xj – xj–1)
whereMj = sup{3f (x) : xj–1 ≤ x ≤ xj} and

L(3f ; P) =
∑n

j=1 mj(xj – xj–1)
wheremj = inf{3f (x) : xj–1 ≤ x ≤ xj}.

Also, by general properties of suprema and infima, ∀j ∈ {1, . . . n}
we have
sup{3f (x) : xj–1 ≤ x ≤ xj} = 3 sup{ f (x) : xj–1 ≤ x ≤ xj} and
inf{3f (x) : xj–1 ≤ x ≤ xj} = 3 inf{ f (x) : xj–1 ≤ x ≤ xj}.

So U(3f ;P) = 3U( f ;P) and L(3f ;P) = 3L( f ;P).
So U(3f ;P) – L(3f ; P) = 3(U( f ;P) – L( f ;P)) < 3 ε

3 = ε.
So 3f satisfies Riemann’s condition on [a, b].
Hence 3f is Riemann integrable on [a, b].
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As usual, you should think about how this claim and proof might gen-
eralize. What if 3 were replaced by 6, or by –3, or by a general constant c?
Why is the result about general properties of suprema and infima8 valid?
And howmight we prove that if f and g are both integrable on [a, b], then
so is f + g (for inspiration, see the proof of the sum rule for convergent
sequences in Section 5.10)?
Next, a theorem involving more concepts.

Theorem: Suppose that f is bounded and increasing on [a, b].
Then f is Riemann integrable on [a, b].

I like this theorem because a standard proof based on Riemann’s condi-
tion can be captured very elegantly in a diagram, as below. The argument
is that the difference between the upper and lower sums—the total area of
the grey boxes—is the same as the area of the rectangle to the right. The
area of the rectangle is f (b) – f (a) times its width, so it can be made smal-
ler than any particular ε bymaking the width small enough. So Riemann’s
condition is satisfied and the theorem must be true.

f(b)

f(a)

f(b) − f(a)

a b

As you read the proof, think about how each part relates to the diagram.

8 Supremum is the singular, suprema is the plural—this is like maximum and
maxima.
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Theorem: Suppose that f is bounded and increasing on [a, b].
Then f is Riemann integrable on [a, b].

Proof: Let ε > 0 be arbitrary.
Note that f (b) – f (a) > 0 because f is increasing on [a, b].

Choose N ∈ N s.t.
b – a
N

( f (b) – f (a)) < ε.

Let PN be the partition {x0, x1, . . . , xN} with

xj – xj–1 =
b – a
N

∀j ∈ {1, . . . ,N}.

Because f is increasing, ∀j ∈ {1, . . . ,N} we have

sup{ f (x) : xj–1 ≤ x ≤ xj} = f (xj) and
inf{ f (x) : xj–1 ≤ x ≤ xj} = f (xj–1).

So U( f ; PN) =
N∑
j=1

f (xj)(xj – xj–1) =
b – a
N

N∑
j=1

f (xj)

and L( f ; PN) =
N∑
j=1

f (xj–1)(xj – xj–1) =
b – a
N

N∑
j=1

f (xj–1).

So U( f ; PN) – L( f ;PN) =
b – a
N

⎛
⎝ N∑

j=1
f (xj) –

N∑
j=1

f (xj–1)

⎞
⎠

=
b – a
N

(
f (xN) – f (x0)

)
=

b – a
N

(
f (a) – f (b)

)
< ε.

So Riemann’s condition is satisfied.
Hence f is integrable on [a, b].

Would the conclusion of this theorem still hold if f were decreasing on
[a, b]? If so, how would the proof need to change? And does the function
in this theorem have to be continuous? Even when you’ve seen lots of
non-continuous functions your brain will keep defaulting to continuous
ones because they’re more familiar. So do remind yourself every now and
then to think beyond the obvious cases.
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9.8 The Fundamental Theorem of Calculus

This chapter began with an informal discussion of the relationship
between integration and differentiation. This relationship is captured for-
mally by the Fundamental Theorem of Calculus (often abbreviated as
‘FTC’). If you have studied a lot of calculus, you might have seen a proof
of the FTC already. The proofs in calculus courses, however, tend tomake
numerous assumptions. Unsurprisingly, an Analysis course will establish
everything properly on the basis of definitions and earlier theorems.
Analysis courses tend to go pretty fast, however, and many students

rush through a proof of the FTC before they’ve really understood the
theorem. Here I want to make sure that you understand both what the
FTC says and what it would take to prove it.

Theorem (Fundamental Theorem of Calculus):

Suppose that f is integrable on [a, b] and let F(x) =
∫ x

a
f (t)dt. Then

1. F is continuous on [a, b];
2. If f is continuous on [a, b] then F is differentiable on [a, b] and

F′(x) = f (x).

The notation in the theorem premise can be understood by inspecting a
diagram illustrating the relationship between f and F:

f(t)

a x b t

F(x)

Using the same notation, it’s possible to get a decent informal grasp on
why integration and differentiation are inverse operations by thinking
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about approximations for a general function f and the associated F. From
Section 8.4, the derivative of F at x is defined as follows.

Definition: F′(x) = lim
h→0

F(x + h) – F(x)
h

, provided this limit exists.

Then consider this diagram and argument. The approximation gets better
as h → 0, making it plausible that, in the limit, F′(x) = f (x).

x x + h

f(x)

f(t)

t

F(x +h) −F(x)

h

≈ area of grey box
h

= height of grey box

= f(x)
a

So the FTC is consistent with the claim that integration and differ-
entiation are inverse operations. But the theorem clearly says some-
thing more precise and complex than this—its conclusions about the
relationship between the function f and its integral F depend on
the nature of f , which probably isn’t something you’ve considered
before.
To understand exactly what the FTC says I find it useful to consider a

specific example such as the function f : [0, 2] → R given by

f (t) =
{
1 if 0 ≤ t ≤ 1
2 if 1 < t ≤ 2 .

Section 9.6 established that although this function is not continuous at 1,
it is nevertheless integrable on [0, 2]. So the FTC applies. Considering the
graph of the corresponding integral F can clarify the meanings of both
parts of the FTC.
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3

2

1

1 2

2

3

1

t 1 2 x

f(t) F(x)

First, make sure you are convinced that F is shown correctly. I find it
helpful to observe that on the interval [0, 1], the area under the graph of
f increases at a constant rate, and the integral F must reach 1 at x = 1.
On the interval [1, 2], the area under the graph of f also increases at a
constant rate but now that rate is doubled, and the integral F must reach
3 at x = 2.
Then think about part 1 of the FTC, which simply says that if f is inte-

grable then F is continuous. The graph of f has a ‘jump’ at x = 1, but this
does not result in a corresponding jump in F because the area does not
jump to a new value instantaneously as x passes through the value 1. So
F is continuous even though f is not. This should help you to see why the
part 1 of the FTC is reasonable.
Part 2 of the FTC says that if f is continuous then F is differentiable.

In our example f is not continuous at 1 and F is not differentiable: the
graph of F has a ‘corner’ at x = 1. This should clarify why the FTC needs
the extra continuity condition in part 2: if f is not continuous then there
might be sharp changes in the gradient/slope of F. Overall, then, this is
an example in which differentiation and integration are not straightfor-
ward inverse operations. Because most functions in their earlier study of
differentiation and integration are continuous everywhere, this thinking
is new to most Analysis students.
Proving the FTC provides an opportunity to draw together the con-

cepts of limits, continuity, differentiability and integrability. To prove
part 1, that F is continuous, we need to prove that F satisfies the definition
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of continuity (see Sections 7.4 and 7.5). This means proving that for every
c ∈ [a, b] it is true that

∀ε > 0 ∃ δ > 0 such that if |x – c| < δ then |F(x) – F(c)| < ε.

To prove part 2, that F is differentiable with F′(c)= f (c) for every c∈ [a, b],
we need to prove that these quantities fit appropriately into the definition
of differentiability (see Section 8.4). This means proving that for every
c ∈ (a, b) it is true that

lim
x→c

F(x) – F(c)
x – c

= f (c).

Translating further using the definition of limit (see Section 7.10), this
means we need to prove that for every c ∈ (a, b) it is true that

∀ε > 0 ∃ δ > 0 such that if 0< | x – c|<δ then
∣∣∣∣F(x) – F(c)x – c

– f (c)
∣∣∣∣ < ε.

Proving this last statement isn’t as hard as it looks—the last expression
can be simplified by thinking about the meaning of F(x) – F(c) and using
some clever algebra. There do remain subtleties to deal with, and these
will likely be considered in your course before you see a proof. But the
work we’ve just done in sorting out what is required should make any
proof you see more comprehensible.

9.9 Looking ahead

As usual, an Analysis course will cover this chapter’s material in detail
and will fill in a lot of the gaps. As noted in Section 9.4, it might use vari-
ants of the definitions, but the use of approximations will almost certainly
be similar. The introduction of the definitions might be different, how-
ever. Here, I have treated functions and graphs in the abstract, but your
lecturer might encourage you to work first in an applied context, per-
haps approximating distance travelled based on information about the
way speed changes with time, or approximating the energy required to
stretch a spring based on information about the way the force exerted
changes as it is stretched. You might like to think now about how those
concepts would relate to the abstract ideas presented in this chapter.
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Later courses will extend the idea of integrability. Some will extend it
to other domains. In this chapter all the domains were closed-interval
subsets of the real numbers; a course onmultivariable calculusmight con-
sider integrals for functions of more variables. A function f : R2 → R,
for instance, takes points of the form (x, y) as inputs and returns real
numbers as outputs, meaning that its graph can be thought of as a surface
in three dimensions. In this context the domain for an integral is a subset
of the plane, and the integral can be thought of as the volume under a
surface. How do you think upper and lower sums would be calculated?

x

y

f(x, y)

Extending in another direction, it is also possible to define functions
f : C → C, which opens up more possibilities for integration. In a course
on complex analysis you will learn about integrating along curves in the
complex plane, which naturally introduces more variation because there
are many different curves joining any two points. Complex analysis is ex-
tremely elegant and it turns out that for important classes of functions the
integral is the same no matter what path is taken, meaning that integrals
around curves that start and finish at the same point must be zero. And
for some functions it is possible to evaluate integrals simply by calculat-
ing function values at certain points. These results lead to applications
for real-valued functions: some real integrals that are ordinarily hard to
calculate can be found by integrating around a semicircle in the complex
plane whose straight edge is part of the real line, then taking limits to
make the edge into the whole of the real line and inferring the integral
along the real line from the complex integral.
Finally, as mentioned in Section 9.6, you might learn about different

types of integrability. In a course on measure theory, for instance, you
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might learn about Lebesgue9 integrability. Some functions that are not
Riemann integrable are Lebesgue integrable, including this function from
Section 9.5:

f : R → R given by f (x) =
{
1 if x ∈ Q

0 if x /∈ Q
.

We showed that this is not Riemann integrable on any interval [a, b]. But
it is Lebesgue integrable, and its Lebesgue integral is zero for reasons as-
sociated with the distribution of the rational numbers on the number
line. Such topics are more advanced, but we will do some initial work
on rational numbers in Chapter 10.

9 This is a French name so it is pronounced, roughly, ‘Le-bayg’.
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chapter 10

The Real Numbers

This chapter introduces rational and irrational numbers and their relationships
with decimal expansions. It discusses axioms for the real numbers, and ex-
plains how the completeness axiom is necessary to distinguish the reals from
the rationals and to prove intuitively compelling results about sequences and
functions.

10.1 Things you don’t know about numbers

Youknow quite a bit about numbers. And you might think that ad-
vanced mathematics is not really about numbers at all, but about
general formulas and abstract relationships. To some extent, that

is true. However, most undergraduate mathematics degrees involve ex-
tended study of the theory of numbers. Some might be in a course called
Number Theory, which—at least to begin with—is usually about divisib-
ility properties of integers. Did you know, for instance, that an integer is
divisible by 3 if and only if the sum of its digits is divisible by 3? If you
did know that, do you know why it is true? This kind of thing is cute but
it is not a pointless curiosity; it occurs due to fundamental properties of
the base 10 number system. Learning about such phenomena will extend
your knowledge ‘upward’ in the sense discussed in Section 3.3. Analysis,
as usual, is about the ‘downward’ direction—about the theory underlying
the mathematics of real numbers.
As a taster, here is a number represented in two ways:

1/7 = 0.142857142857142857 . . .
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Notice that the decimal representation is repeating (or recurring). Is this
a coincidence? What other numbers have this property?
Everyone thinks of decimals as a natural way to represent numbers,

not least because they appear that way on a calculator screen. It’s good to
know how to work your calculator (I do not say that lightly—lots of errors
are made when people don’t), but you won’t need it in Analysis. In fact,
I’ve been known to take calculators away when students reach for them
in class. This is partly because smart mental arithmetic is often quicker.
And it is partly because of what it means to have a mathematically ma-
ture view of numbers. For instance, I recently set an exam in which the
answer to one question was 1

6 (e – 1). Many students found this but then
got out a calculator and gave a final answer like 0.28638030. Those with
more nous,1 however, left the answer as 1

6 (e – 1). This is what a math-
ematician would do, because 1

6 (e – 1) is a perfectly good number. Indeed,
the decimal version is less accurate no matter how many decimal places
are given.
But mostly I remove calculators because Analysis is not really about

individual numbers as answers; it is about the structures behind the num-
bers. A calculator, by necessity, obscures those structures—you get an
answer but you don’t see why it is correct. Hitting the buttons ‘1 ÷ 7 =’
on a calculator will return the first eight or ten digits, which might not
be enough to show up the repeating pattern. Using a computer alge-
bra system will give a lot more digits and might highlight a pattern, but
it won’t explain why that pattern occurs. In advanced mathematics, it’s
the why that we’re interested in, and in this case an explanation is pretty
accessible.

10.2 Decimal expansions and rational numbers

It is not a coincidence that the number 1/7 has a repeating decimal expan-
sion. This occurs because 1/7 is a rational number. The set of all rational
numbers is denoted by Q, and here is the appropriate definition:

Definition: x ∈ Q if and only if ∃ p, q ∈ Z (with q �= 0) such that x = p/q.

1 This is a British-English word. It is pronounced like ‘house’, and my computer’s
dictionary defines it as ‘common sense; practical intelligence’.
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In informal terms, x is rational if and only if it can be written as a ‘frac-
tion’. It’s fine to think of it that way, but be careful with the language
because people tend to think of fractions as ‘small’ and the definition
doesn’t specify that. For instance, 32800/7 is a perfectly good rational
number. It has a repeating expansion too, look:

32800/7 = 4685.714285714285714285 . . .

In fact, the expansion not only repeats, it repeats with the same period as
the expansion of 1/7: every six digits. Indeed, the repeating digits are the
same ones in the same order. If that were a coincidence it would be pretty
weird. So why does it happen?
Doing long division answers this question. I’m not sure what school-

teachers say when describing long division these days, but I learned this
inelegant but brief phrasing:

Seven into one doesn’t go. 0 .
7 1 . 0 0 0 0 0 0 0

Seven into ten goes one remainder three. 0 . 1
7 1 . 0 30 0 0 0 0 0

Seven into thirty goes four remainder two. 0 . 1 4
7 1 . 0 30 20 0 0 0 0

Seven into twenty goes two remainder six. 0 . 1 4 2
7 1 . 0 30 20 60 0 0 0

Seven into sixty goes eight remainder four. 0 . 1 4 2 8
7 1 . 0 30 20 60 40 0 0

Seven into forty goes five remainder five. 0 . 1 4 2 8 5
7 1 . 0 30 20 60 40 50 0

Seven into fifty goes seven remainder one. 0 . 1 4 2 8 5 7
7 1 . 0 30 20 60 40 50 10

The pattern repeats at this stage because the division process begins to
cycle through the same set of remainders. Indeed, this must happen be-
cause, when dividing by 7, there are only six possible nonzero remainders.
So at most six remainders can come up before the digits start repeating.
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And this observation is straightforward to generalize: when dividing by
q ∈ N there are at most q – 1 possible nonzero remainders, so the digits
must repeat with period at most q – 1.
This does not mean that the period has to be exactly q–1. For instance,

8/11 = 0.72727272 . . . and 2/3 = 0.66666666 . . . .
And some rational numbers lead to zero remainders beyond some point.
For instance,

7/8 = 0.8750000 . . . , which we write as 7/8 = 0.875.
But it does mean that every rational number has a repeating or terminat-
ing decimal expansion. I think that’s a nontrivial thing to know and it’s
nice that the explanation is so simple. We can take it further, though, by
asking the question that has come up repeatedly in this book: is the con-
verse true? Does every repeating decimal expansion represent a rational
number?
The answer to this is ‘yes’ as well. Probably it’s easiest to see why by

working with a specific number and applying an argument similar to
those used for geometric series in Section 6.4.

Let x = 57.257257257257 . . . .

Then 1000x = 57257.257257257257 . . . .

So 1000x – x = 57200,

i.e. 999x = 57200.

So x =
57200
999

.

This argument could be adapted to deal with any2 repeating decimal
expansion (how?). So rational numbers are precisely those with repeat-
ing decimal expansions. That’s even more nontrivial—it says something
fundamental about the relationships between properties of numbers and
their representations. I think it’s a shame that people are not taught

2 The potential problems discussed in Section 6.1 do not cause trouble in this case.

To see why, refer to Section 6.3 and note that x =
572
10

(
1 +

1
103

+
1
106

+ . . .

)
.
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about it earlier, as the mathematics needed to understand it is pretty
straightforward. But you see what I mean about there being plenty left
to learn.
While on the subject of decimals, we should sort out something that

every undergraduate mathematics student ought to know. Here it is:

0.99999999 . . . = 1.

This tends to upset people. Their intuition tells them that 0.99999999. . .
is a tiny bit less than 1, because they imagine writing down the number,
so that the 9s get added in a process that ‘never ends’ and the written
number ‘never gets to 1’. Of course, that’s perfectly reasonable: a number
like 0.99999999 is indeed slightly smaller than 1. But it has only finitely
many digits. When mathematicians write ‘0.99999999. . . ’ or ‘0.9̇’, they do
not imagine the process of writing down the 9s. Those symbols mean
that the 9s, all infinitely many of them, are already there. So what is the
difference between 0.99999999 . . . and 1? It has to be zero, meaning that
the numbers are equal.
The initial intuition is persistent, though, so here are a couple more

ways to defeat it. Those who like algebra might like this:

Let x = 0.99999999 . . . .

Then 10x = 9.99999999 . . . .

So (10 – 1)x = 9,

i.e. 9x = 9.

So x =
9
9
= 1.

Or how about even simpler arithmetic? Everyone believes that

1/3 = 0.33333333 . . . .

Now just multiply both sides by 3.
These are not tricks. It is just that much intuition is based on ex-

perience with finite objects, which means that things go awry when
people begin thinking about infinite ones—infinite decimal expansions,
in this case. In fact, these ideas can be related to limits of infinite se-
quences, because a decimal expansion can be thought of as the limit
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of a sequence in which each term contains an extra digit: the sequence
0.9, 0.99, 0.999, 0.9999, . . ., for instance, has limit 1. Analysis courses vary
in the links they explore between sequences and real numbers, but you
might well see these ideas extended.

10.3 Rational and irrational numbers

Here we will move on to contrasts between rational and irrational num-
bers. There are lots of rational numbers, which raises the question of
whether it is possible to write every number in the form p/q. There are,
after all, an awful lot of combinations of p and q.
Think again about decimal expansions, though, and the picture starts

to look different. All rational numbers can all be represented as repeating
decimals, and clearly there are many decimal expansions that do not re-
peat. It’s easy to imagine taking a single repeating decimal expansion and
‘messing it up’ in numerous ways to get non-repeating ones (easy but not
trivial—we’d need to mess it up enough). The decimal expansions idea
provides insight, therefore, but it makes irrationals quite hard to get hold
of: to express one fully we’d have to write down infinitely many digits,
and no one can do that.
But it is not too hard to establish that some familiar numbers are ir-

rational by using indirect methods. Roughly speaking, the word ‘indirect’
is used when instead of proving (directly) that something is true, we prove
(indirectly) that something can’t not be true. That sounds inelegant but in
fact it can lead to some rather beautiful proofs. One classic is a proof by
contradiction that

√
2 is irrational, a version of which is shown here. To

understand this proof, you will need to know that the notation 2|p is read
aloud as ‘2 divides p’, meaning that 2 is a factor of p. Notice also that it’s
important in proofs like this to make sure that the symbols ‘|’ and ‘/’ are
distinguishable.
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Claim:
√
2 is irrational.

Proof: Suppose for contradiction that
√
2 ∈ Q.

Then ∃ p, q ∈ Z (with q �= 0) such that
√
2 = p/q and p and q

have no common factors.
This implies that 2 = p2/q2 so 2q2 = p2.
Hence 2|p2.
But then 2|p because 2 is prime.
Say p = 2k where k ∈ Z.
Then 2q2 = 4k2, so q2 = 2k2.
So 2|q2.
But then 2|q because 2 is prime.
So p and q have common factor 2.
But this gives a contradiction.
Hence

√
2 /∈ Q.

For what other numbers would such a proof work? Could we replace√
2 with

√
3 and still have a valid argument? Clearly we couldn’t replace

it with
√
4, because

√
4 isn’t irrational. But at what step would the proof

break down? Are there multiple steps that don’t apply for
√
4, or is there

just one key step that is not valid? And could we replace
√
2 with

√
6?

If so, what else would have to change? As usual, you should get in the
habit of asking yourself such questions. And note that by no means all
irrational numbers arise as square roots. In fact, in an important sense,
there are many ‘more’ irrationals than rationals—look out for a proof
of this.
As usual, a typical Analysis course will introduce rational and irrational

numbers then do some work on how they combine. For instance, multi-
plying together two rational numbers always gives another rational.Why,
exactly? And does multiplying together two irrationals always give an
irrational? Be careful here—the answer is ‘no’, and lecturers like to ask
questions like this to make sure that students are thinking carefully.What
about multiplying a rational by an irrational? This, again, can trip people
up, because zero is rational and multiplying any number by zero gives
zero. But, if the rational number is not zero, we get another irrational.
This can also be proved by contradiction, as follows.
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Theorem: If x ∈ Q, x �= 0 and y /∈ Q, then xy /∈ Q.
Proof: Let x ∈ Q and x �= 0.

Then ∃ p, q ∈ Z (with q �= 0) such that x = p/q, and p �= 0
because x �= 0.
Let y /∈ Q and suppose for contradiction that xy ∈ Q.
This means that ∃ r, s ∈ Z (with s �= 0) such that xy = r/s.

But then y =
q
p

× r
s
=
qr
ps
.

Now qr ∈ Z and ps ∈ Z because p, q, r, s ∈ Z.
Also ps �= 0 because p �= 0 and s �= 0.
So y ∈ Q.
But this contradicts the theorem premise.
Hence xy /∈ Q.

Proofs by contradiction pop up a lot in work with irrational numbers,
precisely because it is hard to work with irrationals directly. Effectively
the thinking goes, ‘I know this number is going to be irrational, but ra-
tionals are easier to work with so let’s suppose it’s rational and show that
something goes wrong’. This is exactly how proof by contradiction works.

10.4 Axioms for the real numbers

We have established that some real numbers are rational and some are ir-
rational. But lots of things are true for all real numbers, and these axioms
are the subject of this section.
Recall that in Section 2.2 I listed these axioms:

∀a, b ∈ R, a + b = b + a [commutativity of addition];
∃ 0 ∈ R s.t. ∀a ∈ R, a+0 = a = 0+a [existence of an additive identity].

You no doubt believe that these axioms are true. So does everyone else.
But how do we know? The philosophically interesting answer is that we
don’t. It’s not like anyone has checked every possible pair of real numbers
a and b to make sure it really is always true that a + b = b + a. Philo-
sophically, Platonists believe that the real numbers are out there and that
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an axiom like this is a human attempt to capture one of their properties.
Formalists believe that an axiom like this is a definition stipulating a
property of a set that we can choose to call the real numbers; for a formal-
ist, 2 + 3 = 3 + 2 is true because the axiom says so. This is not a problem
and, depending on the structure of your degree, you might do a course
that constructs sets that satisfy the expected axioms for the natural num-
bers, the integers, the rationals and the reals. That would be too detailed
for a book like this, but it’s good to begin thinking about the philosophical
assumptions behind even simple mathematics.
In any case, those are just two axioms, and the real numbers satisfy

a whole lot more; below you can find a list. Some of these axioms have
names, and these are also listed. Which name do you think goes with
which axiom? (This isn’t an unreasonable question—given what you
already know, you’ll be able to get most of them right.)

Axioms

1. ∀a, b ∈ R, a + b ∈ R.
2. ∀a, b ∈ R, ab ∈ R.
3. ∀a, b, c ∈ R, (a + b) + c = a + (b + c).
4. ∀a, b ∈ R, a + b = b + a.
5. ∃ 0 ∈ R s.t. ∀a ∈ R, a + 0 = a = 0 + a.
6. ∀a ∈ R ∃ (–a) ∈ R s.t. a + (–a) = 0 = (–a) + a.
7. ∀a, b, c ∈ R, (ab)c = a(bc).
8. ∀a, b ∈ R, ab = ba.
9. ∃ 1 ∈ R s.t. ∀a ∈ R, a · 1 = a = 1 · a.
10. ∀a ∈ R\{0} ∃ a–1 ∈ R s.t. aa–1 = 1 = a–1a.
11. ∀a, b, c ∈ R, a(b + c) = ab + ac.
12. ∀a, b ∈ R, exactly one of a < b, a = b and a > b is true.
13. ∀a, b, c ∈ R, if a < b and b < c then a < c.
14. ∀a, b, c ∈ R, if a < b then a + c < b + c.
15. ∀a, b, c ∈ R, if a < b and c > 0 then ca < cb.
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Axiom names

closure under multiplication associativity of multiplication

existence of a multiplicative identity trichotomy

associativity of addition commutativity of addition

existence of multiplicative inverses closure under addition

commutativity of multiplication existence of additive inverses

transitivity distributivity of multiplication
over additionexistence of an additive identity

The axiom names are a bit long and students often don’t learn them. In
one sense that doesn’t matter—you can use an axiom without knowing
its name. But names are useful both for identifying links across sub-
jects and for effective communication. For instance, both addition and
multiplication are commutative—they share this property so it’s useful to
have a word to describe it. And mathematicians also work with complex
numbers, functions, matrices, symmetries, vectors, and so on—many of
these objects can be added or multiplied, and we can ask whether add-
ition and multiplication remain commutative. Moreover, restricted sets
of axioms define structures such as vector spaces, groups, rings and fields,
which are studied in work on linear algebra and abstract algebra. Nam-
ing the axioms makes it easier to compare and communicate about these
structures.
Returning to the real numbers, though, here is a question. In which of

the axioms could we replace R with Q? Look back and decide.
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10.5 Completeness

The answer to the preceding question is ‘all of them’: all fifteen axioms
still apply if we replace R with Q. Make sure you believe this. So that
long list of axioms is not sufficient to distinguish the real numbers from
the rationals. We need something else, and that something is known as
completeness.
Completeness is not a complicated idea, but to understand it you need

to understand the idea of a supremum of a set X ⊆ R.

Definition: U is the supremum of X ⊆ R if and only if

1. ∀x ∈ X, x ≤ U;
2. if u is any upper bound for X, then U ≤ u.

The supremum is sometimes referred to as the least upper bound. Can
you see why? Point 1 in the definition means that U is an upper bound
for X (see Section 2.6), and point 2means that it is the least of all the pos-
sible upper bounds. Students often go further in the direction of informal
thinking and assume that the supremum of a set is its maximum or lar-
gest element. Unfortunately, that is not correct, because not every set has
a maximum element. Some sets do: the set [1, 5] = {x ∈ R|1 ≤ x ≤ 5} has
maximum 5, and 5 is also its supremum (check against the definition).
But the set (1, 5) = {x ∈ R|1 < x < 5} does not have a maximum elem-
ent: whatever x ∈ (1, 5) we pick, there will be a bigger one. The set (1, 5)
still has a supremum, though, and its supremum is also 5 (again, check).
It just happens that 5 is not in (1, 5). So it is important to pay attention
to the definition and to avoid being swayed by the related informal idea.
Students who don’t avoid being swayed often find it difficult to construct
proofs involving suprema,3 not because the definition is logically compli-
cated but because they think they understand the concept so they don’t
think to invoke it.
A similar comment applies to the definition of the infimum of a set,

which is also known as the greatest lower bound. Can you construct

3 As noted in Section 9.7, supremum is the singular, suprema is the plural—this is
likemaximum andmaxima.
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the definition of infimum? And why should we avoid assuming that the
infimum of a set is its minimum element?
With the definition of supremum in place, we can introduce

completeness:

Completeness Axiom: Every nonempty subset of R that is bounded
above has a supremum in R.

The completeness axiom captures the distinction between the reals and
the rationals; replacing R with Q in this axiom gives a statement that
isn’t true. For instance, the set {x∈ Q | x2< 2} does not have a supremum
in Q; its supremum is

√
2, which is in R but not in Q—if we lived in a

world with only rational numbers, and we zoomed in on a number line,
we’d find a gap where

√
2 ought to be. Because of this, people sometimes

describe the completeness axiom informally by saying

‘there are no holes in the number line.’

This doesn’t surprise anyone because everyone has always assumed
that there are no holes in the number line. But, again, Analysis high-
lights the philosophical assumptions we all make without thinking about
them. We want to assume that there are no holes in the number line,
so to axiomatize the number system properly we need to state that
explicitly.
Focusing on completeness permits a deeper understanding of re-

sults from other Analysis topics. For instance, remember this potential
theorem from Section 5.4?

• Every bounded monotonic sequence is convergent.

This one is true, which for most people seems intuitively reasonable: if
a sequence (an) is increasing, say, and bounded above by u, then infin-
itely many terms must ‘fit in’ between a1 and u. In fact, the limit will
be the supremum U of the set of all sequence terms {an|n ∈ N}. Note
that the sequence might or might not have terms equal to its limit, and
correspondingly U might or might not be in {an|n ∈ N}.
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an

U

u

a1

an

U

u

a1

Either way, this theorem is true only because R is complete. If it were not,
some apparently convergent sequences would not have limits. Consider,
for example, the sequence in which the nth term is the n-decimal-place
approximation to

√
3: the sequence 1.7, 1.73, 1.732, . . .. If we lived in a

world with only rational numbers, this sequence would exist (every term
is rational—for example 1.732 = 1732/1000) but its limit would not.
Similarly, consider this theorem from Section 7.9:

Intermediate Value Theorem:
Suppose that f is continuous on [a, b] and that y is between f (a) and f (b).
Then ∃ c ∈ (a, b) such that f (c) = y.

f(x)
f(b)

f(a)

x

y

a c b

This is also true, and we need completeness to prove it. If the reals were
not complete, then function graphs would have ‘holes’ and theremight be
a value y with no appropriate c. A typical proof involves considering the
set X = {x ∈ [a, b]|f (x) < y}; this is a bounded subset ofR so it must have
a supremum c in R by the completeness axiom, and it must be true that
f (c) = y. The details need fleshing out, but thinking about the diagrams
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below might help you to understand a proof—where would c = supX be
in each case?

a ab b

y y

X X
x

f(x) f(x)

x

10.6 Looking ahead

This chapter gives an introduction to ideas about the real numbers that
youmight encounter in Analysis. Depending on your degree programme,
you might not go much beyond this—if you work mostly on applied
mathematics then your studies will rely on properties of numbers but the
axioms and definitions will remain in the background. If you do more
pure mathematics, however, these ideas will be extended in a number of
directions.
One thing you might study is the classification of numbers according

to their status as solutions to different types of equation. Rational num-
bers, for instance, are ‘nice’ in the sense that they are solutions to linear
equations like 3x – 4 = 0. Irrationals are less nice in that they are not,
but some are solutions to quadratic equations like x2 – 2 = 0. In general,
a number is said to be algebraic if it is a solution to an equation of the
form anxn + . . . + a2x2 + a1x + a0 = 0 with integer coefficients. Some ir-
rationals, though, are not even that nice. For instance, e and π are both
transcendental numbers, meaning that they do not satisfy any such equa-
tion; you might see this proved. And you might study properties of the
sets of solutions to algebraic equations—the subject known as Galois the-
ory is about the abstract group structures formed by such solutions and
it has far-reaching implications in geometry as well as in abstract algebra.
Another thing you might learn more about is axiomatic systems. As I

mentioned, structures such as vector spaces, groups, rings and fields are
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all defined by subsets of the axioms listed in Section 10.4; most math-
ematics students study both specific examples of these structures and
general theorems about their properties. For now, youmight like to think
about which familiar mathematical sets—N, Z, Q, C (the set of all com-
plex numbers), the set of all three-component vectors, the set of all 2 × 2
matrices, and so on—satisfy which ones. Notice that some axioms do not
hold in certain structures—Z, for instance, has additive inverses but not
multiplicative inverses. And some axiomsmight not apply at all: the order
axioms (the ones about inequalities) make no sense for complex numbers
or for matrices—what would it mean to say that one matrix is ‘less than’
another? This means that there are fundamental differences in the types
of mathematics that can be done in these systems and in the theorems
and theories that apply.
Finally, you might take a course that does foundational work. This

might characterize the rational numbers in terms of equivalence rela-
tions, clarifying what it means to say that 1

2 = 2
4 = 3

6 = . . . and proving
that all the algebraic properties of rationals respect these relationships. Or
it might go further back and use set theory to construct the naturals, inte-
gers, rationals and reals. Such courses require students to stop taking even
their basic mathematical knowledge for granted, so they are challenging
but they get to the heart of what mathematics is about.

216 | THE REAL NUMBERS



Conclusion

This short concluding chapter reviews ideas from the book and suggests things
to bear in mind when studying Analysis.

This book hits all the main topics in Analysis—sequences, series,
continuity, differentiability, integrability and the real numbers—
and explains the main definitions in detail. But it doesn’t try to

do the same for all the theorems and proofs that might be included in
textbooks or in a taught Analysis course. Rather, it aims to teach some
useful skills for learning from such a presentation. With that in mind,
you might want to review Part 1 before you put the book down—now
that you know more about the content, you might have a more informed
perspective on the general suggestions.
Because of the book’s aims, I have been able to indulgemyself by select-

ively including things that I find particularly interesting. Some of these
are elegant arguments, or good tricks, or graphical representations that
provide intuitive insight. Some are (to me) counterintuitive and there-
fore fascinating: the study of series, in particular, throws up conceptual
surprises that give many students a sense that although they know a lot
of mathematics, there remain some deep ideas to understand.
Indeed, for many people, understanding Analysis means not only ex-

tending their existing knowledge but also gaining a new perspective by
examining its underlying assumptions. I sometimes wonder whether
students will be impatient with this—whether they will want to learn
higher-level stuff rather than digging around in the foundations. But in
fact students often tell me that they find it really interesting to learn about
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the ideas behind long-familiar mathematics. Even if Analysis turns out
not to be your thing—if you find that you prefer working on real-world
modelling problems, for instance—I hope this book gives you a sense
of what Analysis achieves and why people think it’s an important thing
to study.
In any case, this is the book’s conclusion but it is just the beginning of

your study of Analysis. A small number of readers will spend a lifetime
engaged in work on advanced versions of these ideas, andmanymore will
take numerous courses extending them into topics like complex analysis,
differential geometry, metric spaces, and topology. All will take at least
one or two courses that include the material presented here and that fill
in the gaps. With that in mind, I’ll leave you with a quick review of some
important things to remember.
First, every student of Analysis should pay attention to the definitions.

Advanced mathematics relies heavily on its definitions and you should
look for them everywhere, especially in new topics—you have little hope
of understanding what is going on if you don’t. Moreover, you need the
definitions to come to mind. About once a week I have a conversation
with my tutees1 that goes like this:

student: I just don’t get what’s going on with concept X.
me: Okay. What does concept X mean?

student: I don’t really know—I know it’s something to do
with . . . um . . .well . . . I can’t explain it.

me: Alright, that’s fine. What do we do when we don’t know
what something means in advanced mathematics?

student: (looking a bit embarrassed because I ask this every week,
and shuffling notes to find the appropriate page) We look
at the definition . . .

This is not because my tutees are no good. On the contrary, they’re
pretty sharp and hardworking. But they’re new to advanced mathemat-
ics and they’re accustomed to learning procedures rather than thinking
about concepts and logical arguments. Sometimes it just doesn’t occur to
them to treat definitions as the source of meaning, so they experience

1 In in the UK I have ‘tutees’—‘advisees’ is a rough US equivalent.
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generalized confusion about a whole topic without realizing that they
could sort it out by going back to the place where the key concept was
introduced. Remember to do that and your life will be easier.
Second, when reading lecture notes or a textbook, read properly. Read

whole mathematical sentences, not just the algebraic bits. Ideally, read
out loud, especially if you’re stuck. Another regular conversation I have
with students, often in our Mathematics Learning Support Centre, goes
like this:

student: (looking a bit nervous) I don’t understand this proof.
me: Okay, that’s fine. Do you want to start reading it out loud

so we can see where you get stuck?
student: Um, okay. ‘Let f be a function from R toR that is differen-

tiable . . .’ [keeps reading until about halfway through the
proof] . . .Oh! I get it now.

me: Jolly good. Do you want me to say any more about it?
student: No that’s alright. Thank you very much.

This is great for me because I get thanked when I haven’t actually done
anything. And of course it doesn’t happen every time—sometimes we do
bump into a problem and I help the student sort it out. But it’s cheering to
see how many students can resolve their own difficulties just by listening
to their own voices say the words. Usually I point out that they didn’t
need me at all, and they go away with improved confidence as well as
improved understanding.
On a related point, do take opportunities to speak about mathemat-

ics. You will be terrible at this at first—ideas that seem fairly clear in
your head will come out of your mouth as a garbled jumble with dodgy
logic and worse grammar. But that doesn’t matter. If you’re going to write
mathematics fluently in exams and project reports and so on, you need to
own it, and you won’t get to that point without practice. I try to facilitate
this by giving students lots of time to talk about mathematics in lectures,
but not everyone does that so you might want to set up a study group to
arrange such opportunities for yourself. At any rate, you’ll get through
the ropey phase faster if you just embrace it.
Third, look for links between diagrams or other informal representa-

tions and the formal mathematics. I say this because Analysis students
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often tell me that they ‘get the ideas’ but don’t understand much of their
notes. Usually these people are telling the truth—when asked to explain
their understanding, they can do so by gesturing or by drawing diagrams,
and it’s clear that their thinking is fairly accurate. What they haven’t done
is linked that understanding in detail to the expressions that appear in a
relevant definition, theorem or proof. Usually this can be fixed by finding
the appropriate notes and going through them slowly, explicitly linking
each phrase to a diagram drawn on paper and adding labels where pos-
sible. This process sometimes makes people a bit nervous because they
think they should be able to read fast. I don’t have much to say about
that except that it isn’t true. Slowing down and understanding such links
firms up your grasp on both the meanings of the symbolic sentences and
the subtleties of the diagrams, thus rendering everything more memor-
able and allowing you greater flexibility in translating between the two.
After doing it a few times you’ll be able to speed up again, but you’ll find
that you no longer particularly want to.
Fourth, when trying to write mathematics, get something down on the

page. Students sometimes seem paralyzed in the face of a blank page—
they are unwilling to write anything down because they don’t know how
to produce a full and perfect calculation or argument. Lecturers have a
lot to answer for here. We walk into lectures and give pristine presen-
tations, writing down fully correct proofs with no hesitation. This gives
at least some students the impression that they should be able to do that
too. But the reason I can give a polished presentation is that I prepare. I
dare say that you too would prepare if you were going to stand up and
give a 50-minute lecture. I don’t want to end up looking like an idiot
in front of 200 people, so I make sure I know in advance what I’m go-
ing to say and how I’m going to say it. If you saw me genuinely working
on a piece of mathematics—even trying to draft a clear model answer
to a problem in my own Analysis course—you’d see me making notes
and drawing diagrams and doing bits of algebra and re-writing sections
in which I’ve decided it would be better to say something in a different
order. I’m probably a bit faster than you are, but my thinking processes
are much the same.
A fancy-sounding phrase to describe writing ideas down is ‘outsour-

cing your cognition to the environment’. In essence, you get the paper
and ink to do some of the work for you by storing your ideas in a form
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that allows you to reflect on them and spot new links. This advice ap-
plies particularly when getting started on a proof. Write down what you
know (the premises) in terms of the relevant definitions, then write down
what you want to prove (the conclusion) in terms of the relevant defin-
itions, then look at them both and think. If that doesn’t get you started,
write down some theorems that might conceivably be useful, or draw
a diagram, or try something out using a specific example. There is no
way you will be able to hold all the possibly relevant things in mind at
once, so don’t waste time trying—get them on the page. And don’t worry
toomuch about writing your ideas ‘mathematically’. Students often think
they should write everything in symbols, but I usually advise them to ex-
press their idea in whatever way they can, then to convert it once they’ve
got something written down. In reality, though, this is often a red herring.
A mathematician won’t see much difference between a correct wordy ex-
pression of an idea and a correct symbolic one. Certainly I go out of my
way when marking exams to give credit for any clear communication of
appropriate understanding.
Fifth, in your studies in general, aim for a balance between persever-

ing and taking proper breaks. You’ll never get anywhere if you give up as
soon as something gets a bit difficult, but there are no prizes for the stu-
dent who can sit at a desk the longest. If you keep going when you’re tired
you’ll become less and less effective; if you do that repeatedly you’ll burn
yourself out. I was reminded of this recently. It was week ten of our se-
mester and I looked at my tutees and they looked exhausted; then I went
into a lecture and the whole lecture class looked exhausted too. To be
honest I was pretty shattered myself—I think we’d all hit the wall at more
or less the same time. There’s nothing wrong with you if you’re worn out
after ten weeks of trying every day to learn new, difficult mathematics—
you’d never criticize anyone else for that. So take a break if you need one,
and try using it to do something practical. Go to the gym, or go out shop-
ping, or clear out your wardrobe, or cook a big dinner for your friends.
Doing physical things will often clear your brain out nicely.
Sixth, embrace opportunities to be wrong. You’ll get a lot of these in an

Analysis course—Analysis is a gift to a lecturer in that it contains a lot of
true theorems with plausible but untrue converses. This provides many
opportunities to ask challenging true/false or multiple-choice questions,
both on tests and in lectures. I was lucky this year to have a lecture class
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who were willing to vote on such questions by a show of hands, even
though it quickly became clear that everyone would be wrong a lot of the
time. I always reminded the students that I didn’t care whether they were
right or wrong—I just cared that they were thinking about the question
and were willing to change their minds in response to a good reason—but
in any case I admired their willingness to engage. And I was delighted
with the atmosphere that took over the room when we did this. People
were properly invested in their answers but everyone seemed to remain
good-humoured when they were wrong too.
Indeed, I think good humour is probably key to a good undergraduate

learning experience. My favourite thing about my current tutees, which
makes me think they’ll all do well in life as well as in their studies, is
this. They often make errors. But usually, when someone realizes they’ve
made an error, they start laughing. Then everyone else starts laughing
too. Then we sort out whatever it is, and move on. I think this is mostly
a personality thing—I didn’t do anything to start it off—but I really ad-
mire it. People often feel a bit insecure when they’re taking on a new
challenge, and when you feel insecure it’s easy to think that being wrong
about something reflects badly on you. But it really doesn’t. Everyone is
wrong a lot, and confused a lot, when learning a subject like Analysis. If
you can be the person who sets the tone by both laughing about your er-
rors and working to improve your understanding, you’ll do your friends,
your class, your lecturer and yourself a big favour.
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rearrangement, 109, 110
reasoning, xv, 38
reciprocal, 88
rectangle, 184, 186, 187
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